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1. Introduction

Multivariate decoding analyses have become increasingly popular over recent years in cognitive
neuroscience. However, I feel that they are often treated as black boxes - things too complex to be
understood by normal human beings. This precludes one from fully appreciating what is going on and may
sometimes lead to incorrect conclusions.

In this document I tried to open the black box by writing down things I have learnt about decoding analyses.
I cannot guarantee that everything is 100% correct, nor that it is complete, nor that it is fully coherent or well
structured. Instead, this text is simply intended to:
-

make the reader feel comfortable under the hood of decoding analyses;

-

highlight aspects about decoding that one might not have considered before;

-

stimulate further thought and discussion.

It is not intended to:
-

give a beginner's introduction into what decoding and all the associated terms are;

-

give a square-one tutorial on how to do a decoding analysis for your data set;

-

be taken or cited as ground truth.

It is probably best suited for people who have some firsthand experience with doing (black box) decoding
analyses and/or people who are familiar with the relevant terminology (cross-validation, training and testing,
chance-level performance, etc.). Also, some familiarity with vectors and graphical representations thereof
will help. A simple tutorial on vectors can easily be Googled.

1.1. Multivariate data

The first step is to become familiar with and comfortable around multivariate data and representations
thereof. Multivariate refers to measuring multiple dependent variables at the same time. For instance, we
could measure the BOLD response in 1000 voxels simultaneously, on a given trial. We’ll refer to these
dependent variables as features. Pretty much anything can be used as features in the analyses, such as
voxels, electrodes, MEG sensors or multi-unit recordings, but more unconventional measurements could
also work in principle, such as individual item responses on a questionnaire, the combined reaction times
across a number of conditions, the lengths of an individual’s fingers, etc. The other important aspect of the
data is repetitions. This generally refers to trials. Thus, during an experiment we record a number of
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Figure 1. (A) Single trials for two conditions plotted in feature space. (B) The condition means
and their difference.
features, at each trial. In this document we'll mostly ignore other dimensions that the data may have, such
as time or frequency spectra. In general, there are two ways to take these into account. Firstly, throw all
different dimensions onto one big heap of features. Secondly, do the analysis separately per iteration of the
other dimension, such as independently for each time point. Also relevant here is the temporal
generalization method, see King and Dehaene (2014).

A nice way to find our way around such data is to plot them in feature space. This is best done with twodimensional data (i.e. when we have two features), is tricky with three-dimensional data, and is pretty much
impossible with four dimensions or more. Therefore, for the sake of clarity, we’ll be working with twodimensional data, but note that all concepts and insights readily generalize and apply to higher-dimensional
data. So, suppose that we’re doing an EEG experiment in which we only record electrodes Fz and Oz. On
the first trial, we present a stimulus, and we record 1.3 μV at electrode Fz, and 2.1 μV at electrode Oz. We
can plot this trial as a single point in a scatter plot, at
(1.3, 2.1), where the x- and y-axes represent the two features. If we repeat this for all trials, using different
colors for different conditions/stimuli, we might end up with something like Fig. 1A. We see a clear
clustering of trials according to the presented stimulus. This means that there is a reliable effect of the
stimulus identity on the recorded signal. Reversing this: on the basis of recorded activity, we could reliably
predict which stimulus was presented. Despite the clustering however, there is also clear variability. This is
generically referred to as noise. To counter the noise, we often record and average many trials, and
primarily look at the means. Those are shown in Fig. 1B. The black line denotes their difference: the blue
dot “plus” the black line “equals” the red dot. We could now make the following statement: the pattern
corresponding to stimulus A consists of -1 μV at Fz and +1 μV at Oz. Put differently: stimulating the brain
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with stimulus A causes it to generate -1 and +1 μV at channels Fz and Oz, respectively. Correspondingly,
the pattern for B is (+1, +2) μV. The pattern corresponding to the difference (black line) is, well, their
difference: (1, 2) - (-1, 1) = (2, 1). These patterns may be referred to as spatial patterns, because they are
spatial in real life (spatial location of electrodes on the scalp, or feature patterns, because they are patterns
in feature space. Furthermore, note that in the EEG literature the blue and red dot would be referred to as
ERPs, and the black line as the difference ERP (except, of course, that we’re only looking at a single given
time point here).
1.2. Opening the black box

Now that we feel comfortable around (two-dimensional) multivariate data and their depiction in feature
space, it’s time to open the black box and discover what a decoding/classification analysis entails. I’d
phrase (successful) classification as follows: the ability to infer the class from which a sample was drawn,
solely on the basis of observed data, with a higher probability of success as compared to when those
observed data were not available. In the current context: can we make an above-chance guess as to
whether stimulus A or B was presented, on the basis of the recorded voltages at Fz and Oz?

Yes, in our example case, we definitely can. As described above, the two conditions cluster nicely, and
there is a difference between the two means. Let’s look at a simple example way to classify a freshly drawn
new sample: plot it in the same diagram, and see whether it’s closer to the mean of A or to the mean of B.

A

B

Figure 2. (A) A newly sampled, to-be-classified sample is drawn in feature space. It can be
classified according to which mean it's closer to. This rule leads to the yellow decision boundary.
(B) The weights are orthogonal to the decision boundary. Individual samples are orthogonally
projected onto the weights to obtain discriminant scores.
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In Fig. 2A, the new sample is drawn in green, and it can be seen that it’s closer to the mean of B than to the
mean of A. Hence, we’d classify the new sample as belonging to class B. We could do this for each
hypothetical point in feature space and come up with a decision boundary: everything right/above the
yellow line is classified as B, and everything left/below the line as class A.

How would one go about implementing this in a program? The canonical way is to construct a vector that is
exactly perpendicular to the decision boundary. This vector will be called the weights. Next, we project all
samples orthogonally onto this vector (Fig. 2B). We end up with a single value, per sample, that represents
its position on this weights-line. It’s important to realize what this entails: before, each sample was a
multivariate data point (in this example two-dimensional), but afterwards it’s a univariate, single, onedimensional value. Thus, we are performing dimensionality reduction, by projecting the original data points
onto a subspace. Importantly, this reduction is chosen by us in such a way that the resulting univariate
variable is useful for our purposes (i.e classification). This one-dimensional, reduced signal is (in the case
of classification) referred to as the discriminant function. We can plot the distribution of the discriminant
function, separately for stimulus A and B, as well as the projection of both the new sample and the decision
boundary (Fig. 3). It can be seen that the two distributions are nicely separated. Now the classification
becomes trivial: the new sample is classified as B if it’s greater than the decision boundary, and as A when
it’s less.

This toy example provides the essential basis for a large portion of the decoding analyses that are used in
our field: 1) construct weights/decision boundary; 2) project data points on the weights, reducing the
dimensionality to one; 3) do something with the resulting discriminant function values. Understanding these

Figure 3. Distribution of the old samples as well as the new sample after projection on the
weights vector.
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steps and understanding the depictions in feature space are the central ingredients in understanding
decoding analyses. The different approaches commonly encountered in decoding analyses (such as LDA,
SVM, logistic regression for finding the weights and proportion correct, AUC and average posterior
probability as performance metrics) only differ in steps 1) and 3) - the projection onto the weights is
common to them all. Furthermore, step 1) corresponds to the training phase, whereas step 2) and 3)
correspond to the testing phase.

With regards to step 1), the attentive reader may have noticed that the weights vector in Fig. 2B is identical
to the difference in Fig. 1B (at least in terms of direction - the length of the weight vector is discussed in
section 3.5). This is no coincidence, and is in fact a direct consequence of our choice of decision boundary:
we were interested in the distance of a sample to the two means, hence the decision boundary is placed
exactly in between the means. This particular choice of decision boundary is known as a nearest mean
classifier. Although it works well in this example, it is in general a suboptimal solution, because it does not
take into account the noise covariance (more on noise covariance in section 2.1). LDA, SVM and logistic
regression each have their own method of deciding how to construct weights (and thereby the decision
boundary), and what’s best strongly depends on the type of data as well as on the goal of the researcher
(more on the different methods in chapters 3 and 4).

With regards to step 3), it is common practice to reduce the discriminant function values into discrete
classes by - as illustrated above - comparing it to a decision boundary, and subsequently calculating the
proportion of correctly classified trials. I believe that this is a restrictive approach - merely an orthodox
practice that found its way here from the BCI world. For our experimental questions, we could do much
more useful things with the projected signals - more on this in section 4.2).

Finally, it should be noted that throughout most of this text I will only talk about linear decoders. Linear
refers to the fact that the decision boundary is a straight line (or plane in three dimensions, or hyperplane in
more dimensions). There are good reasons to not want anything more complex than linear - see section
5.5.

1.3. Decoding, encoding, information

What does decoding even mean? What do the results of such an analysis mean? I think of decoding in the
following way. Decoding, and its twin-sister encoding, refer to the transformation of information between
different formats. Consider a scene that you captured using a photo camera. In order to reconstruct this
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Figure 4. The information about an external stimulus is encoded in brain activity. Assuming that
our neuroimaging method is able to pick up the relevant activity, then this information is also
encoded in the recorded neural data. Neural decoding refers to retrieving this original
information from the neural recordings.
scene on your computer screen, information about the pattern of colored light has to be stored. This may
be done in different file types, such as JPEG or PNG, and each type encodes the information in its own
format. In raw bits they may look entirely different, yet they store the same information. The information is
encoded in different formats. Encoding is the process by which the information is stored into a particular
format. Decoding is the inverse process, that retrieves the original information from that format - in this case
to reconstruct the visual scene from the raw bits.

How does this relate to brain signals? Suppose we present an individual with a stimulus. Assuming that the
individual is alive, conscious and not blind, his or her brain encodes the identity of the stimulus (Fig. 4).
That is, the information regarding the stimulus is transformed into a format that consists of brain activity.
We record brain activity. Thus, the identity of the stimulus should also be encoded in our recorded data. By
neural decoding, we aim to recover the identity of some latent variable that is encoded in the neural format.

1.4. Different perspectives on decoding

The most common approach to a decoding analysis is to apply a classifier to single trials and calculate the
percentage of correctly classified trials. If this is above chance-level (usually 50%), then it is said that the
neural signal contains information regarding the presented stimulus. While this procedure is certainly not
incorrect, decoding analyses is best thought of from a variety of different but related perspectives.
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1) As mentioned above, a decoding/classification analysis can be used to obtain single-trial guesstimates
of an underlying latent factor, usually stimulus identity. This is especially useful for BCI applications, but
can also be of use for fundamental research questions. For instance, one could correlate single-trial
estimates with other single-trial variables such as reaction time.
2) The most often asked question is: is there a difference in neural signal between condition A and B?
Decoding analysis is a way to perform an omnibus test, suitable for multivariate data. After all, stating
that “the neural signal contains information regarding the presented stimulus” is really the same as
“there is a difference in neural signal between the two stimuli”. In fact, LDA is equivalent to MANOVA the multivariate extension of ANOVA.
3) Decoding is a way of performing dimensionality reduction. One of the difficulties of working with
neuroimaging data is the many dimensions such as electrodes or voxels, but also time and frequency
spectra. The most obvious problem is the multiple comparisons problem. By reducing the
dimensionality to one, there is only one comparison left. This includes the case in which one throws all
the dimensions onto one pile of features as mentioned in section 1.1. Among others, this opens up the
possibility of using Bayesian statistics as they are currently available to be used by neuroscientists in
practice.
4) A common approach in our field is to select a region-of-interest (ROI). This can be either on the basis of
an independent contrast (such as the average over stimulus A and B versus baseline), or specified a
priori (e.g. average across occipital channels). Decoding may also be regarded as selecting an ROI, but
in a more optimal way. Imagine a set of weights, that contains the value 1 for all occipital channels 0 for
all other channels. Applying these weights to a data set is equivalent to averaging over occipital
channels. In practice however, the weights will be more fine-tuned. For instance, the stimulus effect
may be more pronounced in medial occipital sensors than in lateral occipital sensors, and perhaps also
a bit in parietal channels. Thus, rather than containing crude 0’s and 1’s, the weights will be chosen to
be most sensitive to medial occipital sensors, less sensitive to lateral occipital and parietal sensors and
insensitive to other sensors.
5) Different individuals have different brains, and the way in which encoding is expressed may differ
among them. This can lead to difficulties when averaging across subjects. A clear example is dipole
orientation in MEG signals. Even when presented with the identical stimulus, one subject may show
positive activity on the left scalp and a negative blob on the right half, while this pattern may be
reversed for a different subject. When averaging across these subjects, the effect will cancel out at the
group level. A decoding analysis transforms the spatial patterns into a functionally defined dimension the dimension that reflects the encoding of the stimulus. The weights will be different across subjects,
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but chosen in such a way as to compensate for the individual differences, resulting in decoded signals
that live in the same space and can hence be averaged.
6) Decoding can be considered as a way to filter out noise. More on this in section 2.3.
7) Whereas results are often interpreted on the basis of brain areas or timing, decoding allows for
interpretation in a functional sense. Consider a functional localizer task in which individuals passively
perceive two different stimuli. If one constructs a decoder such to discriminate between these stimuli,
then the resulting decoding signal can be considered to reflect the degree to which either of the two
stimuli is encoded in the neural signal.

2. Digging deeper
2.1. Noise covariance

Consider Fig. 5A, which should be familiar (cf. Fig. 2A). Now look at Fig. 5B. The difference is immediately
clear: in the right figure, the distributions have a much more structured, elliptical shape. The two features
are correlated: if you know the value of Fz on a particular trial, then you can make an educated guess
about the value of Oz on that same trial. Note that this holds when looking within either of the two classes.
That is, there is a strong correlation when only considering the blue dots, and there is a strong correlation
when only considering the red dots. That’s why it’s called the noise covariance: it’s the covariance in the
data after the explained variance is removed. In this case, the explained variance is the difference between
the two clusters - which is explained by the stimulus factor. Removing this variance boils down to making
the two means overlap. After that, the covariance is calculated, and this shall be the noise covariance.

A

B

Figure 5. (A) Data without noise correlations. (B) Data with correlated noise.

This document is released under the Creative Commons Attribution Share Alike 4.0 license (CC-BY-SA-4.0).

Thus, it is important to realize that the (noise) correlations between the features exist regardless of the
stimulus condition.

Now, the situation in Fig. 5B may look artificial and only theoretically relevant. Yes, I may have exaggerated
the magnitude of the correlation a little. However, I argue that the existence of (noise) correlations among
features is very real and in fact a prime characteristic of neuroimaging data. Think of resting state studies,
that are primarily interested in the spontaneous correlations between voxels. Or think of the alpha waves in
MEG/EEG data: 10 times per second, the signal will go up and down. Whenever a given sensor is positive,
you can bet that the immediately neighbouring sensor is positive too. The data are strongly correlated.

So why does this matter for decoding? Note that the scenarios Fig. 5A and 5B are only different in the
noise covariance; the means of the two distributions are exactly the same. Let’s continue with Fig. 5B and
take the same approach as before: if a new sample is closest to the mean of A, we shall classify it as class
A, and if it is closer to the mean of B, we shall classify it as class B. Applying this nearest mean classifier
will yield exactly the same weights and decision boundary as before (Fig. 2), see Fig. 6A. It is immediately
obvious that this decision boundary is suboptimal. Even though the two distributions are clearly perfectly
separable, after projecting the data on the weights (Fig. 6B), the two distributions still overlap (Fig. 6C).
Indeed, one can easily come up with a better decision boundary.

A much better decision boundary is displayed in Fig. 7A. After projection onto the weights (Fig. 7B), the two
distributions are now neatly separated, as well as much narrower (Fig. 7C). The decision boundary and
weights in this example were calculated using linear discriminant analysis (LDA). Contrary to a nearest
mean classifier, LDA does care about the noise covariance and this results in a different set of weights. In
fact, their weights are even nearly perpendicular in this example, and the difference in performance is
striking.

Finally, for the sake of simplicity, we’ll assume that the noise covariance is identical across conditions
throughout this document.
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Figure 6: Applying the nearest mean classifier to data with correlated noise. (A) Data with the
same means as before (Fig. 2), but with correlated noise. (B) Projecting the data on the
weights. (C) Distributions of discriminant scores.
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same means as before (Fig. 2), but with correlated noise. (B) Projecting the data on the
weights. (C) Distributions of discriminant scores.

2.2. But what are we decoding? Encoding, patterns, decoding and weights

Being able to decode a particular condition from neural data is one thing, knowing what that means is
something entirely different. An often asked question is “But what are we decoding?” or “Where are we
decoding from?”. In order to start answering these questions, we need to take a step back and recap our
main two ingredients so far:

- the condition means
- the noise covariance
The means, and their difference, pertain to the encoding of the conditions. As explained earlier, the
presented stimulus is encoded in the recorded neural data. We can now look at the format in which it is
encoded. If we present stimulus A, we expect to record mean A, and if we present stimulus B, we expect to
record mean B. Thus, we can say that these means are the feature patterns by which the stimuli are
encoded in the neural data.

The noise covariance on the other hand is not related to the stimulus identity, but is a property of the data
themselves.

As explained in the previous section, the (optimal) weights are a function of both the feature patterns and
the noise covariance. Therefore, the weights are not entirely determined by the effect of condition, but also
by intrinsic properties of the data. Compare Fig. 2A to Fig. 7A, and note that the means are exactly the
same in both cases. That is, in both scenarios, the stimulus identity is encoded with exactly the same
patterns in the data. Nevertheless, the optimal weights are clearly different, and this is due to the different
noise covariances. This leads to an important lesson: the weights are not informative to the question of
which sensors/voxels/electrodes contain information about the condition.

To make this clearer, let’s have a look at the example in Fig. 8. Suppose we are doing an fMRI experiment,
and we are recording from an occipital voxel and a voxel in the inferior colliculus. We are presenting the
subject with visual stimulus A and visual stimulus B. We find an effect of stimulus in the occipital voxel and,
unsurprisingly, no effect in the inferior colliculus. This is visible in Fig. 8 by the fact that the two means lie
exactly above each other along the y-axis. Nevertheless, it is obvious that the optimal weights are
something like those shown in the figure, with values of (0.67, -0.5). The important thing to note is that the
weight on the inferior colliculus feature is not zero. In fact it is even larger (in absolute terms) than the
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Figure 8: Example data were the stimulus bears a relation with only one feature (y-axis) and not
the other (x-axis). Nevertheless, the optimal weights are non-zero for both features due to the
noise covariance.
weight on the occipital voxel. Nevertheless, the activity in the inferior colliculus does not bear any relation to
the presented stimulus. Thus, a naive researcher may have interpreted the weights to incorrectly conclude
that the inferior colliculus is involved in the encoding of the visual stimulus. We are now able to understand
that this is not correct, and that this seemingly strange choice of weights can be ascribed to the correlated
structure in the noise.

Again, this may seem like an artificial example, but I believe it is very realistic (though with slightly more
modest correlations, perhaps). I don’t know if the occipital cortex and the inferior olive make up the best toy
example, but one can readily imagine two distant voxels that are both innervated by the same artery. fMRI
involves measurement of blood-related signals, so it’s possible that breathing or the heart beat cause
artifactual signals in the BOLD signal. If two distant voxels are innervated by the same artery, then these
two voxels will suffer from the same artifacts, and will therefore be correlated.

2.3. Decoding as noise filtering

We are now also in the position to understand how decoding can be interpreted as a way to filter out noise.
In the above example, let’s look at the effects of heart beat. This is one single source of noise. However,
this source exerts its effects in at least two places: the occipital and the inferior colliculal voxel. The activity
in the occipital voxel is a function of both this noise source and the stimulus. The activity in the inferior
colliculal voxel however is a function of only the noise source. Thus, the activity in that voxel can be used a
proxy for the noise source. Therefore, one may filter out the noise in the occipital voxel by simply
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subtracting the activity in the inferior colliculal voxel (weighted by some factor), such that only the effect of
stimulus remains in the occipital voxel. This is exactly what intrinsically happens in a decoding analysis.

This is arguably an even more important point for MEG data, where spatial correlations are clear and
abundant. Imagine that we have a single noise dipole (for instance an alpha generator), situated near the
center of the top of the head. Depending on its exact orientation, it’s conceivable that this dipole casts a
positive blob over frontal sensors and negative blob over occipital sensors. Thus by subtracting the inverse
of the activity in frontal sensors from the occipital sensors, we clear up the activity of interest evoked by
visual stimulation. This is what a decoding analysis does, though in a more subtle and fine-tuned manner.

2.4. Obtaining the feature pattern

Back to the question: but what are we decoding? It depends on what kind of answer you want, really, but I
believe that in most cases we would be interested in the feature pattern. That is, the pattern in activity that
encodes a particular condition. This would allow for an answer like: the encoding of stimulus A versus
stimulus B is accompanied by a modest activity reduction in V2, but by a strong increase in V1. I hope it’s
clear at this point that the weights are most likely not what you are interested in.

The next question that comes to mind is: but how do we find this feature pattern? So far, we have equated
the feature pattern with the difference in means, but it depends on how you obtained your weights. In the
previous section we used LDA to obtain the weights. In the case of LDA, the weights are directly calculated
from the mean difference and the noise covariance. Other classifiers, such as logistic regression and SVM
find weights directly, without explicitly considering the mean difference. Thus, here we need to work our
way back from the weights. It turns out that one simple way to do this is - in linear algebra terminology - to
pre-multiply the weights with the noise covariance (Haufe et al., 2014). This procedure will, given that you
have your weights already, give you the feature pattern that those weights were designed to decode.
Applying this to weights obtained from LDA is an interesting case, because it turns out that some stuff
cancels out in the equations, and the spatial pattern that LDA decodes is exactly equal to the difference in
means.

A final note on the term “pattern”, as stemming from the term multivariate pattern analysis (MVPA).
Decoding analyses are sometimes described so as to look at the multivariate pattern evoked by a condition
as opposed to a univariate one-dimensional non-pattern signal. While not necessarily incorrect, I don’t like
this way of thinking for the following reasons. Firstly, it sounds as if one is simply correlating the feature
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patterns of single trials to some template patterns (usually the means from the two classes), and classify it
according to the highest correlation. While not invalid, this is equivalent to the nearest mean classifier. It is
therefore not only suboptimal, but also doesn’t do justice to the other perspectives from which a decoding
analysis can be viewed as described in section 1.4. Secondly, averaging across features within a single
region assumes that the features within that region all have the same sign, i.e. all positive or all negative.
Thus, looking at a univariate effect is also looking at a multivariate pattern, though a very specific one, in
which the features behave similarly. Thus, univariate analyses are a subset of multivariate analyses, not an
alternative. A properly conducted decoding analysis should pick up a univariate effect just as well.

2.5. ROI selection and search-light analysis

Another method commonly employed to get a grasp on what features/areas/sensors are responsible for
successful decoding is to perform the analysis on a subset of features, i.e. select an ROI. Such a subset
could be the occipital cortex, or temporal sensors, but also a specific time window. In a search-light
analysis, the ROI is variably moved around, selecting different ROIs in an iterative manner, and as such
obtain a distribution of decoding performance over the full set of features. Although not invalid, I don’t like
this approach, for the following two reasons.

First, recall the example about the occipital cortex and the inferior colliculus. We supposed that if you
present a visual stimulus, then this will lead to a reliable effect in the occipital cortex, but not in the inferior
colliculus. However, both regions suffer from the same artifacts, because they are innervated by the same
artery (remember: I’m making this up) and therefore they suffer from correlated noise. The consequence
was that the inferior colliculal voxel nevertheless got assigned a non-zero weight, meaning that even
though that area itself does not respond in a systematic way to the stimulus, its activity nevertheless
contributes to successful decoding.

Now imagine that you are doing a search-light analysis, where your first ROI includes only the occipital
cortex (OC), the second ROI the occipital cortex and inferior colliculus (OC+IC), and the last only the
inferior colliculus (IC). You would probably find significant decoding in OC, say ~70% accuracy. You would
probably find at-chance decoding in IC, i.e. 50%. The conclusion is simple: the stimulus is encoded in OC
and not in IC. Now, what happens if you look at the ROI that contains OC+IC? You will see an increased
performance, perhaps ~80%, because the noise signal in IC helps your decoder to identify the stimulusrelated signal in OC. So now the naive conclusion would be different: the decoding can be improved by
including voxels from IC, therefore IC encodes stimulus-related signal. This is strange - it does not align
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with the conclusion above. Moreover, the peak of decoding would be achieved with the OC+IC ROI. Hence
the presumed conclusion would be that the locus of encoding is somewhere half-way between OC and IC.
Clearly, these conclusions are incorrect.

Second, and related, by selecting an ROI one rules out the possibility of making use of noise correlations.
As illustrated above, only considering the OC leads to an impoverished performance as compared to when
the activity in IC is also taken into account. Thus, although the conclusion that “at least some stimulusrelated signal is encoded in OC” is valid, the analysis is suboptimal.

3. The training phase

In section 1.2 we described three general steps in a decoding analysis: 1) find the right weights; 2) project
the data points onto these weights; 3) do something with the resulting values. We identified the first of
these steps as the training phase. This is where we train our little black box to do its tricks. What this boils
down to (in the case of a linear decoder) is to find the optimal orientation of the weights-vector. The most
important point on which training algorithms differ is:

- What is considered “optimal”?
Other relevant points are:

- Are the weights found iteratively or in closed form?
- Is it a generative/forward or discriminative model?
- Is it a linear or non-linear decoder? As mentioned before, we’ll only consider linear decoders - see
section 5.5.

Different methods also have different parameters to p-hack fine-tune. An important one is regularization,
see section 4.4.

3.1. What is “optimal”?

I’m only (remotely) familiar with a few techniques and will describe superficially what I think I know about
how they work. There are plenty of in-depth tutorials elsewhere.

- linear discriminant analysis (LDA): LDA tries to find weights such that, after projection, the ratio of
between-variance to within-variance is maximized. Looking at Fig 3. this means: make the distributions
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as narrow as possible, and as far away from each other as possible. This generally works fine when the
data are Gaussian.

- logistic regression: logistic regression first projects the data points onto the weights, then squashes it
through a sigmoid function. This function has a range of [0, 1], hence all decoded values will fall in this
range. These values are interpreted as posterior probabilities that a data point belongs to either of the
two classes. These are subsequently compared to the true classes (0 or 1), and the weights are adjusted
such that outcomes and true classes match as well as possible. Logistic regression is more robust to
outliers or non-Gaussian distributions than LDA.

- support vector machines (SVM; thanks to Eelke Spaak for this part): like LDA and logistic regression,
SVMs try to find a separating boundary between classes. With SVMs, this boundary is chosen such that
the distance from the boundary to the nearest data points (known as the ‘support vectors’ of the
separating boundary) in each class is maximized. A nice aspect of SVMs is that the data only enter into
the equations through an inner product, which we can generalize into a so-called kernel function.
Choosing a kernel function other than the simple inner product [e.g. the popular radial basis function
(RBF) kernel] yields an efficient non-linear classifier (which is outside the scope of this document, but
good to know about as you may encounter it in the literature).

It is my impression that while SVMs may be theoretically superior, they have quite some room for tweaking
and unless you know what you’re doing, it may be hard to make full use of their strengths in practice.
Especially with well-behaved data such as (cleaned) neuroimaging data, which I believe is likely to be
Gaussian and linearly separable, the gains of using a more sophisticated method may be marginal.

Moreover, given that we’re considering linear decoders only, I believe that the wiggle room for an optimal
decision boundary is small. For example, consider Fig. 8 - the optimal decision boundary is quite obvious,
and it’s hard to see how much room for a different choice there is. Put differently, I believe that if one (a)
analyses neuroimaging data; (b) uses a linear decoder and (c) trains the decoder appropriately, then
different methods really won’t make that much of a difference performance-wise.

3.2. Iterative training versus closed-form solution

We’ve discussed above how different decoding methods define “optimal”, but how is this in practice
translated into an algorithm to find the weights? The general scheme is as follows:
1. Define a function that gives you a measure of performance, given a set of weights
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2. Take some random weights
3. Calculate how the weights need to change in order to improve performance
4. Change the weights a little bit in that direction
5. Calculate the performance. If performance has barely changed, i.e. when convergence is achieved,
stop. Otherwise, go back to step 3 and repeat.

This algorithm is called gradient descent, because the weights can be visualized as a ball falling down the
error-landscape. The point is: it’s a guided trial-and-error, iterative method, that may take a while to find a
good set of weights. Most training methods use an iterative procedure to find weights.

On the other hand, if the optimality-function and data are simple enough, a closed-form solution may be
available. This is a fixed formula that takes the training data and then spits out the optimal weights. This is
not an iterative procedure - the amount of calculation is fixed and known beforehand. Closed-form solutions
may be much faster (as well as more stable) than iterative solutions. LDA weights can be calculated in
closed form.

3.3. Generative and discriminative models

Another distinction can be made between generative models and discriminative models. Generative (which
sounds like ‘generate’) models describe the distribution from which the observed data are drawn, i.e. how
the data were generated. For instance, if one measures the length of a random person, it will be a sample
from a normal distribution with a mean of 1.75 m and SD of 0.10 m (note: I’m making these numbers up).
Put differently, the data point was generated by this particular normal distribution. Thus, if we know this
underlying distribution, then we know the probability with which a particular length will be measured. Now
let’s consider the sex of a person. Assuming that this is a dichotomous variable, we will have two normal
distributions: one for males and one for females. Let’s say that the mean is 1.80 for males and 1.70 for
females, and that the SD’s are equal. Now we have a forward model: given the variable of interest (sex),
how does this lead to the recorded data? The next step is to invert this model, yielding an inverse model:
given the recorded data, what value of the variable of interest most likely led to it? The inverse model is in
fact a decoder - one that was obtained in a two-step procedure whereby a forward model is first formulated
and is subsequently inverted. The quality of the decoder depends on (among others) the quality of the
generative model. If the true data shows noise correlation, then so should the forward model. A well-known
example is the forward-modelling approach by Brouwer & Heeger (2009).
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A discriminative model on the other hand does not care about how the observed data were generated. It
only cares about finding a good way to decode the variable of interest. That means that the group means
and the noise covariance are not explicitly entered. Yet, if either is changed, then so will the weights.
Therefore, one can say that discriminative models care about the means and noise covariance implicitly.
Logistic regression, SVM and (multilayer) perceptrons are examples of discriminative models.

3.4. Overfitting and regularization

A decoder is trained on the basis of a sample, which is drawn from a population. It is possible that the
random sampling happened to be an unlucky one, and that we end up with a sample with its intrinsic weird
idiosyncrasies, such that it does not well represent the population. In this case, we will likely end up with a
poor decoder that does not generalize well to other samples, drawn from either the same or a different
population. This problem is known as overfitting: the decoder is too well tailored/fit to the specific training
data, such that it does not properly recognize the relevant structure in the population and hence gives poor
performance on testing data. Overfitting is a common problem that is not immediately obvious, and it
should be taken seriously. The solution is clear: we need a procedure that allows for the training to rely less
on the specific training data and that somehow yields a better estimate of the true population parameters.

Come in regularization. I would summarize regularization as follows: regularization aims to improve
estimation of population-level parameters on the basis of a sample from that population. Let’s unpack that.

Suppose we are trying to investigate the mass of a monkey as a function of the number of bananas it eats
on a daily basis. Clearly, we expect monkeys that eat more bananas to be heavier. But how much heavier?
If monkey A eats 2 more bananas per day than monkey B, how many kilograms do we expect monkey B to
be heavier than monkey A? In order to answer this question, we look at a number N monkeys, which we
take to be our random sample from the population, where the population consists of every monkey that
could theoretically be measured. We plot the mass against banana-frequency for each single monkey, and
we fit a linear line to the data. The slope of that line is the answer to our question, say b = 0.25 kg/banana.
However, the line won’t fit perfectly. There is also noise in the data - unexplained variance. How certain can
we be of our slope? Perhaps the true, population slope is b = 0.22, or even b = 0.35. The problem is that
we are trying to make an estimate on the basis of a sample, rather than measuring the entire population
itself. Can we improve our estimate?
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Bayesian people might opt for inclusion of a prior. That is, a prior on the parameters to be estimated - the
slope in our example. The idea is: regardless of whatever parameters we are trying to estimate, some
values are a priori more likely to exist. If you measure variables on the scale of bananas and monkeys, you
are more likely to find slopes of 1 than slopes of 1000. Such huge values are just rare in nature. So
suppose that you find a slope of 500, then you could argue: right, my sample tells me that the best fit is b =
500, but I know that smaller values are more likely than large values, so hey, the true slope is probably
more something like 450. Thus, the inclusion of a prior that is centered around zero will drag the
parameters down, hopefully yielding a better estimate of the true parameters in the population.

This is an example of regularization. This particular case - where we are estimating the slope of a line using
a Gaussian prior centered around zero - happens to be identical to a particular method of regularization
known as L2-regularization. However, for as far as I know, regularization is not necessarily always the
same as doing a Bayesian analysis with some prior. Regularization is more of a mechanistic description of
how to adjust your weights during training. Two common methods of regularization are L1 and L2.

L2-regularization is implemented as follows: each time the weights are adjusted (step 4 in section 3.2), also
subtract a fraction of the weights’ current values. L1-regularization is similar, but instead it subtracts a fixed
value with the same sign as the weights. In both cases, the result is that the final weights will be pushed
towards zero. Regularization is widely used in machine learning and it generally greatly improves
performance

A benefit of L1-regularization is that it has the property that a fraction of the weights will in fact become
exactly zero, resulting in a sparse solution. Thus, it is a way to perform automatic model selection - it
effectively throws out uninformative data points, by setting their corresponding weights to zero. This can be
very useful. Imagine that you are trying to decode visual stimulation and don’t want to make a priori
assumptions about useful voxels, so you throw the entire brain in the analysis. Clearly, the majority of
voxels won’t be useful and may in fact hamper your analysis by introducing noise. L1-regularization may
counter this, by effectively silencing non-useful voxels.

The benefit of L2-regularization on the other hand is that it’s much easier to work with. It often has a closedform solution and yields more stable results than L1-regularization.

Regularization is especially useful when trying to estimate a relatively large number of parameters on the
basis of few data. An example of this was already given above - it’s generally impossible to estimate (good)
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weights for 10.000 voxels on the basis of 100 trials. This will give very unstable solutions, with absurdly
large values. Regularization counters this problem and generally helps in finding a stable and reasonable
solution.

So much for theory, now on to where I use regularization in practice: the calculation of the covariance
matrix. The covariance matrix is one of the ingredients in calculating LDA weights and needs to be
estimated on the basis of the data. However, with many features (e.g. 275 sensors for MEG), you will need
to estimate a large covariance matrix [275 × (275-1) / 2 = 37675 (co)variance values]. This is an example
of where we need to estimate many parameters on the basis of relatively few data. Enter regularization. I
usually regularize the covariance matrix using shrinkage (may be the same as L2-regularization, not sure;
see Blankertz et al., 2011). Apparently, estimating the population covariance matrix on the basis of sample
generally leads to a covariance matrix that is “too elliptical”. Shrinkage counters this by simply making it
less elongated. The result is a covariance matrix that is closer to the true, population covariance matrix. In
my experience this procedure substantially improves decoding performance. For clarification: population
here refers to trials - the population of all trials that could theoretically be recorded in a given subject.

In summary, regularization is a procedure that yields better estimates of population parameters and thereby
counters overfitting. It generally greatly improves performance and I always recommend using it.

3.5. The norm of the weights vector

We have mostly paid attention to the direction of the weights vector, because that determines the optimal
separation of classes, but another thing to keep in mind is its norm. The norm of a vector is simply its
length. For instance, a vector of A = (3, 4) has a norm of sqrt(32 + 42) = 5 by the Pythagorean theorem.
Thus, the vector B = (6, 8) has the same direction as vector A, but twice the norm. The net effect of varying
the norm of the weights vector, but keeping its direction identical, is that you’ll scale the projected values.
That is, you will vary the scale of the x-axis in Fig. 3. The shape of the distributions, and therefore their
separation, will stay the same however. Clearly, if one is only interested in discrete class-labels, then the
norm of the weights vector doesn’t matter. The class labels and the decision boundary will behave the
same, regardless of whether the x-axis is twice as large or not. Classifier algorithms generally don’t care
about the norm, and this may turn out to be whatever.

However, if one is interested in the continuous decoded values, without emposing a cut-off boundary, then
the norm of the weights vector clearly does matter. Therefore, the norm of the weights should be
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normalized such that the resulting decoded values are meaningful. In the case of two classes, one could
argue that class A corresponds to a latent value of -1, whereas class B corresponds to a latent value of +1.
Thus, here it would make sense to choose the norm of the weights vector such that the means of the two
distributions fall at -1 and +1 after projection.

4. The testing/decoding phase

After having constructed a decoder, we can apply it to testing data. What’s next? I think it’s very important
to always keep in mind that applying a decoder is simply a transformation of the data. Or, put differently,
you’re pushing your data through a mathematical function. If X is your data, then your decoded signal Y can
be described as Y = f(X), where f(…) is your decoder. What this function is exactly depends on how you
chose your decoder. It may be designed to maximize the difference between two conditions, or it may be
designed to filter out a particular (nuisance) signal, or it may be designed to simply reduce the
dimensionality of your data. Moreover, note that we have so far only talked about decoders that yield a onedimensional signal. This is not required - you can also design decoders that spit out multiple variables. An
example is Brouwer & Heeger’s (2009) forward-modelling approach, that simultaneously reconstructs the
activity of several hypothetical orientation channels.

Another important thing to keep in mind is that designing a decoder to be sensitive to one factor, does not
automatically make it insensitive to other factors. As an example, consider a typical perceptual expectation
paradigm whereby two stimuli are presented in quick succession: a leading image and a trailing image. We
have two conditions. In one, we first present L1, followed by T1. In the other, we first present L2, followed
by T2. Hence, the leading image is fully predictive of the trailing image. There are also separate functional
localizer blocks in which the subject is passively presented with the trailing images T1 and T2, and these
data are used to train the decoder. Therefore, we have a decoder that is specifically designed to
discriminate T1 from T2. Now we apply this decoder to the data from the main blocks, and we ask: does the
leading image already induce a sensory template of the expected leading image, before the leading image
is actually presented? So we apply our decoder to the data from just before the trailing image and lo and
behold, we find a difference between the two conditions. Given that the decoder was sensitive to the
pattern of the trailing image, we therefore conclude that the pattern of the trailing image is already present
in the signal before that stimulus is even presented. This conclusion is invalid. The reason is that the data
from the two conditions weren’t equal to begin with, due to the leading image. Even though the decoder is
specifically sensitive to the difference between T1 and T2, this does not make it insensitive to the difference
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between L1 and L2. Hence, the difference between the conditions due to the leading image is most likely
also present in the decoded signal.

As another example where this consideration plays an important role is an experiment whereby a nearthreshold stimulus is presented that the subject has to detect. Given that the subject performs above
chance-level, this means that stimulus and decision are correlated. Moreover, if the mapping between
decision and button press is fixed, then this problem is even bigger, because now stimulus, decision and
motor action are correlated. Thus, one may train a decoder on a separate functional localizer in which the
stimuli are passively presented, apply it to the data, find a difference between conditions and argue: this
difference has to be due to the presented stimulus, because that’s what the decoder is sensitive to.
However, this does not mean that the decoder is insensitive to the decision and the motor action, and
therefore any found difference may be due to either of those factors as well.

“But hey, Pim, isn’t that exactly what you did in your 2015 paper?!” Yes, it is (although I did decouple
decision and motor by design) - I think I didn’t realize it at the time. Fortunately for me, it’s most likely not a
problem at the group level. To understand why, reconsider the experiment described above involving the
leading and trailing images. The important thing to realize is: although the decoder is not insensitive to the
leading image, the way in which it is sensitive is undefined. Let’s think of the decoder again as a
mathematical function f(…), and denote the data evoked by T1 as XT1 and the data evoked by T2 as XT2. If
we push this through our decoder, we will get the decoded signal for each of the two conditions: YT1 = f(XT1)
and YT2 = f(XT2). We defined our decoder to be maximally discriminative between T1 and T2, and let’s
suppose we defined it such that T2 should give larger values than T1. Note that this is completely arbitrary also, remember Fig. 3. Now consider what happens when we apply the decoder to the data evoked by the
leading images, which we will describe as YL1 = f(XL1) and YL2 = f(XL2). We already established that the
decoder is most likely not insensitive to L1 and L2, hence YL1 is most likely not equal to YL2. But which one
is larger? This is undefined. It could go either way. Also, one could be a tiny bit larger than the other, or by
a huge factor. It could be anything. It depends on how similar the leading and the trailing images are. If L1
is a tomato and T1 is a (red) apple, and L2 is a butterfly and T2 is a moth, then L1 will probably evoke a
very similar neural pattern as T1, and L2 a very similar pattern as T2. Therefore, the effect of the decoder
on the leading images is probably going to be similar as its effect on the trailing image: YL2 will be greater
than YL1. However, if the images were selected randomly for each subject, then the effect of the decoder on
the leading images is random too, and should cancel out at the group level.
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4.1. Decode single trials or averages?

One may be tempted to first average some trials in the testing data to get a better signal, before feeding it
into the decoder. On the other hand, if one is interested in single trial (probabilistic) classifications, then it’s
clearly necessary to apply the decoder to single trials before computing some summary statistic.

If one uses a linear decoder and if one works with the continuous, linear decoder output [i.e. do not apply
any cut-off value, or squash it through another non-linear function such as a sigmoid], then the order of
decoding or averaging doesn’t matter. More specifically, projecting the data on weights is a so-called linear
operation. Averaging is a linear operation, too. And it just so happens that for linear operations, it doesn’t
matter in which order they are applied. Thus, in this case, one could first decode all the single trials and
then average the decoder signal, or first average the data and then decode the average. The result will be
the same. One of the two options may be more computationally efficient though.

4.2. What to do with the decoded signal

4.2.1. Cut-off into discrete classes

The most common thing that is done is to use some cut-off value to sort the trials in either of two classes. If
Y is larger than the cut-off value, then the trial shall be classified as B. Otherwise, the trial shall be
classified as A. Afterwards, the classes can be compared to the true labels and the proportion of correctly
classified trials is calculated. Usually, in the case of two stimuli, this is compared to chance-level of 50%. If
higher, conclude that there is information encoded in the data about the presented stimulus.

The reasons I like this approach are 1) it is backwards compatible with the literature and 2) the measure is
very intuitive. A performance of 55% will make you feel lucky if it hits significance, but a performance of
95% feels super amazing.

The reason I don’t like it is that you throw away information (the magnitude of the decoded signal) in
exchange for a dichotomous variable, without any good reason. I understand why this is useful in a BCI
setting, but if the goal is “to assess whether there is information encoded in the data about the presented
stimulus”, then there are better ways. Remember that this goal is equivalent to “assessing whether there is
a difference in the data between the two conditions”. So what we need to do is to compare the decoded
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signal from one condition Y1 to the decoded signal from the other condition Y2. How do we compare a
continuous variable between two conditions?

Imagine that we want to know if there’s a difference in trunk length of the Asian versus the African elephant.
In order to test this, we measure a bunch of trunks from both species and define a cut-off value of, say, 2
m. If a data point is less than this value, we classify it as African. Otherwise, we classify it as Asian.
Afterwards, we compare the classified data to the true species and calculate the proportion of correctly
classified trunks. If this is different from 50%, we conclude that there is a difference in trunk length between
the two species. Does this procedure make sense? Well, it’s valid, but most people would probably just
have gone for a t-test here.

Another problem with the p(correct) measure is: how do we choose which cut-off value to use? I googled
for trunk length to come up with the 2 m above. What if we have no clue and start with a value of 10 cm?
Then we would surely classify each individual as Asian. Given that only half of them are actually Asian,
we’d end up with a classification performance of 50%. That is, we’d get chance-level performance, even if
there is a difference between the two species in reality. And the reason is that we have a free parameter the cut-off value - that we didn’t tweak well. In practice, this doesn’t need to be a problem. One good
choice, for instance, is to choose the cut-off exactly in between the means of the two classes. The point is
to realize that there is an arbitrary choice to be made.

4.2.2. Keep continuous variable

I prefer to keep the decoded signal continuous and just perform a t-test. This is more powerful than
p(correct) (because you don’t throw away information) and in my opinion simpler. Other things you could do
with it are:

- Just plot the means and their difference, as you normally would with any continuous variable
- Calculate Cohen’s d for an effect size
- Calculate the area under the curve (AUC) of the ROC curve
- Apply Platt’s method
- Correlate it with behavioral measures at the single-trial level
4.2.3. Do we need an equal number of trials across conditions?
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An often heard concern is that we need equal numbers of trials in each condition, because else the
classifier could be biased and we can’t compare anymore against a chance-level of 50%. My thoughts:
don’t compare p(correct) against some chance-level anyway. More seriously, to address this issue, let’s
first make the distinction again between the training phase and the testing phase.

Different numbers of trials in the training phase may have a big effect on what particular weights will come
out. This depends on the particular training algorithm, really. If done properly, your decoder may be
perfectly robust. Consider the following analogy. Suppose we want to know the average hair length of the
Dutch population. We sent out a whole bunch of invitations across the country for people to participate and
have us measure their hair length. Perhaps women are generally more compliant and willing to help.
Hence, we end up with four times as many women in our sample than men. Now, we know that - on
average - women have longer hair than men. Therefore, we know that if we calculate the mean hair length
of our sample, it will yield a too high value as compared to the true population mean - our estimator is
biased. A solution is to first calculate the means within each sex separately, and then average those
(unweighted). Assuming that there are as many women in the population as men, this will yield an unbiased
(though possibly noisy) estimate of the true population mean. Although this example does not really explain
how different numbers affect the weights of a decoder, it goes give an intuition: does the training algorithm
throw all trials on one heap, or does it somehow specifically take the different number of trials into account?

In practice, most training algorithms will throw them on one heap and therefore, in practice, unequal
number of trials will have an influence on weights. However, the real question is: does this matter?

For that, we turn to the testing phase. Remember that application of a decoder is equivalent to applying a
mathematical function: Y = f(X). The important thing to realize is that we apply the exact same decoder to
the data from both conditions. Thus, if we find a difference between Y1 and Y2, then this must be the result
from differences in the original data X1 and X2. In other words, regardless of what happened to the weights
due to an unequal number of trials, the inference about a difference between the two conditions is still valid
- though perhaps less sensitive. What then if we also have unequal numbers in the training data? Doesn’t
need to be a problem: a t-test can also be performed in the case of unequal sample sizes.

All of this be becomes trickier however when we look at p(correct). For one, what does “the classifier is
biased” even mean? I think most people would describe it as something like “the classifier has a tendency
to classify whatever data as class B”. Or, “given that there is no difference between the two classes, the
classifier will not classify exactly half of the trials as class B”. The crucial thing here is the cut-off value - it is
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the choice of the cut-off value that determines whether the classifier will overall more often choose class A
or B. As mentioned before, it is possible to find a good cut-off value that will yield an unbiased
classification. However, this value is chosen on the basis of the training data, and hence it will only be
(near-)unbiased when tested on data from the same context (i.e. cross-validation). If one trains on
perception data and generalizes to, say, sleep data, then it is expected that the classifier will be biased,
because what was a good choice of cut-off value in the perception data is not necessarily a good choice for
the sleep data too. So, we see now that whether a classifier is biased does not only depend on the training
data and training algorithm, but also on the testing data. In general, a classifier may well be a biased, even
if the number of trials in the training data is equal across conditions.

This may still work fine, though. Imagine that we have a testing data set for which there is no difference
between the two conditions (i.e. under the null hypothesis). And suppose we have a biased classifier, that
labels 60% of the trials as class B. Now, within class A, the classifier will classify 40% of the trials as class
A, hence yields a p(correct) of 0.4. Within class B, the classifier will classify 60% of the trials as class B,
hence yields a p(correct) of 0.6). Assuming that we have equal trial numbers in the testing data, the overall
p(correct) will be ½ × 0.4 + ½ × 0.6 = 0.5. So chance-level performance is still 50%, as we are used to,
despite the fact that the classifier is biased.

The real trickiness comes in when we don’t have equal trial numbers in our testing set. Imagine that we still
have our 60%-biased classifier, but now we have null data of which 25% of the trials belong to class A and
75% to class B. Within class A, the classifier will again classify 40% of the trials as class A, hence yields a
p(correct) of 0.4. Similarly within class B, yielding a p(correct) of 0.6. Now, because we have different trial
numbers, the overall p(correct) will be ¼ × 0.4 + ¾ × 0.6 = 0.55. Thus, chance-level in this case is 55%,
and not 50%! Now, this is quite an easy calculation, so we can readily calculate the chance-level for our
real experiments and as such still use p(correct), even if we have unequal numbers of trials. The question
is: do we want that? The main motivations for using p(correct) are that it’s such an intuitive and backwards
compatible measure. But if chance-level is not necessarily always 50%, how then can we compare results?
What does a classification performance of 95% mean, if chance-level is 90%?

If one really must use a discrete classifier, rather than using a continuous quantity, then instead I’d
recommend either of the following statistics:

- p(decoded = B | true = B) > p(decoded = B | true = A)
- d’
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Finally, a disclaimer with respect to (un)equal number of trials: see section 5.2 on cross-validation.

4.3. Using (noise) covariance of testing data

This part is about something that I haven’t well thought through and doesn’t have any clear practical
implications yet, but I nevertheless believe it’s worth mentioning and thinking about. As mentioned earlier,
two key ingredients of a decoder are the class means, and the noise covariance. Whereas the former is a
property of the experimental design, the latter is a property of the data.

Now, what if we train on some data set, but test on an entirely different data set? The feature pattern
corresponding to the factor of interest as extracted from the training set may be expected to be the same in
the testing set - in fact, that’s the point of the analysis. However, the noise covariance does not necessarily
have to be the same. For instance, if the testing data comes from a session in which the subject is drugged
with caffeine, it may be possible that the data contain much less alpha oscillations. Hence, the correlational
structure across the sensors may be different. If the decoder is trained on the covariance from a session
where the subject feels normal however, then this may lead to suboptimal performance.

One could instead use the (noise) covariance from the testing data set. This may feel like double dipping,
because we don’t want any information from the testing data in our decoder. This is not necessarily the
case however, because the (noise) covariance is a property of the data, and not of the experimental factor.
Thus the correlational structure does not necessarily carry information about the encoded information. Also,
note how I’m putting (noise) within parentheses. The reason is that it’s not possible to extract the noise
covariance from the testing data, because for that you first need to take out the variance that can be
explained by the factor of interest. However, this factor is unknown in the testing data, since that’s exactly
what we’re trying to decode. One can, however, take the data covariance. Given that the noise is generally
a (few) order(s) of magnitude larger than the feature pattern, the data covariance will be nearly the same as
the noise covariance.

This can be taken even a step further, to temporal generalization analyses. It is possible that the
correlational structure may even vary over the course of a trial. Thus, when training on a particular training
time point and testing on a different time point, one could also take the covariance at the testing time point.

I have played a bit with this idea, but have never found any practical use for it so far. In fact, the noise
covariance turns out to be highly similar across time points and experimental blocks. However, it may be
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useful in scenarios where the training and testing data are wildly dissimilar, for instance when decoding
dreams.

4.4. Which method to use?

Having discussed a variety of aspects pertaining to the training and applications of decoders, the milliondollar question is: what method should I use? I leave this up to you, really, but I can tell you what I do and
why. I generally like to use (something similar to) LDA and test the continuous outcome using t-tests. The
reasons are:

- LDA is simple (read: I understand what’s going on).
- LDA is fast and stable, because it has a closed-form solution.
- LDA is linear (see section 5.5).
- LDA gives me fine performance. Assuming that neuroimaging data is generally Gaussian, and that we
only want a linear separation, I believe that the wiggle room for improvement using a more complex
method is only small.

- Testing on the continuous decoded quantity retains all information and is therefore more sensitive than
binning into discrete classes.

5. Digging even deeper
5.1. Demeaning

It is worth talking a bit about demeaning - what it is exactly, why one should do it, or why it is not necessary.
Moreover, demeaning is relevant for the next section on cross-validation.

What I mean by demeaning is demeaning over trials and per feature. That is, for each individual feature,
the average over all trials becomes zero. In feature space this can visualized as moving the cloud of dots
around, such that it becomes centered around the origin (Fig. 9A, B). The effect of demeaning on the
discriminant value is that the distributions get shifted such that, after demeaning, they are centered around
zero (Fig. 9C, D). This makes for a convenient cut-off value, if desired. Note however that the distributions
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Figure 9. Demeaning over trials, per feature, boils down to centering the data around the origin
in feature space. After projection on the weights vector, this is equivalent to shifting the axis. (A)
Data before and (B) data after demeaning. (C) Projected values before and (D) after
demeaning.
remain equally well (or poorly) separated, regardless of whether the data were demeaned or not. Thus, it
seems that demeaning is not of noteworthy consequence for a simple 2-class discrimination problem.

Demeaning may be relevant however if one is interested in the magnitude of the decoded values
themselves, rather than the difference between two distributions. In the Brouwer & Heeger approach for
instance, where we decode a number of orientation channels, we are interested in the magnitude of these
channels rather than the differences between them. Here, demeaning may have a large influence on how
these channels behave. In practice, I have found that demeaning improves performance and leads to more
reliable channel activities.
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A final remark on demeaning: in the case of unequal trial numbers, one should think carefully if one wants
to use the overall (unweighted) mean, or average within classes first and then use the weighted mean. I do
not have a clear answer or opinion on this.

5.2. Cross-validation and its quirks; anti-learning, demeaning

Most decoding analyses in practice appear to be done using cross-validation. In this approach, the entire
data set is cut into a number of batches, called folds. This number can be anything, but something in the
range of 5-20 is common. A related common approach is that of leave-one-out, where each batch
corresponds to exactly one trial. Per fold, the decoder is tested on the data from that fold, while being
trained on all other folds. This ensures that the same data is not used for both training and testing, to avoid
double dipping. This is really important. Don’t think, for instance when using leaving-one-out, “Ah well, what
difference can that one trial make?”. It will make a big difference. If you see unrealistically high
performance, especially in periods where there can be no difference between conditions such as during
baseline periods, then you most likely haven’t implemented your cross-validation correctly. After having
decoded each trial/fold, the decoded data are pooled together again and subsequently further processed
into whatever summary statistic.

Cross-validation is useful, but at times it may come with a few quirks that are not immediately obvious or
trivial. A notorious, dreaded example is that of anti-learning. I sometimes get asked about what to do with
an anti-learning result. I answer: go sit in a corner and weep. Anti-learning refers to the phenomenon
whereby one achieves reliable below-chance classification. This is weird. Think about it: we have a single
data set, with trials that all come from the same context/experiment/population. We arbitrarily split them up
and extract the pattern that corresponds to the factor of interest from the training data (i.e. all but current
fold). Next, we look at the data in the current fold, and we find that here the pattern is reversed. A reversed
pattern in itself isn’t a problem, and may actually be meaningful when generalizing between
contexts/experiments and/or time. But here, the data are from the same population of trials! And not only do
we find this reversal once, we find it consistently across all folds. What is going on?

Quite frankly, I don’t know what really causes anti-learning. One thing that seems to be involved is the
presence of weird, non-trivial (temporal) autocorrelations. Consider for instance a pilot experiment that I
once tried, whereby people were presented with a stream of three different gratings in this order: A B C B A
B C B etc. Here, the signal on the current stimulus is likely still contaminated by signals from the previous
stimulus, and because the stimulus order is entirely predictable, this contamination is systematic. This
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B
Figure 10. (A) Data that are far from the origin plotted along with the weights from four folds.
(B) Projection of the testing within each fold on the corresponding weight.
contamination may also stem from a baseline correction, whereby the baseline is not a good point of
reference (because, in fact, it is just late post-stimulus signal from the previous trial). Here I indeed found
weird anti-learning-like effects. I expect that a typical oddball experiment might also be susceptible, i.e. A A
A A A A B A A, etc. I have not encountered anti-learning yet however when the stimuli were presented in a
(pseudo)-randomized order, because the contamination from previous stimulus is not systematic.

Another treacherous quirk may occur when you don’t first demean your data. We’ve seen above that
demeaning doesn’t matter in a two-class problem. So we don’t need to do it when applying cross-validation,
because that’s just effectively a handful of independent two-class problems, right? Turns out that no, not
right - demeaning does matter, and will improve your performance. The effect is subtle, but most clearly
visible when 1) we have two distributions that are close together (which is true for neuroimaging data) and
2) the data lie far from the origin (which may or may not be true for neuroimaging data). Consider Fig. 10A,
where I have plotted such data, as well as the weights obtained during each iteration in a four-fold crossvalidation procedure. The crucial point is that these weights are slightly different for each iteration, due to
the random selection of trials.
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Figure 11. Same as Fig. 10, but after demeaning the data.
effect on the discriminant values, after projection onto the weights, is that the distributions will be shifted
(and perhaps be slightly less or more narrow) between folds. See Fig. 10B. While the distributions are
nicely separated (for as far as possible) in each of the four iterations, the overall position of the points are
wildly different. Whereas the first iteration results in decoded values in the range of approximately -65 to 55, the fourth iteration results in values ranging from approximately -45 to -40! Now, if we simply pool the
results from all folds together in order to calculate one summary statistic, we will actually introduce large
amounts of inter-fold variance, thereby hampering our performance.

The main problem is that the fluctuations in the weights get “amplified” the farther you go from the origin. In
Fig. 10A, the difference between the magenta lines is much smaller near the origin than it is in the rop-right
corner. The data points get projected on this “far out” part of the weights, hence suffer from this
amplification.
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This problem will be countered by first demeaning the data, because the data points will then projected
onto the weights near the origin, where the fluctuations are small. See Fig. 11 - this is the exact data, but
demeaned. Note that, assuming that the same trial selection for the folds was used, the weights will also be
exactly the same as those plotted in Fig. 10. However, the distributions of the discriminant value are now
much better-behaved. They are now centered around zero, and may thus well be pooled together for one
summary statistic.

This example shows an important insight: while we concluded earlier that demeaning doesn’t matter if we
are simply considering a simple two-class problem, when we apply cross-validation this conclusion
suddenly is no longer true. I haven’t been able to wrap my head around cross-validation entirely and what
other quirks there may be hidden. For instance, my gut feeling tells me that our conclusions earlier about
(un)equal trial numbers - that having unequal trials can work fine when done properly - may also suddenly
lose validity in the context of cross-validation. In light of the example above, I generally recommend caution
when using cross-validation, especially when applying it in a non-standard situation such as with unequal
trial numbers.

5.3. Example of a simple probabilistic classifier based on a generative model

Here I’d like to demonstrate a simple probabilistic classification algorithm using a generative model to show
that it’s really not so magical, nor that there is a need to treat it as a black box. Let's first define the
problem. Suppose we have a whole bunch of people in the room, and we want to know which of them are
caffeine addicts. Our approach is to deprive them all of caffeine-containing products for one day and
subject them to a reaction time task afterwards. Caffeine addicts will likely suffer from withdrawal symptoms
and have, on average, a slower reaction time. In order to be able to classify people on the basis of their
reaction time, we'll need to know a few things: how much slower are they? And how reliable is this measure
in order to discriminate whether somebody is an addict or not? For that, we did some prior research in a
different group of people. That is our training set. In this group we know exactly who of them is an addict
and who is not, and we measured their reaction times after a day of deprivation. The people sitting in the
room, waiting to be classified, is the testing set.

The procedure for constructing the classifier involves two step:
1) We are taking a generative model approach, so we first construct a model of how the data were
generated: given the group, what reaction times are we likely to observe?
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2) We then invert this model, to answer the question: given the reaction time, what group does it likely stem
from?

Let's begin with the first step. We are neuroscientists, so the reaction times are naturally normally
distributed. The two groups will have different means, but we'll assume an equal standard deviation. We'll
label the group of addicts as class A, and the group of non-addicts as B. These three quantities (the means
for both groups, and their pooled standard deviation) can simply be calculated from our training set. The
distributions are then formally described as:
𝑃 𝑥 𝐴) = 𝑁(𝜇* , 𝜎)
𝑃 𝑥 𝐵) = 𝑁(𝜇. , 𝜎)
Have a look at the first line. The left-hand side means: "given that we have somebody from group A, the
probability that we observe reaction time x is ...". The right-hand side gives this probability and is defined by
a normal distribution with mean 𝜇* and a standard deviation 𝜎. Analogously for the second line, but for nonaddicts, with a different mean 𝜇. . This document is already full of Gaussian distributions, so I'm not gonna
make a figure for this.

Let's look up the definition of a normal distribution on Wikipedia, and make the equations more explicit:
𝑃 𝑥 𝐴) = 𝑁 𝜇* , 𝜎 =
𝑃 𝑥 𝐵) = 𝑁 𝜇. , 𝜎 =
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That was step 1. We now have a generative model that describes how the reaction times were generated.

Step 2 is about inverting this model. What does inverting a model mean? It's analogous to inverting a
function. Suppose we have a function y = f(x). We put in a value x and we get out a value y. Putting this
differently is: y is described as function of x. Inverting the function f means that we will now describe x as a
function of y, namely x = f-1(y). The inverted function f-1 tells us: what value of x should we have put in the
original function f in order to obtain y? Now back to the model. The generative (forward) model tells us:
given the group, here's the probability that we'll get out a particular reaction time. The inverted model will
tell us: given a particular reaction time, what's the probability that we were looking at a particular group?
This last bit is mathematically denoted as P(group | x). Or more specifically, the probability that a person
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belongs to group A given his/her reaction time is P(A | x), and the probability that a person belongs to group
B, given reaction time is P(B | x). Because a person always belongs to either of these two groups,
belonging to group B is the same as not belonging to group A. Hence P(A | x) = 1 - P(B | x) and vice versa.
So we actually only need to look at P(A | x), because we can calculate P(B | x) easily from it. How do we
obtain this quantity? Bayes' rule!

𝑃 𝐴 𝑥) =

𝑃 𝑥 𝐴)𝑃(𝐴)
𝑃(𝑥)

Because of some rules of probability, the denominator P(x) can be rewritten as follows:

𝑃 𝐴 𝑥) =

𝑃 𝑥 𝐴)𝑃(𝐴)
𝑃 𝑥 𝐴)𝑃 𝐴 + 𝑃 𝑥 𝐵)𝑃(𝐵)

Let's have a look at the quantity P(A). This is known as the prior. That is, the probability that an individual is
a (non)-addict overall, without taking into account any data such as reaction times. We want an unbiased
classifier, so we'll construct our classifier to not prefer either of the classes a priori. Thus: P(A) = P(B) = 0.5.
Now, because P(A) and P(B) are equal, we can cancel them out in the equation above, giving:

𝑃 𝐴 𝑥) =

𝑃 𝑥 𝐴)
𝑃 𝑥 𝐴) + 𝑃 𝑥 𝐵)

Now we'll go one step further and divide both numerator and denominator by P(x | A). This will give the
following equation:

𝑃 𝐴 𝑥) =

1
𝑃 𝑥 𝐵)
1+
𝑃 𝑥 𝐴)

Now let's get rid of those abstract P(x | B) and P(x | A) quantities, and fill in the actual definitions of the
normal distribution as described earlier. This will give a mess:
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After some algebra and rewriting, we'll end up with the following equation:
𝑃 𝐴 𝑥) = 𝐺(𝑤> 𝑥 + 𝑤? )
in which:
1
(𝜇 − 𝜇. )
𝜎2 *
1 1 2
1
𝑤? = −
𝜇* − 2 𝜇.2
2
2 𝜎
𝜎
𝑤> =

and G(...) is the sigmoid function:
𝐺 𝑗 =

1
1 + 𝑒 4B

These equations constitute our probabilistic classifier. It takes three parameters: the means of each of the
two conditions, and their pooled standard deviation. Note that this is a closed-form solution, and that these
parameters can easily be calculated from the training set. Afterwards, we may fill in a reaction time value x
from our testing set, and the formulas will spit out the posterior probability that this particular individual is a
caffeine addict.

So far so good, but there's something missing: multivariate. We have so far constructed a classifier that
operates on only one univariate quantity, namely reaction time. Perhaps we can also predict whether a
given individual is a caffeine addict on the basis of other variables, for instance average hours of sleep per
night, irritability (after deprivation) or the length of the index finger. This is actually implemented rather
easily. We put all the different variables, or features, together in a column vector:

𝐱=

x>
x2
⋮
xF

where F is the number of features. Here, x1 is reaction time, x2 is irritability, x3 is finger length, etc. This will
also give us vectors of size Fx1 for the two means: 𝛍* and 𝛍. . Furthermore, the standard deviation will now
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become an FxF covariance matrix 𝚺. Note that these means, as well as the covariance matrix, are easily
calculated from the training set.

The nice thing about matrix algebra is that often, the generalization from the univariate case to the
multivariate case is almost as simple as just replacing the scalar variables by vectors. The calculations
often proceed similarly and the final results are analogous. I will not give the calculation here, but the final
equations for the multivariate classifier are as follows (Bishop, 2006, p. 198-199):
𝑃 𝐴 𝐱) = 𝐺(𝐰 J 𝐱 + 𝑤? )
𝐰 = 𝚺 4> (𝛍* − 𝛍. )
𝑤? = −

1 J 4>
𝛍 𝚺 𝛍* − 𝛍J. 𝚺 4> 𝛍.
2 *

where G(...) is still the same sigmoid function and (...)T denotes the matrix transpose. Observe how similar
these equations are to the equations for the univariate case above, knowing that 𝚺 4> is the multivariate
equivalent of

>
98

and 𝛍J 𝚺 4> 𝛍 is the equivalent of

>
98

𝜇2.

There is one more important thing: regularization. There are plenty of ways to do regularization, but as
mentioned 4.4, I generally regularize the covariance matrix using shrinkage as described in Blankertz et al.
(2011). I'll just give the formula:

𝚺KLMNOPKQRLS = 1 − 𝛾 𝚺 + γ

𝑡𝑟𝑎𝑐𝑒(𝚺)
𝐈
𝐹

where 𝚺 is the original covariance matrix, 𝛾 is the regularization parameter, F is the number of features and
𝐈 is the identity matrix. It's worth taking a look at this equation, and observe that the regularized covariance
matrix is a weighted sum (weighted by the regularization parameter 𝛾) of the original covariance matrix and
a scaled identity matrix. As mentioned in section 4.4, the goal is to make the covariance less "elongated".
The most non-elongated covariance matrix is the identity matrix, which corresponds to a perfectly
circular/spherical distribution. Thus, by choosing 𝛾 = 0, we do not regularize at all and simply keep the
original covariance matrix. By choosing 𝛾 = 1 on the other hand, we will end up with a spherical covariance.
Note that the latter is equivalent to not taking into account the covariance at all, i.e. assuming no
correlational structure in the data. Clearly, either of these extreme choices for 𝛾 is undesirable. The best
value depends on, among others: the quality of your data, the number of trials and the number of
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parameters you want to estimate. The more trials you have, the less regularization you need. The more
features (and therefore, the larger the covariance matrix and thus the number of parameters to be
estimated), the more regularization you will need. In practice, doing MEG with approximately 275 features
and having some 75-200 trials per condition, I often get good results using a shrinkage parameter in the
order of 𝛾 = 0.01 or 𝛾 = 0.05.

So there we have it: a fully functional multivariate probabilistic classifier, based on a generative model. I
wholeheartedly recommend you to try and implement this yourself. You'll see that the actual
implementation is only a handful of lines of code, while obtaining fine performance. Oh, and have I
mentioned not to forget regularization?

5.4. Multi-class decoding

We have almost exclusively discussed two-class decoding problems. A useful extension is to have a
decoder or classifier that distinguishes between multiple classes. Given that a multi-class decoder sounds
more difficult than a two-class decoder and that toolboxes for these problems are less common, I have
often heard two easy quick-and-dirty ways to implement a multi-class decoder. The first way is to construct
K-1 one-versus-the-rest classifiers, where K is the number of classes. The second way is to construct
>

classifiers for all pairwise comparisons [leading to 𝐾(𝐾 − 1) decoders] and decide on the final class on the
2

basis of voting.

I don't like either of these two ways. Perhaps I just don't understand them, but they sound hacky to me.
More importantly though, both of these schemes lead to ambiguous decisions. For instance, in the oneversus-the-rest scheme, what do you decide if two classifiers yield strong evidence for their class? This
scenario is illustrated in Fig. 12A. This figure illustrates a 3-class problem, and the K - 1 = 2 decision
boundaries corresponding to the class-1-versus-the-rest and class-2-versus-the-rest classifiers. If decoder
C1 "likes it", the data will be classified as class 1. If decoder C2 "likes it", the data will be classified as class
2. If neither decoder wants the data, it shall be classified as class 3. But what if both classifiers yield a high
response? This is illustrated by the ambiguous region in green.
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Figure 13. A proper multi-class classifier has decision boundaries with one singular point of
origin, such that there A
are no arbitrary decision regions. Adopted from Bishop (2006).
B
Figure 12. Using a one-versus-the-rest classifiers (A) or all pairwise combinations (B) leads to
ambiguous decision regions, shown in green. Adopted from Bishop (2006).
The all-pairwise-and-voting approach leads to similar problems. With 3 classes, we'll have 3 pairwise
decoders. Now suppose that the C1-vs-C2 decoder says "C2!", the C2-vs-C3 decoder says "C3!" and the C3vs-C1 decoder says "C1!". Each of the three classes now got one vote, and it's unclear how to arbitrate
between them. This is again an ambiguous region in feature space, illustrated by the green area in Fig.
12B.

The solution is to construct decision boundaries that all share one single point of origin, as illustrated in Fig.
13. Here, there are no ambiguous regions and the multi-class problem can be solved uniquely. I will not
explain how to do this in practice (assuming I'm even able to), but many two-class decoders are relatively
straightforward to generalize for multiple classes, including:

- LDA (Bishop, 2006, p. 191)
- Logistic regression (Bishop, 2006, p. 205)
- The simple generative classifier outlined in section 5.3 (Bishop, 2006, p. 199)
I'd personally prefer spending some time and effort into learning how to use one of these multi-class
generalizations, rather than relying on the "hacky" ways outlined above
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5.5. Why linear decoders?

Imagine we want to map out feature selectivity across several sensory cortical regions and that we are
specifically interested in which areas encode visual objects. We do an fMRI experiment where we present
subjects with a variety of objects and we try to decode object identity from the recorded neural signal. We'll
probably find that some areas further down the ventral stream contribute to the performance. Nice, but
nothing surprising. Now suppose that we want to crank up our results and try a more powerful decoder,
perhaps an SVM with some non-linear kernel. Imagine that we now suddenly also find V1. Kind of
surprising, because V1 is traditionally thought to encode low-level features like orientation and spatial
frequency. But apparently, our simple linear decoder just wasn't sensitive enough, and using more complex
methods pays off.

Let's see how far we can get. Imagine that we're able to construct a super complex decoder, one as good
as is known to humankind. That is, suppose that we can simulate an entire human brain. We take our
simulated brain, and we feed recorded fMRI signals from the retina into virtual V1 (or thalamus). Clearly,
our real brain can work on retinal signals, so so should our virtual brain. And lo and behold, our super
complex decoder is able to correctly identify the presented object from retinal signals. So here's our
conclusion: contrary to commonly thought, visual objects are not only encoded in inferior temporal areas,
but also in early visual areas and even in the retina.

Does this make sense? Yes and no. If you think about it, of course information about object identity has to
be present in the retina. After all, that's where all visual information enters the system, so it necessarily has
to be present there. Similarly, grating orientation, color, motion and your grand-ma all have to be encoded
in the retina as well. A similar argument can be made for V1. Yet, this is not the kind of answer that we
generally want. In fact, this is the central point in the discussion of whether or not to use (non-)linear
decoders: it depends on what kind of answer you want.

If all visual information is encoded in the retina, then why do we even need other visual areas? Just the
retina would be enough, right? If some decision area needs to know if a stimulus is a face, why does it
need input from the fusiform face area (FFA), and can it not rely on information from the retina directly? I
think that this is actually a very deep and important question, which is about the very architecture of the
cortex itself. But the answer probably has something to do with the format in which information is encoded.
The decision area just doesn't handle the format in which faces are encoded in the retina. There's way too
much information (too many "pixels"), and it's not trivial which patterns corresponds to a face or not. So the
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FFA, and all preceding areas, successively transform the information from the retina across different
intermediate formats, until the FFA finally encodes the presence of a face in a format that the decision area
does understand. So perhaps that's the kind of question we actually want to ask: in which area is a
particular feature encoded such that other brain areas, proximate in the hierarchy, understand its format?

And the next question is, how do we construct a decoder that only picks up these formats? For this, I
imagine the decoder to take on the role of this "other brain area, proximate in the hierarchy". So, the
decoder's capabilities need to be of a similar type/complexity as this other brain area's processing
capabilities. And that, I think, is the crux. The question of what a format is that a neighboring area
understands, is a big question and clearly too much to discuss here.

Instead, we'll pragmatically rely on rules of thumb. We've seen above that a super complex decoder isn't
going to give us the answers we want. On the other hand, a super simple decoder won't do the trick either it may not even give us any results at all. So the issue is to find a good choice for the decoder's complexity.
For this reason, I personally choose for linear decoders.

Finally, note that this point was already raised by Kamitani and Tong (2005):

"We emphasize the importance of using linear approaches to study ensemble feature selectivity. Our
analysis relied on a linear weighting procedure to measure the orientation-selective information inherent in
each voxel and to pool together the ensemble information from many voxels. In contrast, nonlinear pattern
analysis techniques could extract orientation information even if every individual voxel lacked any
orientation selectivity. Flexible nonlinear approaches would allow for nonlinear interactions between input
voxels; these could be used to construct nonlinear oriented filters to decode orientation on the basis of pixel
intensity information alone. Therefore, nonlinear methods may spuriously reflect the feature-tuning
properties of the pattern analysis algorithm rather than the tuning properties of individual units within the
brain. For these reasons, it is important to restrict the flexibility of pattern analysis methods when
measuring ensemble feature selectivity."
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