
Peter Kok

On the role of expectation  
in visual perception
A top-down view of early visual cortex



The work described in this thesis was carried out at the Donders Institute 

for Brain Cognition and Behaviour, Radboud University Nijmegen, 

with financial support from the Netherlands Organization for Scientific Research 

(NWO VENI-grant 451-09-001) awarded to Dr. Floris de Lange.

ISBN 978-94-91027-85-7

Design and layout  
Promotie In Zicht, Arnhem

Print
Ipskamp Drukkers, Enschede

Copyright © Peter Kok, 2014

No part of this thesis may be reproduced, stored in a retrieval system or transmitted in any form or by any means 

without permission from the author or, when appropriate, form the publishers of the publications.



Proefschrift

ter verkrijging van de graad van doctor
aan de Radboud Universiteit Nijmegen

op gezag van de rector magnificus prof. mr. S.C.J.J. Kortmann,
volgens besluit van het college van decanen

in het openbaar te verdedigen op donderdag 22 mei 2014
om 12:30 uur precies

door 

 Peter Kok
geboren op 18 mei 1984

te Groningen

On the role of expectation  
in visual perception
A top-down view of early visual cortex



Promotor
Prof. dr. P. Hagoort 

Copromotor 
Dr. F.P. de Lange 

Manuscriptcommissie
Prof. dr. W.P. Medendorp 
Prof. dr. P.R. Roelfsema (Vrije Universiteit Amsterdam)

Dr. C. Summerfield (University of Oxford)



Table of Contents

Chapter 1 General Introduction and Aims of the Thesis 7

Chapter 2 Less is more: Expectation sharpens representations in the primary 
visual cortex

17

Chapter 3 Prior expectations bias sensory representations in visual cortex 35

Chapter 4 Prior expectations evoke stimulus templates in the primary visual 
cortex

59

Chapter 5 Shape perception simultaneously up- and down-regulates activity in 
the primary visual cortex

73

Chapter 6 Attention reverses the effect of prediction in silencing sensory signals 89

Chapter 7 How prediction errors shape perception, attention and motivation 113

Chapter 8 Discussion 135

References 147

Addendum 163

Nederlandse samenvatting 165

Acknowledgements 171

List of publications 175

Curriculum Vitae 177

Donders Graduate School for Cognitive Neurosciences Series 179





Introduction

This chapter is based on: 
Kok, P. and De Lange, F.P. (in press). Predictive coding in sensory cortex. 
In B.U. Forstmann and E.-J. Wagenmakers (Eds.), An Introduction to Model–
Based Cognitive Neuroscience. Springer: New York.
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Perception is not solely determined by the light that hits our eyes. Instead, what we 
perceive is strongly influenced by our prior knowledge of the world. For example, 
depending on which movies you have seen, the picture in Figure 1A may either look like 
a random mass of blobs, or a powerful dark presence. Your prior experiences also help you 
predict what will happen next, based on what you have learned about the world. For 
example, a proficient tennis player uses her opponent’s stance and the swing of her arm 
to predict the trajectory of the ball, even before it is hit – if she did not, but instead merely 
reacted to the ball as it approached her, she would not stand a chance. These kinds of 
predictions are pervasive in daily life, though we may not realise it. Every day, you could 
ride your bike home and open your door without paying any attention to the details of 
these operations, yet if someone slightly raised your bike seat, or replaced the door handle 
with a differently shaped knob, you would notice it immediately – things are not as you 
expected. 

At the same time, our expectations can lead us astray: they can cause us to perceive things 
that are not actually there – many of us will know how eerily like a ghost or monster a 
bunch of clothes on a chair can look in a dark bedroom. Sometimes such false percepts 
can even distort reality to a pathological extent, as is the case in hallucinations. In this 
thesis, I will explore the ways in which expectation influences perception, focusing on 
how expectation modulates neural processing in the visual cortex.

Figure 1  Prior knowledge modulates perception. A) Exposure to a film series modulates your 
perception of this image – do you detect the presence of a powerful force? B) A Kanizsa square: 
four ‘Pac-Man’ figures or a white square on top of black circles? C) Context resolves ambiguity: is the 
character in the centre the letter ‘B’ or the number ‘13’? D) Prior knowledge improves processing of 
noisy sensory inputs: recognising and ‘explaining away’ parts of the scene (the leaves) makes the 
tiger stand out more.
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Perception as inference

Over a century ago, Helmholtz (1867) cast perception as a process of unconscious 
inference, wherein perception is determined by both sensory inputs and our prior 
experience with the world. Many perceptual illusions demonstrate this nicely: these 
non-veridical percepts can be understood to result from our prior knowledge of the world 
(Gregory, 1997; Weiss et al., 2002). For example, when we are presented with four ‘Pac-Man’ 
figures arranged in a certain way, we perceive an illusory square (called a Kanizsa square; 
Figure 1B). Presumably, the brain infers that, given its prior (visual) experiences, the most 
likely cause for such an input is a white square on top of four black circles. Note that 
occlusion is a ubiquitous feature of the visual world, and inferring the presence of whole 
objects despite it is key to successful perceptual inference. Furthermore, priors provided 
by the larger context can help disambiguate local details. For example, the same character 
can be perceived as the letter ‘B’ or the number ‘13’, depending on the surrounding 
characters (‘A’ and ‘C’ or ‘12’ and ‘14’, respectively; Figure 1C). Finally, prior knowledge can 
improve perception: without it the image in Figure 1D might look like a mass of incoherent 
lines, and the tiger would stay undetected. Recognising the majority of the lines as parts 
of plants allows them to be ‘subtracted’ from the image, after which any features that do 
not fit this hypothesis (the stripes on the tiger’s back and head) will be all the more salient. 
In recent years, the idea of perception as inference has enjoyed a revival, benefitting from 

Figure 2  The visual system. A) Light enters the retina and is relayed to the visual cortex, at the 
back of the head. LGN: lateral geniculate nucleus, relays the signal from the eyes to the visual cortex. 
V1: primary visual cortex, where information from the eyes first enters the cortex. IT: inferotemporal 
cortex, a higher-order visual area. B) The visual cortical hierarchy. Neurons in early visual areas have 
small receptive fields, and respond to simple features such as the orientations of line segments. 
Neurons higher in the cortical hierarchy have larger receptive fields and respond to increasingly 
complex shapes and are largely invariant to local details such as spatial location, size, and viewing 
angle. The different layers of the hierarchy continuously interact.
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converging ideas from computer vision research and neuroscience (Knill and Richards, 
1996; Lee and Mumford, 2003; Kersten et al., 2004; Friston, 2005; Yuille and Kersten, 2006).

Predictive coding

One model of sensory processing that describes perception as fundamentally inferential 
is predictive coding (Mumford, 1992; Rao and Ballard, 1999; Friston, 2005; Den Ouden et al., 
2012). Sensory cortex can be seen as a hierarchical system, with cells responding to 
increasingly larger and more complex objects at each consecutive layer (Figure 2). 
Traditionally, the sensory hierarchy has been considered a unidirectional, bottom-up 
system that passively receives sensory signals and extracts increasingly complex features 
as the signals travel up the hierarchy. Instead, predictive coding theories state that the 
brain is constantly trying to predict the inputs it receives, and that, to do so, each region 
in the sensory hierarchy represents these predictions alongside the sensory input. This 
necessitates that regions in the sensory hierarchy continually interact, informing each 
other about what they expect the other region to observe, and how incoming expectations 
match their own input.

Figure 3  Predictive coding. A) Schematic predictive coding architecture, with PE units providing 
excitatory feedforward input, and P units providing inhibitory feedback. HO: higher-order cortex. 
B) Hypothesised neural activity in two populations of P and PE units, each representing a different 
hypothesis (‘A’ and ‘B’, respectively). Here, stimulus A is predicted, and subsequently presented 
(valid prediction). Left panel illustrates schematic time course of neural activity, right panel provides 
integral over time (i.e., a proxy of BOLD amplitude). C) As B, but here, stimulus A is predicted, and B 
is presented, resulting in a large PE. See text for details. Activity is higher overall (particularly in PE 
units), but less unequivocal (in P units).
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In the predictive coding model (Figure 3A), each cortical sensory region contains two 
functionally distinct sub-populations of neurons. Prediction (P) units represent the 
hypothesis that best explains the inputs received by the region, while prediction error (PE) 
units represent that part of the input that is not explained by the current hypothesis, i.e. 
the mismatch between the input and the prediction. Connected regions in the cortical 
hierarchy interact recurrently in a joint effort to find the world model that best explains 
the sensory inputs in the P units, and thereby reduce the activity of the PE units. This 
interaction takes place as follows: 1) The PE in one region serves as input to the region 
above it in the cortical hierarchy, triggering that higher region to select a hypothesis that 
better matches this input. Note that the representational content of PEs (as opposed to an 
unspecific “surprise” signal) allows for selection of specific hypotheses in the higher-order 
region. 2) The (newly) selected higher-order hypothesis is subsequently sent back as a 
prediction to the lower-order region, where it is compared to the current lower-level 
hypothesis, and 3) the mismatch is represented as the (new) prediction error. The above 
describes one cycle of hypothesis testing in the predictive coding framework. This is an 
iterative process, culminating in a state in which activity in the relevant P units accurately 
represents the current sensory inputs, and all PE units are therefore silenced. 
 Since top-down predictions suppress expected sensory input (i.e., reduce prediction 
error), expected stimuli lead to relatively little neuronal firing. Such a coding scheme has 
several advantages. First, it is metabolically efficient. Second, it makes unexpected (and 
potentially highly relevant) stimuli more salient: if you ‘explain away’ the striped leaves, the 
crouching tiger stands out even more (Figure 1D). In fact, it has been proposed that 
saliency might be equated to the strength of the prediction error (Pearce and Hall, 1980; 
Spratling, 2012b). Third, while expected stimuli result in reduced firing in the PE units,  
the stimulus representation in the P units is enhanced. A valid prediction allows for the 
proper hypothesis to be selected prior to sensory input; then, once the predicted  
input occurs it is quickly silenced (and the valid representation in the P units reinforced). 
This situation means that alternative hypotheses are not given a chance to compete 
(Figure 3B): they receive neither top-down nor bottom-up input. However, note that  
this pre-selection does not prevent potentially relevant unexpected inputs from being 
processed, since such inputs will lead to a large PE, attracting attention and triggering 
selection of alternative hypotheses, see Figure 3C. In other words, pre-selection of  
the valid hypothesis makes the stimulus representation more unequivocal, or sharper. 
Such use of prior expectations helps us make sense of the ambiguous and noisy  
sensory inputs we receive in everyday life (Bar, 2004). For this aspect of perceptual 
inference, the hierarchical nature of predictive coding is crucial (Lee and Mumford, 2003; 
Ahissar and Hochstein, 2004). Inference about fine scale low level features (black and 
white stripes, in a seemingly random arrangement) benefits from high level representa-
tions (a tiger in a bush). In turn, high level representations can be refined by the high 
resolution information present in lower-order visual areas, e.g., progressing from a coarse 
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representation (‘a face’) to one reflecting the identity and emotional expression of that 
face (Sugase et al., 1999).
 The recurrent interaction between prediction and prediction error units that characterises 
predictive coding models leads to several hypotheses than can be empirically tested. For 
example, since perception reflects an integration of top-down expectations and 
bottom-up sensory input, the same sensory input should lead to different responses 
depending on the strength and validity of the expectation. Specifically, the more expected 
the input is, the lower the amplitude of the stimulus-evoked response should be (i.e., the 
less prediction error there is; Figure 3B,C). Also, top-down expectations would be expected 
to activate hypotheses in sensory regions (in the P units; see the solid blue line in Figure 
3B,C) in the absence of sensory input. The work presented in Chapters 2-5 tests some of 
these hypotheses directly.

Attention and prediction

Traditionally, theories of attention and predictive coding have been seen as diametrically 
opposed (Koch and Poggio, 1999; Summerfield and Egner, 2009). While predictive coding 
posits that neural responses to expected stimuli should be suppressed, many studies have 
reported increased neural responses to stimuli appearing at expected locations (Doherty 
et al., 2005; Chaumon et al., 2008). This increase in activity has been attributed to spatial 
attention. In fact, studies of visuospatial attention have traditionally used probabilistic 
cues that predict the upcoming target location as a means of manipulating attention 
(Posner, 1980; Mangun and Hillyard, 1991). However, belying this apparent tension between 
theories of attention and prediction, attention fits quite naturally into a predictive coding 
framework that takes the relative precision of predictions and sensory input into account 
(Friston, 2009; Feldman and Friston, 2010).
 In the real world, the reliability of sensory signals is variable: keeping track of a ball is 
a lot easier in the light of day than at dusk. Perceptual inference must take the precision 
(inverse variance) of sensory signals (i.e., prediction errors) into account (Mumford, 1992; 
Rao and Ballard, 1997; Friston, 2009). When sensory signals fail to match our prior 
expectations, it is imperative to determine whether this is because they contain 
information that disproves our current model of the world (e.g., we see and hear a giant 
luminescent hound), or because the sensory signals are simply too noisy (we hear a dog 
howl but see only mist). While the former should lead us to update our beliefs (a demon 
hound!), the latter should not. Specifically, PEs should be weighted by their precision (i.e., 
reliability), leading to less weight being given to less reliable sensory information.
 Recent predictive coding models incorporate precision estimates explicitly, and propose 
that attention is the process whereby the brain optimises precision these estimates 
(Friston, 2009; Feldman and Friston, 2010). By increasing the precision of specific PEs, 
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attention increases the weight these errors carry in perceptual inference. Mechanistically, 
this is equivalent to proposals of attention increasing synaptic gain (precision) of specific 
sensory neurons (PE units) (Desimone and Duncan, 1995; Maunsell and Treue, 2006; 
Reynolds and Heeger, 2009). Note that in predictive coding models, sensory signals and 
PE are equivalent, since these errors are the only sensory information that is yet to be 
explained. Therefore, while casting attention as modulating the precision of PEs may at 
first glance seem a radically different view of its function, it is in fact fully consistent with 
contemporary theories of attention. Indeed, biased competition, a highly influential 
theory of attention (Desimone and Duncan, 1995) can be shown to emerge from a 
predictive coding framework in which attention is cast as optimising precision (Feldman 
and Friston, 2010).
 In short, recent predictive coding theories propose that attention interacts with 
prediction by boosting the precision of PEs in relation to the brain’s current predictions 
(Hohwy, 2012). Chapter 6 of the current thesis addresses this issue empirically.

Thesis outline

In this thesis, I will explore the ways in which expectations (or predictions) influence 
sensory processing. I will focus on early visual areas, mainly the primary visual cortex. I do 
not imagine expectations affect V1 in a fundamentally different way than other visual 
areas; rather, effects of expectations all the way down to the earliest cortical stages may 
be taken as evidence that such effects can take place throughout the sensory hierarchy.
 In Chapters 2 and 3, I report effects of prior expectations on stimulus-evoked activity 
in early visual cortex. Specifically, in the study discussed in Chapter 2 subjects were 
presented with visual stimuli that either matched or violated their prior expectations, as 
induced by an auditory cue. Crucially, this study investigated not only the amplitude of 
the neural response evoked by the stimuli, but also used multivariate pattern analysis 
(MVPA) methods to probe the amount of information contained in the neural signal. This 
allowed us to dissociate effects of expectations on sensory representations and the 
amplitude of the neural response per se. In Chapter 3, I report the effects of prior 
expectations when bottom-up inputs are noisy: when sensory signals are unreliable, their 
interpretation may be biased by expectation.
 In Chapter 4, I report the effects of prior expectations on early visual cortex in the 
absence of bottom-up stimulus inputs. As in Chapters 2 and 3, this study probed the 
 representational specificity of activity in early visual cortex.
 Chapters 2 to 4 report on predictions regarding what is likely to occur in the near 
future. In Chapter 5, on the other hand, I report the effects of predictions across different 
layers of the visual cortical hierarchy, in the context of illusory figure perception. Specifically, 
in certain stimulus configurations (Figure 1B), higher-order visual areas may detect an 
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(illusory) shape, and send predictive feedback to those neurons in lower-order visual areas 
that are expected to detect the lower-level features that make up the shape. Such 
predictions are expected to differentially affect activity in early visual cortex depending 
on whether or not they are met by congruent bottom-up input.
 In Chapter 6, I focus on the interaction between prediction and attention. Recent 
predictive coding models suggest a specific way in which these two processes interact 
(see above), and the study reported on in this chapter tested this hypothesis by 
manipulating spatial attention and prediction orthogonally.
 Chapter 7 provides a more conceptual and theoretical discussion of predictive 
coding and its empirical foundation. Moreover, it embeds the potential role of prediction 
errors in perception in a more general framework, considering the role of prediction errors 
in reinforcement learning, decision-making and cognition.
 Finally, in Chapter 8 I discuss the empirical findings reported in the current thesis 
within the context of a view on perception and cognition wherein predictions play a 
fundamental role, and suggest avenues for further research.





Less is more: Expectation 
sharpens representations in 
the primary visual cortex

This chapter is based on: 
Kok, P., Jehee, J.F.M., and De Lange, F.P. (2012). Less is more: Expectation 
sharpens representations in the primary visual cortex. Neuron 75, 265-270.
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Abstract

Prior expectations about the visual world facilitate perception by allowing us to quickly 
deduce plausible interpretations from noisy and ambiguous data. The neural mechanisms 
of this facilitation remain largely unclear. Here we used functional magnetic resonance 
imaging (fMRI) and multivariate pattern analysis (MVPA) techniques to measure both the 
amplitude and representational content of neural activity in the early visual cortex of 
human volunteers. We find that while perceptual expectation reduces the neural response 
amplitude in the primary visual cortex (V1), it improves the stimulus representation in this 
area, as revealed by MVPA. This informational improvement was independent of attentional 
modulations by task relevance. Finally, the informational improvement in V1 correlated 
with subjects’ behavioural improvement when the expected stimulus feature was 
relevant. These data suggest that expectation facilitates perception by sharpening sensory 
representations.
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LESS IS MORE: EXPECTATION SHARPENS REPRESENTATIONS IN THE PRIMARY VISUAL CORTEX

Introduction

Top-down expectations about the visual world can facilitate perception by allowing us to 
quickly deduce plausible interpretations from noisy and ambiguous data (Bar, 2004). 
However, the neural mechanisms of this facilitation are largely unknown. 
 A theory that has gained growing popularity in the last decade surmises that vision 
can be cast as a process of hierarchical Bayesian inference, in which higher-order cortical 
regions provide guidance to lower-levels, thereby facilitating sensory processing (Lee and 
Mumford, 2003; Friston, 2005; Yuille and Kersten, 2006; Summerfield and Koechlin, 2008). 
Within this framework, it has been put forward that higher-order regions may suppress 
the predictable, and hence redundant, neural responses in early sensory regions that are 
consistent with current high level expectations (Mumford, 1992; Rao and Ballard, 1999; 
Murray et al., 2002b), resulting in a sparse and efficient coding scheme (Olshausen and 
Field, 1996; Jehee et al., 2006). An alternative possibility is that higher-order regions may 
rather “sharpen” sensory representations in early cortical areas, by suppressing lower-order 
neural responses that are inconsistent with current expectations (Lee and Mumford, 2003). 
This could be done either directly, through inhibitory feedback, or indirectly, by excitatory 
feedback to neurons representing the expected feature, which in turn engage in 
competitive interactions with alternative representations at the lower-level (Spratling, 
2008a). Such a coding scheme would result in a “sharpening” of the population response 
in early sensory regions for expected percepts. It should be noted that both these 
mechanisms are incorporated in a more recent model of predictive coding (Friston, 2005), 
which posits two functionally distinct subpopulations of neurons, encoding the 
conditional expectations of perceptual causes and the prediction error, respectively (Rao 
and Ballard, 1999; Jehee and Ballard, 2009). In this scheme, high-level predictions explain 
away prediction error, thus silencing error neurons, while neurons encoding sensory 
causes rapidly converge on the (correctly) predicted causes, yielding a relatively sharp 
population response.
 While empirical studies have provided some empirical support for both the above 
scenarios by showing a reduction of neural activity in early sensory regions as a result of 
top-down expectation (Murray et al., 2002b; Summerfield et al., 2008; Den Ouden et al., 
2009; Alink et al., 2010; Meyer and Olson, 2011; Todorovic et al., 2011; Kok et al., 2012b), these 
studies could not adjudicate between these two models and answer the question of how 
top-down expectation alters sensory processing. Here, we capitalise on the fact that these 
hypotheses make opposite predictions about how expectation changes the amount of 
information present in these regions. If expectation operates by suppressing neural 
responses that are consistent with the current expectation, the activity reduction in early 
sensory cortex should be accompanied by a reduction of the sensory representation in 
this region. If, on the other hand, expectation sharpens the population response, the 
activity reduction in early sensory cortex should be accompanied by an improved sensory 
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representation in this region. We adjudicated between these hypotheses by non-invasively 
measuring neural activity and representational content in the early visual cortex of human 
volunteers, using functional magnetic resonance imaging (fMRI) and multivariate pattern 
analysis (MVPA) techniques (Haxby et al., 2001; Haynes and Rees, 2005; Kamitani and Tong, 
2005). Our results provide evidence for a sharpening account of expectation, in which overall 
neural activity is reduced, yet the stimulus representation is enhanced by expectation.

Methods

Subjects
Twenty healthy right-handed individuals (sixteen female, age 22 + 4, mean + SD) with 
normal or corrected-to-normal vision gave written informed consent to participate in this 
study, in accordance with the institutional guidelines of the local ethics committee (CMO 
region Arnhem-Nijmegen, The Netherlands). Data from one subject were excluded due to 
excessive head movement, and one subject was excluded due to failure to comply with 
task instructions.

Stimuli
Greyscale luminance-defined sinusoidal grating stimuli were generated using MATLAB 
(MathWorks, Natick, MA, US) in conjunction with the Psychophysics Toolbox (Brainard, 
1997), and displayed on a rear-projection screen using a luminance-calibrated EIKI 
projector (1024x768 resolution, 60 Hz refresh rate). Gratings were displayed in an annulus 
(outer diameter: 15° of visual angle, inner diameter: 3°), surrounding a fixation point. The 
auditory cue consisted of a pure tone (450 or 1000 Hz), presented over MR-compatible 
earphones.

Figure 1  On each trial, subjects were presented with two consecutive grating stimuli, differing 
slightly in terms of orientation, contrast, and spatial frequency. In separate blocks, subjects 
performed either an orientation task (“Was the second grating rotated clockwise or anticlockwise 
with respect to the first?”) or a contrast task (“Was the second grating of higher or lower contrast 
than the first?”). The grating stimuli were preceded by an auditory cue, which predicted (with 75% 
validity) the overall orientation of the gratings (~45° or ~135°). 

Auditory cue
200 ms 550 ms

Grating 1
500 ms 100 ms

Grating 2
500 ms 3250-5250 ms
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Experimental design
Each trial consisted of an auditory cue (200 ms), followed by two consecutive grating 
stimuli (750 ms SOA between auditory and visual stimuli) (Figure 1). The two grating 
stimuli were presented for 500 ms each, separated by a blank screen (100 ms). The intertrial 
interval (ITI) was jittered between 3250 and 5250 ms. A central fixation point was presented 
throughout the trial. The auditory cue consisted of either a low- (450 Hz) or high-frequency 
(1000 Hz) tone, which predicted the orientation of the subsequent grating stimulus (~45° 
or ~135°) with 75% validity. The contingencies between cues and gratings were flipped 
halfway through the experiment, and the order was counterbalanced over subjects.
 In separate runs (128 trials, ~14 minutes), subjects performed either an orientation or 
a contrast discrimination task on the two gratings. The first grating had an orientation of 
either 45° or 135° (± a Gaussian jitter, drawn from a normal distribution with mean = 0 and 
standard deviation = 1) and a luminance contrast of 80%. The second grating differed 
slightly from the first in terms of both orientation and contrast. When performing the 
orientation task, subjects had to judge whether the second grating was rotated clockwise 
or anticlockwise with respect to the first grating. In the contrast task, a judgment had to 
be made on whether the second grating had lower or higher contrast than the first one. 
These tasks were explicitly designed to avoid a direct relationship between the perceptual 
expectation and the task. If subjects’ task would have been judge the overall orientation 
of the grating stimuli (45° or 135°), they could in principle prepare a motor response, since 
the expectation cue would tell them which response option was (75%) likely to be correct. 
This would make it impossible to disentangle perceptual expectation and response 
preparation. By asking subjects to discriminate between the orientations of the two 
gratings in each trial, we made the task orthogonal to the overall orientation expectation, 
and thereby avoided this potential confound. Additionally, this approach allowed us to 
manipulate the difficulty of the task (by increasing or decreasing the orientation angle 
difference between gratings), without affecting the overall visibility of the gratings (and 
their orientations). Subjects indicated their response using an MR-compatible button box. 
In addition, the two gratings differed in terms of phase and spatial frequency, to prevent 
subjects from using motion cues in performing the orientation task and to minimise 
low-level adaptation effects. The second grating was counterphase to the first grating, 
which had a random spatial phase on each trial. The two gratings had spatial frequencies 
of 1.0 and 1.5 cycles/°, respectively, the order of which was pseudo-randomised and 
counter balanced over conditions.
 The orientation and contrast differences between the two gratings were determined 
by an adaptive staircase procedure (Watson and Pelli, 1983), separately for trials containing 
expected and unexpected orientations. This was done to yield comparable task difficulty 
and performance (~ 75% correct) for the different conditions. Therefore, if subjects 
performed better on the orientation task when the orientation was expected, this led to 
a lower angle difference between the two gratings in these trials. Staircase thresholds 
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obtained during one task were used to set the stimulus differences during the other task 
(again, separately for expected and unexpected trials), in order to make the stimuli as 
similar as possible in both contexts. 
 All subjects completed four runs (two of each task, order was counterbalanced over 
subjects) of the experiment, yielding a total of 512 trials.  The staircases were kept running 
throughout the experiment. In between runs two and three, when the contingencies 
between cue and stimuli were flipped, subjects performed a short practice run (~4 
minutes).
 Subsequent to the main experiment, subjects performed a functional localiser task. 
This consisted of flickering gratings (250 ms each), presented at 100% contrast, in blocks of 
10 seconds. Each block contained gratings with a fixed orientation (45° or 135°), and 
random spatial phase and spatial frequency (either 1.0 or 1.5 cycles/°).  The two orientations 
were presented consecutively (order was pseudo-randomised), followed by a 10 second 
blank screen, containing just a fixation point. This was repeated 20 times, yielding ~10 
minutes of scanning. The (white) fixation point turned black at (pseudo-)random time 
points, at which time subjects were required to press a button. This simple task was meant 
to ensure central fixation.
 The same task was applied during a retinotopic mapping session, in which subjects 
viewed a wedge, consisting of a flashing black-and-white checkerboard pattern (3 Hz), 
first rotating clockwise for 6 cycles and then anticlockwise for another 6 cycles (at a 
rotation speed of 36 s/cycle).

fMRI acquisition parameters
Functional images were acquired using a 3T Trio MRI system (Siemens, Erlangen, Germany), 
with a T2*-weighted gradient-echo EPI sequence (TR/TE=1500/30 ms, 26 transversal slices, 
voxel size 2×2×2 mm, interslice gap 20%, GRAPPA acceleration factor of 3). Anatomical 
images were acquired with a T1-weighted MP-RAGE sequence, using a GRAPPA 
acceleration factor of 2 (TR/TE = 2300/3.03 ms, voxel size 1×1×1 mm).

fMRI data pre-processing
We used SPM5 (http://www.fil.ion.ucl.ac.uk/spm, Wellcome Trust Centre for Neuroimaging, 
London, UK) for image preprocessing and analysis. The first six volumes of each subject’s 
data set were discarded to allow for T1 equilibration. All functional images were spatially 
realigned to the mean image, yielding head movement parameters which were used as 
nuisance regressors in the general linear model (GLM), and temporally aligned to the first 
slice of each volume. The structural image was coregistered with the functional volumes.

BOLD amplitude analyses
For univariate analyses, functional images were spatially smoothed with an isotropic 
Gaussian kernel with a full-width at half-maximum (FWHM) of 4 mm. Data of each subject 
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were modelled using an event-related approach, within the framework of the GLM. 
Regressors representing the different conditions (the two tasks and the two expectation 
conditions) were constructed by convolving the onsets of the first grating in each trial 
with a canonical haemodynamic response function (HRF) and its temporal and dispersion 
derivatives (Friston et al., 1998). Instruction screens were included as regressors of no 
interest, as were head motion parameters and their first-order derivatives (Lund et al., 
2005). Finally, the data were high-pass filtered (cutoff 128 s) to remove low-frequency 
signal drifts.
 Freesurfer (http://surfer.nmr.mgh.harvard.edu/) was used to identify the boundaries 
of retinotopic areas in early visual cortex, using well-established methods (Sereno et al., 
1995; DeYoe et al., 1996; Engel et al., 1997). Within each retinotopic ROI (V1, V2, and V3), we 
identified the 150 most stimulus-responsive voxels according to their response to the 
grating stimulus in the independent functional localiser session. Parameter estimates for 
each condition were averaged over these voxels. The resulting averaged parameter 
estimates for the (canonical HRF) regressors comprised the data for the second level 
analysis (i.e. at the between-subject level).

Multivoxel pattern analyses
For multivoxel pattern analyses (MVPA), functional images were not spatially smoothed. 
Again, the data of each subject were modelled using an event-related approach, but here 
each trial was modelled by a separate regressor, convolved with a canonical HRF. The 
exact same voxels were used as for the BOLD amplitude analysis, but now parameter 
estimates were not averaged over voxels. This procedure yielded a pattern of voxel 
activations for each single trial. T-values (i.e. parameter estimates divided by unexplained 
variance) obtained for each voxel comprised the data for further analysis (Misaki et al., 
2010). These patterns were analysed using MVPA classification methods (Haxby et al., 2001; 
Haynes and Rees, 2005; Kamitani and Tong, 2005). Specifically, we classified the orientation 
of the observed gratings based on the pattern of BOLD activation in early visual areas (V1, 
V2, and V3). Classification performance can be seen as an indication of the amount of 
orientation information available in the BOLD signal, such that relative changes therein 
can be informative about the effects of expectation and task-relevance (Jehee et al., 2011). 
Linear support vector machines (as included in the FieldTrip Multivariate Module toolbox, 
http://fieldtrip.fcdonders.nl/development/multivariate) were applied to a subset of the 
trials, designated as the training set, in order to find a linear discriminant function. 
Subsequently, the remaining trials (the test set) were classified as containing one of the 
two orientations, dependent on the outcome of applying the discriminant function to the 
accompanying voxel activation pattern.
 Since there were three times as many ‘expected’ as ‘unexpected’ trials (the auditory 
cue was 75% valid), a subset was selected from the expected trials in order to have equal 
numbers of both trial types. This subset was chosen in such a way that the trials were 
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spread (approximately) evenly over the course of a run (and contained equal numbers of 
both grating orientations), similar to the unexpected trials. Since three such subsets could 
be selected from the expected trials, the procedure outlined below was repeated for all 
three sets. Additionally, since splitting the trials was done pseudo-randomly, we repeated 
the whole procedure ten times to obtain a stable estimate. Classification accuracies 
obtained from these (3x10) iterations were averaged together. The data were split into two 
halves, a training and a test set, such that these sets came from independent fMRI runs. 
Both sets consisted of equal numbers of trials from all four conditions (2 task x 2 expectation 
conditions), and both served once as the training and once as the test set. Activation 
values for each voxel were mean-corrected per set and per condition, to prevent 
confounding influences of mean amplitude differences. The support vector machines 
were trained on the complete training set, while subsequent performance on the test set 
was stored separately for each of the four conditions. This procedure assured that there 
were no differences in the training data when comparing classification performance 
between conditions. The main analyses (e.g., Figure 2A) were performed on the 150 most 
stimulus-responsive voxels, but the same analyses were performed using different 
numbers of voxels (1-200, see Figure 2B-C).

Additional analyses
Expectation suppression and voxel orientation preference
In order to relate voxel orientation preference and expectation effects, we selected the 
150 most stimulus-responsive voxels (based on the functional localiser) in early visual 
cortex (V1-V3), and subdivided these into voxels with a grating orientation preference for 
45° or 135°. Each voxel’s orientation preference was based on the separation plane of a 
support vector machine classifier, which we trained to distinguish between 45° and 135° 
gratings, based on the functional localiser data (i.e. a dataset that is independent from the 
main experiment). In this approach, each voxel is assigned a weight, and the sign of the 
weight indicates whether the voxel is more strongly active for 45° or 135°. The first and 
third tertile were selected for further analysis (i.e., leaving out the middle bin of voxels with 
the least clear preference). Additionally, as a potentially more sensitive analysis than 
splitting the voxels into two groups, we calculated the correlation between each voxel’s 
orientation preference (i.e. classifier weight) and expectation amplitude effects.

Dissociating MVPA classification effects of expectation from potential physical 
stimulus difference confounds
We performed several control analyses to rule out potential confounds of physical stimulus 
differences. First, we correlated trial-by-trial classification accuracy with orientation angle 
differences, within subjects and within expectation conditions. Second, as a control 
analysis to check whether physical stimulus differences could explain part of our results, 
we binned trials on the basis of the difference in orientation angle between the two 
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gratings. We put trials into two bins (small and large stimulus difference), while making 
sure both bins contained equal proportions of trials with expected and unexpected 
orientations. Only trials from the orientation task were used, since angle difference was 
kept constant over a run of the contrast task, and these trials were therefore not suitable 
for binning based on angle differences. The two bins were also balanced in terms of 
number of trials containing each of the two orientations (~45° and ~135°).
 We also reasoned that if the MVPA accuracy differences are indeed related to 
expectation, they should remain present when removing any physical differences between 
conditions. To investigate this possibility, we performed the same analysis that we previously 
used to investigate MVPA classification accuracy differences, but only looking at a subset of 
the trials with similar orientation differences. As before, the training set always consisted of 
equal numbers of trials from each condition from one half of the experiment, while test trials 
were taken from the other half of the experiment. We selected a subset of trials from the 
orientation task, such that orientation angle differences were equalised for trials with 
expected and unexpected orientations. Effectively, this meant selecting the overlapping 
portions of the angle difference distributions from the two conditions. For 4 out of 18 
subjects, there was no overlap in the angle difference distributions in the orientation task, 
and these subjects were therefore not included in the analysis.

Figure 2  Effects of expectation and task-relevance in V1. A) V1 BOLD amplitude (bars, left y-axis) 
and MVPA classification accuracy (filled squares, right y-axis) for expected and unexpected stimuli, 
separately for the orientation and contrast tasks. B-C) Effects of expectation (B) and task-relevance 
(C) on MVPA orientation classification accuracy were consistent across a wide range of selected 
voxels. Error bars indicate SEM.
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 Finally, to conclusively rule out an effect of between-condition stimulus differences, 
we ran a control fMRI experiment (eight subjects, four female, age 27 + 4, mean + SD, one 
of whom had participated in the main experiment as well, the other seven had not) in 
which the orientation angle differences (2.7° + 0.3, mean + SD) and the contrast differences 
(5.9% + 0.7, mean + SD) between the two gratings in each trial were fixed over the course 
of the experiment and equalised between tasks and expectation conditions. Stimulus 
attributes were therefore exactly equal between conditions.

Dissociating MVPA classification effects of expectation from effects of stimulus 
repetition
We also investigated the relationship between expectation effects and effects of stimulus 
repetition. With regard to the potential issue of stimulus repetition effects as a confounding 
factor, it is important to note that the current study was designed such that there was no 
difference in trial history between expected and unexpected trials. Each trial was therefore 
equally likely to be preceded by a trial containing 45° or 135° gratings, irrespective of the 
current trial’s orientation and expectation. However, it is still possible that the observed 
expectation effects interacted with automatic stimulus adaptation. To address how 
expectation effects interacted with potential trial repetition effects, we performed an 
analysis wherein we subdivided the trials on the basis of trial history. We separately 
calculated classification accuracy for trials containing the same (‘repetitions’) or different 
(‘alternations’) grating orientations (45° or 135°) as the previous trial.

Results

Behavioural results
Behavioural data confirmed that subjects were able to discriminate small differences in 
orientation (3.5° with 81.8% accuracy) and contrast (4.5% with 75.1% accuracy). Angular 
and contrast differences between the two gratings were manipulated throughout the 
experiment by an adaptive staircase procedure, for trials containing expected and 
unexpected orientations separately (see Methods). This was done to rule out a potential 
confound of task difficulty with the effects of expectation on neural activity. For the 
orientation task, the staircase procedure adjusted the angle difference to a smaller value 
for expected than unexpected trials (mean angle difference of 3.4° vs. 3.8°: t17 = 2.8, p = 
0.013), while keeping accuracy roughly equated (81% vs. 84%: t17 = -1.9, p = 0.070), 
suggesting that expectation had a facilitatory effect on perceptual performance. For the 
contrast task, there was a non-significant trend towards slightly smaller contrast differences 
for trials containing expected than unexpected orientations (mean contrast difference of 
4.3% vs. 5.0%: t17 = 1.9, p = 0.075), while accuracy was again roughly equated (74% vs. 78%: 
t17 = -1.9, p = 0.077). Reaction times did not differ between conditions (orientation task: 
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mean RT = 761 ms, for both expected and unexpected trials; contrast task: mean RT = 765 
ms for expected, and 767 ms for unexpected trials).

fMRI results
Neuroimaging data showed that gratings with an expected orientation evoked a reduced 
response in primary visual cortex, compared to gratings with an unexpected orientation 
(Figure 2A, bars), in line with previous results (Den Ouden et al., 2009; Alink et al., 2010). This 
neural suppression by expectation was robustly present during both tasks (F1,17 = 14.3, p = 
0.002), and did not differ between tasks (F1,17 = 1.4, p > 0.1). This expectation-induced 
suppression was also observed in V2 and V3 (V2: F1,17 = 10.6, p = 0.005; V3: F1,17 = 15.8, p < 
0.001). There were no overall activity differences in these regions between tasks (all F1,17 < 
1, p > 0.1), which is expected given that these regions are involved in processing both 
contrast and orientation of stimuli.
 Next, we asked whether the reduction of activity in V1 was paired with a decrease or 
increase in representational content (or stimulus information) in this area. In order to 
investigate this issue, we used MVPA methods (see Methods) to classify the overall 
orientation of the two gratings presented in each trial (~45° or ~135°). If orientation 
classification performance is selectively enhanced/reduced for expected gratings 
(compared with unexpected gratings), then this would imply that expectation increases/
decreases the orientation-selectivity of responses in V1. First, in line with earlier reports 
(Kamitani and Tong, 2005; Jehee et al., 2011), we found that task-relevance enhanced 
orientation classification accuracy: accuracy was overall higher during the orientation task 
than during the contrast task (F1,17 = 8.2, p = 0.011; Figure 2A). Critically, despite the 
reduction in neuronal response, MVPA orientation classification accuracy was further 
improved for gratings with an expected orientation, compared to an unexpected 
orientation (F1,17 = 8.3, p = 0.010, Figure 2A). The effects of task-relevance and prior 
expectation were additive and did not interact (F < 1, p > 0.1). These results were obtained 
using the 150 most stimulus-responsive voxels (as determined through an independent 
functional localiser, see Methods), but the effects were largely independent of the amount 
of voxels selected (Figure 2B-C). Unlike in V1, expectation did not significantly affect 
orientation classification accuracy in V2 and V3 (V2: F1,17 = 0.11, p > 0.1; V3: F1,17 = 2.0, p > 0.1). 
Task-relevance did not significantly affect orientation classification accuracy in V2 (F1,17 = 
2.0, p > 0.1), but there was an effect of task on classification accuracy in V3 (F1,17 = 4.7, p = 
0.044). This difference between V1 and higher-order visual areas might be due to stimulus 
characteristics (e.g., the high spatial frequencies in the grating stimuli may have 
preferentially activated V1), or they might represent a real difference in the extent to which 
top-down expectation affects representations in V1 vs. V2 and V3, as has been previously 
suggested (Smith and Muckli, 2010). 
 If the expectation-induced reduction of neural activity reflects a sharpening of neural 
activity, it might be expected that the effect is strongest in neurons preferring orientations 
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different from the currently presented orientation, while neurons preferring the presented 
orientation are relatively unsuppressed. To examine this, we calculated the expectation 
suppression separately for voxels preferring the presented and the non-presented 
orientation (see Methods). Indeed, expectation suppression was significantly greater in 
the latter set of voxels, in line with a sharpening account of expectation (t17 = 2.2, p = 0.039, 
Figure 3A). This account further predicts a quantitative relationship between orientation 
preference and expectation suppression: when the preference of a voxel for the presented 
orientation is stronger, the expectation suppression should be smaller. This prediction 
was confirmed by a significant negative correlation across voxels between their preference 
for the presented orientation and the corresponding expectation suppression effect (r = 
-0.292, p < 0.001, Figure 3B).
 Is the expectation-induced reduction of neural activity and increase in representational 
content relevant for perception? To explore this issue, we assessed the relationship between 

Figure 3  Expectation suppression depends on voxels’ orientation preference. A) The expectation-
induced reduction in neural activity is less strong in voxels preferring the currently presented 
orientation than in voxels preferring the non-presented orientation, in early visual cortex (V1, 
V2, and V3), as predicted by the sharpening hypothesis of expectation. Error bars indicate SEM.  
B) The expectation suppression effect correlates negatively with voxels’ preference for the currently 
presented orientation, yielding further support for the sharpening hypothesis.
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behavioural and neural effects of expectation. We quantified orientation discrimination 
thresholds separately for expected and unexpected gratings during the orientation task. 
If expectation-induced behavioural benefits are linked to increased representational 
content in V1, we would expect a correlation between inter-subject variability in the 
 expectation-induced reduction in orientation discrimination threshold (behavioural 
improvement) and the expectation-induced improvement in MVPA orientation classifier 
performance (neural improvement). Indeed, we observed such a correlation (r = 0.53,  
p = 0.023; Figure 4A). Since the orientation discrimination threshold was directly related  
to the angle difference between gratings, due to the staircase procedure, we applied  
the same analysis to the data from the contrast task, and found no such relationship there 
(r < 0.01, p = 0.990; Figure 4B). This precludes an explanation of our results in terms of 
physical stimulus differences, since these were roughly equal between tasks (see Methods).

Control analyses
Physical stimulus differences
Since we applied an adaptive staircase procedure (see above), improved performance on 
the orientation task is expressed as a decrease in the orientation discrimination threshold, 
i.e. a reduction in the difference between the two gratings in terms of orientation angle. 
Therefore, the fact that, on average, subjects performed better on the orientation task 
when the gratings had an expected orientation resulted in smaller orientation differences 

Figure 4  Correlation between neural and behavioural improvement by expectation. A) Expectation- 
induced improvement in MVPA orientation classification accuracy in V1 (on the x-axis) correlated 
with behavioural improvement induced by expectation (on the y-axis) during the orientation task. 
Behavioural performance was indexed by the mean difference in orientation angle between the 
two gratings (see Behavioural Results). B) Expectation-induced improvements in MVPA orientation 
classification accuracy did not correlate with angle difference between grating 1 and grating 2 
during the contrast task.
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between the two gratings in ‘expected’ compared to ‘unexpected’ trials (see Behavioural 
Results). One might wonder whether this physical stimulus difference could explain the 
difference in MVPA orientation classification accuracy; might gratings with an expected 
orientation be classified more accurately simply because the two gratings in such a trial 
are more similar (smaller angle difference) than in an ‘unexpected’ trial? By the same token, 
can the correlation between expectation-induced improvements in MVPA classification 
accuracy and behavioural performance be explained by stimulus differences induced by 
the staircase procedure?
 We performed several control analyses to rule out this possibility. First, though similar 
stimulus differences were present during the contrast task (see above), when orientation 
was task-irrelevant (and mean angle difference was therefore not a measure of task 
performance), no correlation was found with MVPA orientation classification accuracy 
(Figure 4B). Nor did classification accuracy correlate with contrast differences between 
gratings (orientation task: r = -0.19, p = 0.45; contrast task: r = 0.26, p = 0.30), demonstrating 
that the correlation reported above was specific to orientation-related task improvement, 
and did not generalise to contrast task improvement. We also checked whether the 
variability in angle differences between subjects (within conditions) correlated with MVPA 
classification accuracy, and found no such correlations, despite the relatively wide range 
of angle differences (all r < 0.2, p > 0.2). Furthermore, there were no within-subject 
correlations between trial-by-trial orientation angle differences and MVPA accuracy, for 
either expected (r = -0.02, t17 = -1.3, p = 0.220) or unexpected (r = -0.04, t17 = -1.1, p = 0.287) 
gratings.
 Binning trials on the basis of angle differences revealed no differences in MVPA orientation 
classification in any of the early visual cortex regions for “large orientation difference vs. 
small orientation difference” (V1: t17 = -0.4, p = 0.730; V2: t17 = -1.0, p = 0.331; V3: t17 = 0.3,  
p = 0.748). Furthermore, we performed an analysis in which stimulus differences between 
conditions were removed by selecting a subset of the trials. As a result of this selection 
procedure, the physical orientation differences between gratings of the selected trials 
were matched between expected and unexpected gratings (4.12° vs. 4.12°, t13 = 0.5, p = 
0.639). Nevertheless, orientation classification accuracy remained significantly higher for 
expected than unexpected grating orientations (62.5% vs. 57.5%, t13 = 2.1, p = 0.028), and 
very similar in magnitude to the previously observed orientation classification differences 
(61.2% vs. 58.4%).
 Finally, we ran a control experiment in which stimulus attributes were exactly equalised 
between tasks and expectation conditions. Again, a valid expectation of the orientation 
angle of the gratings led to a reduction in BOLD response amplitude (F1,7 = 7.2, p = 0.016), 
but an increase in MVPA orientation classification accuracy, in V1 (F1,7 = 3.6, p = 0.050; 
Figure 5A). Together, these results preclude an explanation of our results in terms of 
within-trial stimulus differences between conditions.
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Stimulus repetition
In order to investigate the relationship between effects of top-down expectation and 
stimulus repetition, we separately calculated MVPA orientation classification accuracy for 
trials containing the same (‘repetitions’) or different (‘alternations’) grating orientations 
(45° or 135°) as the previous trial (see Methods). This analysis revealed a significant main 
effect of expectation (F1,17 < 9.0, p = 0.008), but not of repetition (F1,17 < 1, p > 0.1). This 
precludes an explanation of our results in terms of repetition effects. Interestingly, there 
was also a marginally significant interaction between expectation and repetition (F1,17 = 
4.2, p = 0.056), indicating that the effect of expectation on MVPA classification accuracy 
was larger for alternation than for repetition trials (Figure 5B). This could potentially be 
explained by the fact that repetition of a stimulus in itself already sharpens stimulus 
 representations (Desimone, 1996; Moldakarimov et al., 2010), reducing the effect of any 
additional top-down sharpening, while the opposite is true for alternation trials.

Figure 5  Effects of expectation on MVPA orientation classification accuracy cannot be explained by 
physical stimulus differences. A) Results of a control experiment in which stimulus attributes were 
therefore exactly equated between conditions. Still, a valid expectation of the orientation angle of the 
gratings led to a reduction in BOLD response amplitude, but an increase in MVPA orientation classification 
accuracy, in V1. B) MVPA orientation classification accuracy, separately for gratings with expected and 
unexpected orientations, and for trials containing the same (‘repetitions’) or different (‘alternations’) 
orientations as the previous trial. Error bars indicate SEM.
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Discussion

We observed a striking dissociation between the effects of expectation on the amount of 
neural activity and the information that can be gleaned from the neural activity pattern. 
Whereas expectation leads to suppressed responses in V1, it concurrently enhances the 
amount of information about the orientation of the stimulus. Crucially, this pattern of 
results is exactly what is predicted by the “sharpening” hypothesis of expectation, in 
which bottom-up sensory signals that are incongruent with prior expectations are 
relatively suppressed (Lee and Mumford, 2003). The sharpening hypothesis was further 
corroborated by the fact that the expectation-induced reduction of neural activity was 
less strong in voxels preferring the currently presented orientation than in voxels preferring 
the non-presented orientation. 
 This sharpening has behavioural ramifications for fine-grained orientation discrimination 
performance, reflected by the fact that subjects were better able to judge small differences 
in orientation for expected gratings. This behavioural improvement correlated with the 
improvement of the neural signal as measured by MVPA, in line with theories of 
 representational sharpening due to perceptual priming (Desimone, 1996; Moldakarimov 
et al., 2010) and adaptation (Wang et al., 2010). 
 These results are also in line with recent predictive coding models (Rao and Ballard, 
1999; Friston, 2005; Spratling, 2008a), in which separate populations of neurons within a 
cortical region code the current estimate of sensory causes (predictions) and the mismatch 
between this estimate and incoming sensory signals (prediction error). Here, we did not 
manipulate the prior expectation of the occurrence or omission of stimuli (grating stimuli 
were present in all trials), but the likelihood of the stimulus having a certain feature (i.e. 
orientation). This calls for a slightly more sophisticated model of hierarchical Bayesian 
inference that allows for a representation of uncertainty in terms of the precision of future 
events, an issue which has been addressed recently within the framework of predictive 
coding (Feldman and Friston, 2010). Bayes-optimal inference in this setting relies upon 
top-down predictions about the certainty or precision of events that will occur and 
suggests that prediction error neurons are selectively biased in a top-down manner 
following a cue. Simulations within this framework suggest that anticipation enhances 
early prediction error responses to valid stimuli compared to invalid stimuli. Crucially, this 
prediction error can be cancelled out more quickly, reducing the overall amount of 
activity, consistent with the reduction in the amplitude of V1 responses under the 
predictive coding model. However, it also suggests that the signal-to-noise ratio of 
prediction error responses is enhanced when valid or anticipated targets are processed. In 
other words, there should be representational sharpening. In this scheme, top-down 
expectations about future events increase the gain of prediction error neurons encoding 
the expected stimulus feature, leading to a quick resolution of prediction error if the input 
matches the expectation (Summerfield and Koechlin, 2008; Feldman and Friston, 2010).  
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If, on the other hand, the expectation is violated, a large prediction error will ensue, leading  
to an increase in neural activity (Den Ouden et al., 2009; Alink et al., 2010; Meyer and Olson, 
2011; Todorovic et al., 2011; Kok et al., 2012b). Also, the activity pattern in prediction neurons 
will contain a mixture of neurons coding the expected (due to top-down biasing) and the 
actually presented (due to bottom-up input) orientations, yielding a noisy population 
response.
 The effects of top-down expectation were observed alongside the previously 
observed improvements in neuronal representation as a function of task-relevance 
(Kamitani and Tong, 2005; Jehee et al., 2011), and indeed, the effects of task-relevance and 
expectation were additive.  However, while there were no overall differences in BOLD 
activity between the different tasks, expectation induced a strong reduction of BOLD 
activity. This suggests that expectation and attentional task-set may be partly distinct 
processes, as has been previously argued (Summerfield and Egner, 2009).
 Although the relationship between neuronal excitation and inhibition and the 
haemodynamic (or metabolic) response is equivocal and multifaceted (Logothetis, 2008), 
the activity reductions observed here for expected stimuli likely reflect a reduction of 
neural activity. This is in line with recent neurophysiological studies in monkeys and 
humans, highlighting that valid expectations lead to a reduction in spiking activity (Meyer 
and Olson, 2011) as well as gamma-band oscillatory activity (Todorovic et al., 2011). 
Additionally, a recent combined haemodynamic/neurophysiological study reported 
haemodynamic and metabolic downregulation following neuronal inhibition in the visual 
cortex of monkeys (Shmuel et al., 2006).
 In sum, our data provide evidence for how expectations facilitate perceptual inference 
in a noisy and ambiguous visual world by sharpening early sensory representations.





Prior expectations bias 
sensory representations in 
visual cortex

This chapter is based on: 
Kok, P., Brouwer, G.J., Van Gerven, M.A.J., and De Lange, F.P. (2013).  
Prior expectations bias sensory representations in visual cortex.  
Journal of Neuroscience 33, 16275-16284.

3



36

CHAPTER 3

Abstract

Perception is strongly influenced by expectations. Accordingly, perception has sometimes 
been cast as a process of inference, whereby sensory inputs are combined with prior 
knowledge. However, despite a wealth of behavioural literature supporting an account of 
perception as probabilistic inference, the neural mechanisms underlying this process 
remain largely unknown. One important question is whether top-down expectation 
biases stimulus representations in early sensory cortex, i.e. whether the integration of prior 
knowledge and bottom-up inputs is already observable at the earliest levels of sensory 
processing. Alternatively, early sensory processing may be unaffected by top-down 
expectations, and integration of  prior knowledge and bottom-up input may take place in 
downstream association areas that are proposed to be involved in perceptual deci-
sion-making. Here, we implicitly manipulated human subjects’ prior expectations about 
visual motion stimuli, and probed the effects on both perception and sensory representa-
tions in visual cortex. To this end, we measured neural activity non-invasively using 
functional magnetic resonance imaging (fMRI), and applied a forward modelling approach 
to reconstruct the motion direction of the perceived stimuli from the signal in visual 
cortex. Our results show that top-down expectations bias representations in visual cortex, 
demonstrating that the integration of prior information and sensory input is reflected at 
the earliest stages of sensory processing.
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Introduction

Perception is not solely determined by the input from our eyes, but it is strongly influenced 
by our expectations. In line with this notion, perception has often been cast as a process 
of inference, whereby sensory inputs are combined with prior knowledge (Helmholtz, 
1867). In recent years, this notion has received considerable empirical support (Kersten  
et al., 2004; Yuille and Kersten, 2006).  For example, many perceptual illusions can be 
explained as the result of prior knowledge about the statistics of the world influencing 
perceptual inference: we expect light to come from above (Sun and Perona, 1998), faces to 
be convex and not concave (Gregory, 1997), and objects in the world to move slowly 
rather than fast (Weiss et al., 2002). Many of these priors are not set in stone, but rather 
reflect the agent’s current model of the world, and can sometimes adjust to (experimentally) 
altered circumstances on a relatively short timescale (Adams et al., 2004; Chalk et al., 2010; 
Sotiropoulos et al., 2011b).
 However, despite a wealth of literature supporting an account of perception as 
probabilistic inference (Kersten et al., 2004; Yuille and Kersten, 2006), the neural mechanisms 
underlying this process remain largely unknown. Here, we are particularly concerned with 
the integration of bottom-up sensory inputs and top-down prior expectations. Specifically, 
the question we wish to address is whether top-down expectations can bias stimulus 
representations in early sensory cortex. It is well-known that valid prior expectations result 
in reduced neural activity in sensory cortex (Summerfield et al., 2008; Den Ouden et al., 
2009; Alink et al., 2010; Todorovic et al., 2011; Kok et al., 2012a; Todorovic and De Lange, 
2012), but it is an open question whether expectations are also able to change the 
contents of the sensory representation. Previous work by Murray et al. (2006) has revealed 
a neural correlate of an illusion of size as a result of inferred depth in V1, suggesting such 
modulations are indeed possible. This would reveal the integration of prior knowledge 
and bottom-up inputs to be a key feature of sensory processing at even the earliest  
levels, in line with hierarchical inference theories of perception (Lee and Mumford, 2003; 
Friston, 2005). Alternatively, early sensory processing may be unaffected by top-down 
expectations, and integration may take place in downstream association areas that are 
proposed to be involved in perceptual decision-making, such as parietal and prefrontal 
cortex (Gold and Shadlen, 2007; Heekeren et al., 2008; Rao et al., 2012).
 To examine whether priors modify stimulus representations in sensory cortex, we 
implicitly manipulated human subjects’ prior expectations about visual motion stimuli, 
and probed the effects on both perception and representations in visual cortex. We used 
functional magnetic resonance imaging (fMRI), in conjunction with a forward modelling 
approach, to reconstruct the motion direction of the perceived stimuli from signals in 
visual cortex. To preview, our results show that top-down expectation biases representa-
tions in visual cortex, demonstrating that the integration of prior information and sensory 
input is reflected already at the earliest stages of sensory processing.



38

CHAPTER 3

Methods

Subjects
Twenty-four healthy right-handed individuals (sixteen female, age 23 ± 3, mean ± SD) with 
normal or corrected-to-normal vision gave written informed consent to participate in this 
study, in accordance with the institutional guidelines of the local ethics committee (CMO 
region Arnhem-Nijmegen, The Netherlands). Data from one subject were excluded due to 
excessive head movement (>5 mm).

Figure 1  Experimental paradigm. A) Each trial started with an auditory cue that was followed 
by a visual RDP stimulus. Subjects were asked to report the predominant motion direction in the 
subsequent RDP stimulus on a continuous scale, by positioning a line segment in a 360 degree 
circle. B) The RDPs had one of five possible directions of coherent motion: 10°, 27.5°, 45°, 62.5°, or 80°, 
with 0° being rightward motion and 90° upward motion. C) The auditory cue had a probabilistic 
relationship with the distribution from which the stimulus would be drawn. For example, if the 
auditory cue was a low (high) tone, the RDP was 60% likely to have a 27.5° (62.5°) motion direction. 
The four other (non-predicted) directions were each 10% likely to occur. The relationship between 
pitch (low/high) and predicted direction (27.5°/62.5°) was counterbalanced across subjects. 
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Stimuli
Visual stimuli consisted of random dot motion patterns (RDPs), displayed in an annulus 
(outer diameter: 15° visual angle, inner diameter: 3°) surrounding a white fixation cross 
(0.3°, 327.0 cd/m2) for a duration of 1 s. The RDPs consisted of 0.1° white (327.0 cd/m2) dots 
(2.5 dots per square degree) on a dark grey background (15.5 cd/m2; Weber contrast = 
20.1). Within each RDP, there was a proportion of coherently moving dots, while the 
remaining dots were each assigned a random motion direction. Both coherent and 
random dots moved at a speed of 6°/sec and had a lifetime of 200 ms. The stimuli were 
generated and presented using MATLAB (MathWorks, Natick, MA) in conjunction with the 
Psychophysics Toolbox (Brainard, 1997), and displayed on a rear-projection screen using 
an EIKI (EIKI, Rancho Santa Margarita, CA) projector (1024 x 768 resolution, 60 Hz refresh 
rate). Auditory cues consisted of pure tones (450 or 1000 Hz) with a duration of 200 ms, 
and were presented over MR-compatible earphones. During the behavioural training 
session, visual stimuli were presented on an LCD monitor (1024 x 768 resolution, 60 Hz 
refresh rate) and tones were presented over external speakers.

Experimental design
Each trial started with an auditory cue followed by a visual RDP stimulus (cue-stimulus 
SOA = 750 ms). Subjects were told that they could ignore the auditory tone and that they 
had to report the predominant motion direction in the subsequent RDP stimulus on a 
continuous scale, by positioning a line segment in a 360° circle (Figure 1A), using two 
buttons of an MR-compatible button box to rotate the line clockwise or anti-clockwise. 
The initial direction of the line segment was randomised between -45° and 135°. The stim-
ulus-response interval was jittered between 1000 and 2000 ms, and the intertrial interval 
was jittered between 2250 and 4250 ms (yielding an RDP SOA of 8-11 s). The jittered 
intervals were drawn from a uniform distribution. The RDPs always had one of five possible 
directions of coherent motion: 10°, 27.5°, 45°, 62.5°, or 80° (where 0° corresponds to 
rightward and 90° corresponds to upward motion, see Figure 1B). The discrete nature of 
the possible motion directions was unknown to the subjects, who were informed that the 
predominant motion direction would always be in the upper right quadrant, i.e., between 
0° and 90°. Prior expectations about the motion direction were implicitly induced by the 
auditory cue, which had a probabilistic relationship with the distribution from which the 
stimulus would be drawn. More specifically, there were two tones that each predicted one 
of the intermediate motion directions (27.5° or 62.5°) with 60% probability. For example, if 
the auditory cue was a low (high) tone, the RDP was 60% likely to have a 27.5° (62.5°) 
motion direction (Figure 1C). The four other (non-predicted) directions were each 10% 
likely to occur. The relationship between pitch (low/high) and predicted direction 
(27.5°/62.5°) was counterbalanced across subjects. Subjects were not informed about the 
relationship between the auditory cue and the visual stimulus. After the experiment, 
subjects were requested to fill out a questionnaire regarding the relationship between the 



40

CHAPTER 3

tones and the moving dots. The exact question posed to them was: “Did you notice any 
relationship between the tones you heard and the directions of motion you saw? If so, 
please describe the relationship you observed in the text box below. You can also use the 
circle to illustrate your answer. You can draw more than one arrow.” Underneath the 
question, they were given the options “Yes/No”, a text box to describe the relationship 
they suspected (if any), and a circle into which they could draw arrows indicating the 
directions of motion related to the tones. Out of 23 included subjects, only one suspected 
the true relationship between the tones and the moving dots. One other subject 
suspected the exact opposite of the true relationship, i.e. low tone predicts rightward and 
high tone predicts upward, whereas the opposite was true. Three subjects suspected a 
relationship between just one of the two tones and a certain direction of motion, of which 
only one subject reported the true relationship. The remaining 18 subjects reported 
suspecting no relationship between the tones and the moving dots. Together, this 
underlines the implicit nature of the expectation manipulation.
 In order to familiarise subjects with the task and to establish implicit learning of the 
predictive relationship between the auditory cues and visual stimuli, subjects participated 
in a behavioural session outside the scanner one day prior to the fMRI session. During this 
training session, participants performed 12 blocks of 40 trials of the task. The percentage 
of coherently moving dots was varied pseudo-randomly from trial to trial, and could be 
10%, 20%, or 30%.
 During the fMRI session, only one coherence level was used, determined on the basis 
of subjects’ performance in the training session. Specifically, we chose the coherence level 
that resulted in a mean absolute error of ~15° during the training session. This number was 
chosen arbitrarily, to roughly equate task difficulty across subjects. In the scanner, each 
subject performed three runs of the task, with each run containing three blocks of 40 
trials, yielding a total of 360 trials. Additionally, all subjects participated in a localiser run, 
consisting of RDPs with the same overall properties as those presented during the 
experiment, except that coherence was set to 100%, and seven motion directions were 
presented in pseudo-random order: -7.5°, 10°, 27.5°, 45°, 62.5°, 80°, and 97.5°, for a duration 
of 12 s each. The localiser consisted of 12 blocks of seven motion directions and one blank 
fixation screen (12 s) each, resulting in 84 stimulus trials and 12 fixation screens. Throughout 
the localiser, a (white) fixation cross was presented. This fixation cross dimmed at random 
moments, and subjects were required to press a button at these events, to ensure central 
fixation. Finally, subjects engaged in a retinotopic mapping run, in which they viewed a 
wedge, consisting of a contrast-reversing black-and-white checkerboard pattern (3 Hz), 
first rotating clockwise for 9 cycles and then anticlockwise for another 9 cycles (at a 
rotation speed of 23.4 s/cycle; run duration was ~8 minutes). Again, subjects were required 
to press a button when they detected a dimming of the fixation cross, to ensure central 
fixation. 
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Eye movement recording
To verify that subjects maintained fixation on the central fixation point throughout the 
trial, we monitored subjects’ eye movements using an infrared eye tracking system in the 
scanner (Sensomotoric Instruments, Berlin, Germany). For technical reasons, we did not 
obtain eye movement data for all subjects. We obtained eye movement data of sufficient 
quality in 12 subjects during the main experiment and for 11 subjects during the localiser 
run, which we checked for systematic differences in eye movements between conditions. 
For the localiser run, we compared mean eye position during stimulus presentation to 
mean eye position during fixation trials (during which no moving dots were presented, 
but the task at fixation remained the same). This was done separately for vertical and 
horizontal pupil coordinates, and effects of motion direction on pupil position were 
tested using a repeated-measures one-way ANOVA at the group level. For the main 
experiment, we compared mean pre-cue (1000 ms before cue onset) pupil positions with 
those during the cue-stimulus interval (200-750 ms after cue onset) and the stimulus 
interval (200-1000 ms after stimulus onset), performing repeated-measures ANOVAs with 
the factors ‘prior’ and ‘direction’.  

fMRI acquisition parameters
Functional images were acquired using a 3T Trio MRI system and a 32-channel head coil 
(Siemens, Erlangen, Germany), with a T2*-weighted gradient-echo EPI sequence (TR/
TE=1950/30 ms, 31 slices, voxel size 3×3×3 mm, interslice gap 20%). Anatomical images 
were acquired with a T1-weighted MP-RAGE sequence, using a GRAPPA acceleration 
factor of 2 (TR/TE = 2300/3.03 ms, voxel size 1×1×1 mm).

fMRI data preprocessing
SPM8 (http://www.fil.ion.ucl.ac.uk/spm, Wellcome Trust Centre for Neuroimaging, London, 
UK) was used for image preprocessing. The first four volumes of each run were discarded 
to allow for T1 equilibration. All functional images were spatially realigned to the mean 
image, yielding head movement parameters that were used as nuisance regressors in the 
general linear models, and temporally aligned to the first slice of each volume. The 
structural image was coregistered with the functional volumes.

fMRI data analysis
The data of each subject were modelled using an event-related approach, within the 
framework of the general linear model (GLM), to estimate BOLD response amplitudes of 
each voxel to each trial type. We specified regressors of interest for each of the 10 
conditions (2 priors x 5 motion directions) of the main experiment, by convolving a delta 
function with a peak at the time of onset of the RDP stimulus with a canonical 
haemodynamic response function (HRF) (Friston et al., 1998). Nuisance regressors were 
constructed for the response periods, instruction screens, and head movement parameters 
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(Lund et al., 2005). Using these design matrices, we estimated the response amplitudes of 
each voxel to each trial type using linear regression: multiplying the pseudoinverse of the 
design matrix with the measured fMRI signal time course. These estimates made up the 
data for our main analyses.
 In a separate analysis, we estimated BOLD amplitudes for each single trial, using the 
method outlined in (Mumford et al., 2012). This consisted of creating as many GLMs as 
there were trials in a block (n = 40). In each GLM, one trial per block was a trial of interest, 
yielding as many trials of interest per model as there were blocks in the experiment (m = 
9). In this set of models, each trial was a trial of interest exactly once (40 x 9 = 360 trials). 
These trials of interest were each modelled by a single regressor. In addition, each GLM 
contained three nuisance regressors, modelling all the other trials in each of the three 
runs, as well as nuisance regressors modelling the response periods, instruction screens, 
and head movement parameters. These design matrices were used to estimate the 
response amplitude of each voxel to each single trial. These estimates were used to 
calculate across-trial correlations between the motion directions represented in visual 
cortex and those reported by subjects (see below).
 For the data from the localiser run (collected using a slow event-related design), we 
created one GLM wherein each trial was modelled by a separate regressor. Since the 
localiser consisted of a number of blocks of seven consecutive RDPs, separated by empty 
fixation screens, we expect the largest change in signal recorded from visual cortex to 
reflect the onset and offset of visual stimulation. This signal is itself not selective to the 
specific direction of the RDP but does add a source of unexplained variance that makes it 
difficult to estimate the response to each individual RDP direction precisely. To remove 
these low-frequency periodical fluctuations, we ran a principal components analysis 
(PCA) on the localiser parameter estimates, and removed the n components that explained 
the largest amount of variance from the data. To determine the optimal number of 
components to remove, while at the same time preventing the removal of informative 
data, we removed PCs while the mean absolute error (MAE) of motion direction 
reconstruction decreased. This procedure was run on the localiser data alone (using a 
leave-one-block-out cross-validation approach), and resulted in 4 PCs being removed 
(mean MAE = 6.9°; cf. without PC removal; MAE = 7.9°). As a control, we repeated our 
analyses after applying a high-pass filter to the parameter estimates, instead of PCA (see 
Results). Note that this procedure was performed on the data from the independent 
localiser run alone, while the testing of our hypotheses pertained to reconstructing the 
motion directions from the main experiment. To compensate for overall amplitude 
differences between runs, parameter estimates were normalised to z-scores for the 
localiser run and the experimental runs separately. 
 Freesurfer (http://surfer.nmr.mgh.harvard.edu/) was used to identify the boundaries 
of retinotopic areas in early visual cortex, using well-established methods (Sereno et al., 
1995; DeYoe et al., 1996; Engel et al., 1997). Additionally, we localised area MT+ using the 
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contrast ‘motion > fixation’ from the localiser run. Within each ROI (V1, V2, V3, V4, V3A, and 
MT+), we identified the 100 most informative voxels according to their response to the 
RDP stimuli in the independent functional localiser run. Specifically, we computed the 
ANOVA F-statistic of parameter estimates from the localiser run across motion directions, 
for each voxel. Voxels with the highest F-statistic, i.e., those voxels that showed the greatest 
differential responses to the different directions, were selected for further analysis. In order 
to increase signal-to-noise ratio, we constructed an ROI that comprised all early visual 
areas (V1, V2, V3, V4, V3A, and MT+), and selected the 150 most informative voxels from this 
combined ROI. In a control analysis, we constrained voxel selection so that the combined 
ROI contained equal numbers of voxels (n = 25) originating from all six visual areas. Our 
main question was whether perceptual biases as a result of prior expectations affect visual 
cortex or not (i.e., affect processing in parietal or frontal cortex instead), and combining 
visual areas allowed us to address this question with maximal sensitivity.

Forward Modelling
In order to probe stimulus representations in the visual cortex, we used a forward 
modelling approach to reconstruct the motion direction of the RDP stimuli from the 
BOLD signal, for each trial type (Brouwer and Heeger, 2009, 2011). We characterised the 
direction selectivity of each voxel as a weighted sum of six hypothetical channels, each 
with an idealised direction tuning curve (or basis function). Each basis function was a 
halfwave-rectified sinusoid raised to the fifth power, and the six basis functions were 
spaced evenly within the 360° direction space, such that a tuning curve with any possible 
direction preference could be expressed exactly as a weighted sum of the six basis 
functions. The rectification approximated the effect of the spike threshold for cortical 
neurons with low spontaneous firing rates, and the squaring made the tuning curves 
narrower. The shape of the resulting channels was a close approximation of observed 
tuning curves of neurons in early visual cortex (Heeger, 1991). Although a circular space 
could have been represented by two channels with sinusoidal tuning curves, the 
rectification and squaring operations led to the requirement of six channels (Freeman and 
Adelson, 1992). The halfwave-rectified and squared basis functions were more selective 
(narrower) than sinusoidal tuning curves, and strictly positive. Had the basis functions 
been broader, fewer channels would have been needed. If narrower, more channels 
would have been needed.
 Although the actual motion directions used in the current study were taken from a 
subrange (-7.5 to 97.5 degrees) of the full span of motion directions (0 – 360 degrees), the 
basis functions (channels) in the forward model were not restricted to this subrange. 
Instead, they were evenly spaced within the full circular space. In this way, the forward 
model captured the direction selectivity of each voxel in the lower-dimensional space of 
its basis functions. This maximized the contribution of all voxels to the prediction of 
motion direction, even though their contribution to the model varied (some voxels could 
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have been tuned to motion directions far away from those used in the current experiment). 
In addition, in order to tile the space of motion directions completely (each motion 
direction is associated with a unique pattern of channel responses), the channels needed 
to wrap around this circular space. If we would have restricted the channels to span only 
the subrange of motion directions used in the experiment, the wrapping of the channels 
would have been discontinuous (the motion direction of -7.5 degrees would wrap around 
to a motion direction of 97.5 degrees) and therefore unable to fit the continuous tuning 
curves expected from the fMRI measurements correctly.
 In the first stage of the analysis, we used parameter estimates obtained from the 
localiser run to estimate the weights on the six hypothetical channels separately for each 
voxel, using linear regression. Specifically, let k be the number of channels, m the number 
of voxels, and n the number of repeated measurements (motion directions x repeats). The 
matrix of estimated response amplitudes for the different motion directions during the 
localizer run (Bloc, m x n) was related to the matrix of hypothetical channel outputs (Cloc, k 

x n) by a weight matrix (W, m x k): 

Eq. (1)    Bloc =WC loc

The least-squares estimate of this weight matrix W was estimated using linear regression: 

Eq. (2)    Ŵ= BlocCloc
T (ClocCloc

T )-1

These weights reflected the relative contribution of the six hypothetical channels in the 
forward model (each with their own direction selectivity) to the observed response 
amplitude of each voxel. Using these weights, the second stage of analysis reconstructed 
the channel outputs associated with the pattern of activity across voxels evoked by the 
stimuli in the main experiment (Bexp), again using linear regression. This step transformed 
each vector of n voxel responses (parameter estimates) to each trial into a vector of 6 
(number of basis functions) channel responses. More specifically, The channel responses 
(Cexp) associated with the responses in the main experiment (Bexp) were estimated using 
the estimated weights W:

Eq. (3)    Ĉ exp =( Ŵ TŴ) -1Ŵ TB exp

These channel outputs were used to compute a weighted average of the six basis 
functions, and the direction at which the resulting curve reached its maximum value 
constituted the reconstructed motion direction. Hereby, we obtained a reconstructed 
direction for each trial type (2 priors x 5 motion directions) of the experiment. We 
performed the same analysis for the single trial estimates, allowing us to calculate 
across-trial correlations between perceived and reconstructed directions. 
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 Given the equal spacing of the hypothetical channels around the full span of 360 
degrees, the smaller range of motion directions used in the current study always produced 
a larger hypothetical response in some channels of the forward model, relative to the 
other channels. Because of this, the effect of adding increasing levels of noise is a regression 
of the predicted motion direction towards the channel with the highest response (the 
channel centered on the average motion direction), rather than making the predictions 
completely random. We can explain this by considering the linear regression implemented 
in the forward model. The forward model consists of two consecutive linear regression 
fits. To fit the weights, we take our training data Bloc and regress those onto our hypothetical 
channel responses Cloc, to produce a matrix of weights W (eq. 2). If we use white noise for 
Bloc, we can observe the following: since Cloc is not balanced (one regressor or channel 
has a higher mean response), W too will show this imbalance. Specifically, each voxel in W 
will have a higher mean weight on the channel with the highest mean response. In the 
second stage, W is used in combination with the testing data Bexp to produce a 
reconstructed matrix of channel responses Cexp (eq. 3). If Bexp also consists of only noise, 
this projects the imbalance in the weights back onto the reconstructed channel responses, 
causing them to show the same tendency towards the channel with the highest 
hypothetical response. In other words, the noise in our measurements will push the 
reconstructed direction towards the motion direction associated with the peak of the 
channel showing the highest response (45 degrees). It should be noted that, although this 
has the effect of narrowing the distribution of reconstructed directions, it does not 
introduce a bias towards any of the predicted (cued) directions. Rather, this regression to 
the mean may result in an underestimation of the size of such a bias, and therefore does 
not taint our comparisons between the reconstructed directions as a function of the 
different cued directions.
 For the behavioural data, we calculated the median perceived direction per condition 
(Prior x Direction). We calculated the median rather than the mean since it is more  
robust to outliers.  For the fMRI data, only one estimate of reconstructed direction was 
obtained per condition. The Pearson correlation between median perceived (reconstructed) 
and actually presented directions was calculated as a measure of task performance 
(reconstruction accuracy).
 We hypothesised that the auditory cues would result in an attractive bias. In Bayesian 
models of perceptual inference, the final percept (posterior) is conceptualised as the 
multiplication of the prior and the stimulus input (likelihood) (Kersten et al., 2004). This 
leads to quite straightforward predictions for three of the motion directions presented in 
the experiment (27.5°, 45°, and 62.5°): depending on which cue is presented, the perceived 
direction should be biased either rightward (27.5°) or upward (62.5°). The direction of the 
bias for the two outer directions (10° and 80°) is also straightforward: they will be biased in 
the same direction by both cues: 10° stimuli will always be biased upwards (by both the 
27.5° and 62.5° cue), and 80° degree stimuli will always be biased rightward. Furthermore, 
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we expected a differential effect of the two cues: following Bayes’ rule, a prior that is 
further away from the stimulus input will result in a larger shift than a prior that is closer to 
the stimulus input. Therefore, a 10° stimulus will be attracted more by a 62.5° cue than by 
a 27.5° cue, resulting in a relatively larger upward (i.e., towards 90°) bias for the 62.5° cue 
compared to the 27.5° cue (the same logic applies to the 80° stimulus direction). Empirically, 
we tested this prediction by computing two-way repeated measures ANOVAs with the 
factors ‘Direction’ and ‘Prior’, and checked for interactions between the two factors. We 
also assessed the effect of prior expectation on the three middle directions (27.5°, 45°, and 
62.5°) in isolation, since the predicted direction of the effects are potentially more straight-
forward for these directions than for the outer ones (10° and 80°). These effects were 
tested for significance using one-tailed tests since we had clear hypotheses regarding the 
direction of the effects. All other statistical tests, unless explicitly stated otherwise, were 
two-tailed. Additionally, we ran repeated measures ANOVAs with factors ‘Prior’ and ‘Run’ 
(i.e. first, second, or third run of the experiment), to test for interactions between the 
effects of the predictive cues and time.
 In order to test whether the representations in visual cortex more closely resembled the 
perceived or the actually presented directions, we correlated the reconstructed directions 
on each trial with subjects’ perceptual reports and with the presented directions on these 
same trials, respectively, for each subject. The magnitudes of these two correlations were 
compared using a paired-sample t-test. Additionally, we calculated the partial correlation 
between perceived and reconstructed directions, regressing out the presented directions.
To test whether there was a relationship between the perceptual bias and the neural bias 
induced by the predictive cues, we calculated the Pearson correlation between the two 
measures, across subjects, and performed a one-tailed significance test on the resulting 
correlation coefficient. Additionally, we performed a median split on the group of  
subjects on the basis of the size of their perceptual bias, and compared the bias in neural 
 representations between the two sub-groups using a two-sample t-test. In order to 
preclude an explanation of such an effect in terms of differences in signal-to-noise ratios 
between the groups, we also compared behavioural performance and reconstruction 
accuracy between the two sub-groups.
 All statistical tests of correlation coefficients at the group level were preceded by 
applying Fisher’s r-to-z transform (Fisher, 1915).

Results

Behavioural results
The perceived motion direction largely followed the actual motion direction of the RDP 
stimuli (correlation between median perceived and presented direction, mean r = 0.93, t22 

= 16.4, p < 0.001; Figure 2A), indicating that subjects were able to perform the task with 
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high accuracy. Interestingly, the predictive cue induced a bias in perception. When the 
cue predicted the more rightward (27.5°) motion direction, subjects rated the motion as 
more rightward than when the cue predicted the more upward (62.5°) motion direction 
(mean bias = 1.1°, t22 = 1.81, p = 0.042; Figure 2A). This effect became stronger over time: a 
repeated measures ANOVA showed a significant effect of experimental run on the 
perceptual bias (F2,44= 4.31, p = 0.020), and a post-hoc t-test confirmed that the bias was 
larger in the last run than in the first run (t22 = 2.52, p = 0.020; Figure 2B).  We return to this 
point below.

Figure 2  Effects of expectation on perception and sensory representations. A) Perceived 
direction as a function of presented direction, separately for the two cue conditions. Inset shows 
the difference between the two cue conditions, i.e. the bias induced by expectation. B) Perceptual 
bias induced by expectation per run of the experiment, collapsed over presented directions.  
C) Direction reconstructed from the BOLD signal in visual cortex (V1, V2, V3, V4, V3A, and MT+), as a 
function of presented direction, separately for the two cue conditions. Inset shows the difference 
between the two cue conditions. D) Neural bias induced by expectation per run of the experiment, 
collapsed over presented directions. All error bars indicate SEM.
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Prior expectations bias the neural representation of motion direction
Our main question was whether prior expectations can modify the representations in 
visual cortex. To answer this question, we used a forward modelling approach to 
reconstruct the represented motion direction from the BOLD signal in visual cortex for 
each trial (see Methods). The motion directions reconstructed from the BOLD signal in 
visual cortex correlated positively with the actually presented motion directions (mean  
r = 0.58, t22 = 4.75, p < 0.001; Figure 2C), indicating that the model managed to extract 
direction- specific signals from visual cortex. 
 More importantly, the prior expectations induced by the auditory cue significantly 
influenced the sensory representations in visual cortex (Figure 2C). Notably, the direction 
reconstructed from visual cortex was more rightward when motion with a predominant 
rightward component (27.5°) was predicted, compared to when motion with a predominant 
upward component (62.5°) was predicted (mean bias = 5.9°, t22 = 2.28, p = 0.017). 

Neural representations in visual cortex reflect subjective contents of 
perception
The results described in the previous paragraph demonstrate that sensory representations in 
visual cortex are altered by implicit prior expectations. We reasoned that, if representations in 
visual cortex indeed resemble the (biased) contents of perception, rather than simply reflect 

Figure 3  Correlation between perception and neural representations across trials. A) Across-trial 
correlation between perceived (x-axis) and reconstructed (y-axis) directions for a representative 
subject. Each dot represents a single trial. B) The mean correlation between perceived (Perc) 
and reconstructed (Rec) direction (leftmost bar) is significantly higher than the mean correlation 
between presented (Pres) and reconstructed direction (middle bar). Rightmost bar: partial 
correlation of perceived and reconstructed directions, after regressing out presented direction. All 
correlations are within subjects, across single trials (n = 360, see panel A); correlation coefficients 
were averaged over subjects and tested for significance at the group level. Error bars indicate SEM 
(**p < 0.01, ***p < 0.001).
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bottom-up input, reconstructed directions should correlate more strongly with subjects’ 
perceptual reports than with the actually presented directions, on a trial-by-trial basis. This 
is indeed what was found: the mean correlation between reconstructed and perceived 
directions was higher than that between reconstructed and actually presented directions 
(mean r = 0.25 vs. mean r = 0.21: t22 = 3.13, p = 0.0049; Figure 3). In line with this, there was 
a significant partial correlation between reconstructed and perceived directions, 
regressing out presented directions (mean r = 0.14, t22 = 7.13, p < 0.001). Furthermore, if the 
biased representations in visual cortex reflect the biases observed in perception (or vice 
versa), subjects with a strong perceptual bias should show a stronger bias in their neural 
representations than subjects with a weak perceptual bias. Indeed, there was a positive 
correlation between perceptual and neural bias, across subjects (r = 0.40, p = 0.028; Figure 
4A). We also performed a median split on the group of subjects based on the size of their 
perceptual bias, and found that subjects with a strong perceptual bias (mean bias = 3.2°) 
had a stronger neural representation bias (mean neural bias = 13.9°, significantly greater 
than zero: t11 = 5.84, p < 0.001) than those with a weak perceptual bias (mean perceptual 
bias = -1.2°, mean neural bias = -2.8°, not significantly different from zero: t10 = -0.87, p = 
0.40; comparison between groups: t21 = 4.26, p < 0.001; Figure 4B). There were no significant 
differences in behavioural task performance (mean r = 0.89 vs. 0.98, t21 = -1.44, p = 0.17) and 
reconstruction accuracy (mean r = 0.55 vs. 0.62, t21 = -0.04, p = 0.97) between the two 
sub-groups, precluding an explanation in terms of differences in signal-to-noise ratios 
between the two groups.

Figure 4  Relationship between perceptual and neural bias. A) Correlation between neural bias 
(x-axis) and perceptual bias (y-axis), across subjects. Each dot represents one subject. B) Subjects 
were split into two groups on the basis of their perceptual bias towards the cued directions, yielding 
a group with a strong (dark bars) and one with a weak (light bars) perceptual bias (leftmost bars). 
The group with the strong perceptual bias also had a strong neural bias, while the group with the 
weak perceptual bias did not have a significant neural bias (rightmost bars). Error bars indicate SEM 
(***p < 0.001).
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Neural bias in individual regions in visual cortex
The results above were obtained by collapsing across the different regions within visual 
cortex (V1, V2, V3, V4, V3A, and MT+), in order to obtain a maximal signal-to-noise ratio 
(Kamitani and Tong, 2006). Analysis of the individual regions revealed that reconstruction 
performance was highest in the early visual regions (V1, V2, and V3; Figure 5A). Furthermore, 
neural representations of motion direction were significantly biased towards the cued 
directions in V2 (t22 = 2.33, p = 0.015), and a trend towards this effect was observed in V1 
(t22 = 1.49, p = 0.075; Figure 5B). The neural bias in V1 and V2 was larger for subjects with a 
strong perceptual bias than those with a weak perceptual bias (V1: t21 = 1.75, p = 0.048; V2: 
t21 = 2.17, p = 0.021), and a trend towards the same effect was present in V3 (t21 = 1.41, p = 
0.074). In fact, in V1 and V2 the neural bias towards the cued directions was significant only 
for the group of subjects with a strong perceptual bias (strong bias: V1: t11 = 1.94, p = 0.039; 
V2: t11 = 3.86, p = 0.0013; weak bias: V1: t11 = -0.26, p = 0.40; V2: t11 = 0.15, p = 0.44). There 
were no significant effects in the other visual areas (all p > 0.10), possibly due to the fact 
that reconstruction performance was insufficiently accurate to reveal such biases (Figure 5A).  
In other words, signal-to-noise ratio may not have been sufficiently high in these regions 
when studied separately.

Figure 5  Reconstruction performance and neural bias per individual ROI. A) The correlation 
between reconstructed and presented motion directions indicates reconstruction performance.  
B) Neural bias averaged over all subjects (grey bars), as well as separately for subjects with a strong 
perceptual bias (black bars) and those with a weak perceptual bias (white bars). Positive neural bias 
indicates that reconstruction is biased towards the cues. Error bars indicate SEM (†p < 0.10, *p < 0.05, 
**p < 0.01).
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 Single trial reconstructed directions correlated more strongly with perceived than 
presented motion directions in V1 (mean r = 0.23 vs. 0.21, t22 = 2.18, p = 0.040) and V2 
(mean r = 0.27 vs. 0.22, t22 = 3.44, p = 0.0023), while a trend was visible in V3 (mean r = 0.20 
vs. 0.18, t22 = 1.77, p = 0.090), but not in the other visual areas (p > 0.10). This suggests that 
the effect was stronger in early visual cortex (V1, V2, and V3) than in higher-level visual 
areas (V4, V3A, and MT+). Indeed, there was a significant effect of ROI on the difference 
between the two correlation measures (F5,110 = 4.20, p = 0.0016). As suggested above, the 
absence of an effect in higher-level areas may be due to the fact that overall reconstruction 
performance was lower in these regions (Figure 5A). These results indicate that neural 
activity in early visual cortex reflects perceptual interpretations over and above the 
bottom-up input. An additional analysis confirmed this finding, revealing that there was a 
significant correlation between reconstructed and perceived directions after regressing 
out the presented directions in all three early visual areas (V1: mean r = 0.11, t22 = 6.85, p < 
0.001; V2: mean r = 0.17, t22 = 6.78, p < 0.001, V3: mean r = 0.10, t22 = 4.55, p < 0.001).

Interaction between time (experimental run) and bias
As discussed above, we found that the perceptual bias increased over time, being stronger 
in the last run of the experiment than in the first. We reasoned that such an increase could 
be due to either a) learning of cue-stimulus contingencies over the course of the experiment  
b) noisier task performance in the first part of the fMRI session (perhaps reflecting the novel 
and unusual environment). Note that subjects were exposed to the same cue-stimulus 
contingencies during a behavioural session on the day before, to reduce learning during the 
fMRI session. To investigate the latter possibility, we compared the mean absolute error 
(MAE) in task performance between runs. We found that MAE was significantly affected by 
experimental run (F2,44 = 3.38, p = 0.043), being higher in the first run than in the last run 
(MAE = 14.9° vs. 13.1°, t22 = 2.41, p = 0.025), suggesting that the absence of perceptual bias  
in the first part of the experiment may be (at least partly) due to noisy task performance.
 Unlike for perception, there was no significant effect of experimental run on the neural 
bias (F2,44 = 0.09, p = 0.92; Figure 2D). Similarly, unlike for behaviour, MAE in reconstruction 
was not significantly modulated by experimental run (F2,44 = 0.66, p = 0.52). Thus, whereas 
noisy behavioural performance may have occluded the perceptual bias in the first part of 
the experiment, there was no such effect on reconstruction of the neural representations.  
In other words, the bias may have been present throughout the experiment, but may not 
have been visible in the behavioural data for the first part of the experiment due to noise in 
task performance that did not arise from noise in sensory processing.

Interaction between stimulus direction and bias
As outlined in the Methods section, the hypothesised effects of the predictive cues is 
potentially more straightforward for the three middle stimulus directions (27.5°, 45°, and 
62.5°) than for the outer directions (10° and 80°). For the middle directions, the stimulus 
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representation is expected to be biased either rightward or upward, depending on which 
cue is presented, while the direction of the bias is the same for both cues for the outer 
directions. Based on Bayes’ rule, we expected a relative bias in the same direction for the 
inner directions as for the outer directions (see Methods). However, the opposite prediction 
could also be made: priors that are closer to the presented direction might be more 
compelling than prior that are further away (cf. De Gardelle and Summerfield, 2011).
Therefore, we tested whether there was an interaction between stimulus direction and 
predicted direction. No such interaction was found, either for behavioural (F4,88 = 0.41, p = 
0.80) or neural (F4,88 = 0.21, p = 0.93) data, suggesting that the relative shift induced by the 
cues is similar for all five stimulus directions. Additionally, we assessed the effect of prior 
expectation on the three middle directions (27.5°, 45°, and 62.5°) in isolation. For the 
behavioural data, the bias was qualitatively similar as when collapsing over all five 
directions (mean bias = 0.7°, cf. 1.1° for all five directions), but it was no longer statistically 
significant (t22 = 0.85, p > 0.10). For the neural data, the effect was both qualitatively similar 
and statistically significant (mean bias = 7.8°, t22 = 2.11, p = 0.023), despite the reduction in 
power resulting from selecting a subset of trials. 

Figure 6  Reconstruction performance and neural bias in visual cortex (V1, V2, V3, V4, V3A, and 
MT+ combined) as a function of the number of voxels selected for analysis. A) Correlation between 
reconstructed and presented motion directions. B) Neural bias towards the directions predicted by 
the auditory cues. Error bars indicate SEM.
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Control analyses

Eye movement analysis
We took a number of measures to rule out the potential confounding effects of eye 
movements in our results. First, the weights of the forward model were estimated based 
on data from an independent localiser run during which subjects performed a task at 
fixation for which the moving dots were irrelevant, in order to minimise potential eye 
movements from affecting the forward model. Second, we monitored eye movements 
using an infrared eye tracker, and recorded pupil position for 12 subjects during the main 
experiment and for 11 subjects during the localiser run (see Methods). During the localiser, 
there were no significant effects of presented motion direction on either horizontal 
(repeated measures one-way ANOVA, F6,60 = 0.41, p = 0.87) or vertical (F6,60 = 1.3, p = 0.29) 
pupil position. Similarly, during the main experiment there were no significant effects of 
either predicted or presented motion direction on horizontal or vertical pupil position, 
during either the cue-stimulus interval or during stimulus presentation (repeated measures 
two-way ANOVAs, all p > 0.10). For these 12 subjects, as for the group as a whole, the 
predictive cue significantly biased motion directions reconstructed from visual cortex 
(combined ROI: V1, V2, V3, V4, V3A and MT+; mean neural bias = 8.3°, t11 = 2.46, p = 0.016), 
suggesting the reported biases did not arise from systematic differences in eye movements 
between conditions. Note however, that the results of these eye movement analyses 
should be treated with some caution, given the relatively low sampling rate (50 Hz) and 
precision of the eye tracking system used.  

Implicit nature of the expectations
Five out of 23 subjects indicated that they suspected a relationship between the auditory 
cues and the RDP stimuli. Though only two of these five subjects suspected the true 
relationship (one for both tones, the other for just one of the two), one might wonder 
whether these subjects drove our effects. We compared the perceptual and neural biases 
in the five subjects that suspected a relationship between the tones and the moving dots 
(n = 5) to the biases in the subjects that did not (n = 18). There was no significant difference 
between the two groups of subjects in terms of either perceptual bias (t21 = 0.82, p = 0.42) 
or neural bias (t21 = -0.12, p = 0.91). Furthermore, the neural bias was significant also for 
subjects that did not suspect a relationship between the tones and the moving dots (t17 = 
2.39, p = 0.014). This shows that the neural bias was present when subjects were unaware 
of the predictive relationship between the auditory cues and the moving dots. 

Analysis parameters
We applied PCA to remove low frequency fluctuations in the parameter estimates 
obtained from the localiser data (see Methods). As a control, we repeated our analyses 
after applying a high-pass filter to the parameter estimates, instead of PCA. Reconstruction 
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performance on the localiser data was somewhat worse than when using the PCA 
approach (MAE = 8.2° vs. 6.9°). However, our main result, a bias in the representations 
reconstructed from visual cortex induced by the predictive cues, remained significant 
(mean bias = 5.3°, t22 = 2.34, p = 0.014).
 In our main analysis, we used a combined ROI of visual cortex for which the most 
informative voxels were selected, regardless of which visual area they originated from. We 
found that the contribution of the individual areas was not equal (V1: 19%, V2: 22%, V3: 
19%, V4: 13%, V3A: 12%, MT+: 17%), as shown by a significant effect of ROI on the percentage 
of selected voxels (repeated measures ANOVA, F5,110 = 7.82, p < 0.001). It seems that the 
early visual areas contributed slightly more voxels than higher areas, as may be expected 
from the increased reconstruction performance in early visual areas compared to the late 
areas (Figure 5A). However, selecting equal numbers of voxels (n = 25) from each of the six 
contributing ROIs did not significantly affect our results: the neural bias induced by the 
predictive cues was still clearly present (mean bias = 7.2°, t22 = 2.37, p = 0.013).
 Finally, the neural bias did not depend on the exact number of voxels selected for our 
analysis: the effect was robustly present when a sufficient number of voxels was included 
in the analysis – i.e. when the signal-to-noise ratio was high enough to reconstruct 
 representations accurately – but not when too few voxels were included (Figure 6).

Discussion

Perception is shaped by both bottom-up inputs and top-down expectations. Here, we 
observed a direct neural correlate of this integration of inputs and priors in early visual 
cortex. Previous studies have shown that sensory representations in early visual cortex can 
be classified (Haynes and Rees, 2005; Kamitani and Tong, 2005, 2006) and reconstructed 
(Miyawaki et al., 2008; Brouwer and Heeger, 2009; Naselaris et al., 2009; Brouwer and 
Heeger, 2011) on the basis of mesoscale fMRI signals during passive viewing of visual 
stimuli, and that these representations are also present in absence of sensory stimulation, 
for example during working memory maintenance (Harrison and Tong, 2009; Riggall and 
Postle, 2012). Additionally, representations in visual cortex have been shown to reflect 
arbitrary perceptual decisions about randomly moving dot patterns (Serences and 
Boynton, 2007b). While these previous studies investigated either bottom-up or top-down 
induced sensory representations in isolation, here we show that stimulus information and 
implicit sensory expectations are combined by human observers and that sensory 
 representations reflect an integration of the two. In the present study, both the stimuli and 
the predictive cues contained information about the (likely) motion direction. This feature 
of the experiment was crucial to study the integration of bottom-up stimulus information 
and top-down expectations, instead of either factor in isolation. Subjects’ perceptual 
reports (Figure 2A) and sensory representations (Figure 2C) reflected both sources of 
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information. Indeed, sensory representations corresponded more closely to the contents 
of perception than to the actually presented stimuli (Hsieh et al., 2010). This suggests that 
prior expectations modify sensory processing at the earliest stages, by affecting not only 
the amplitude of neural responses (Summerfield et al., 2008; Den Ouden et al., 2009; Alink 
et al., 2010; Todorovic et al., 2011; Kok et al., 2012b), or their sharpness (Kok et al., 2012a), but 
also by changing the contents of sensory representations (Murray et al., 2006). In other 
words, prior expectations affect what is represented, rather than just how well things are 
represented.
 At first glance, these findings seem at odds with ‘feedforward’ hierarchical models of 
perceptual decision making, in which sensory areas provide evidence that is integrated in 
‘decision neurons’  in parietal and frontal areas (Gold and Shadlen, 2007; Beck et al., 2008). 
In these models, top-down modulatory factors such as prior beliefs modulate (baseline) 
activity levels in the decision layer, but not in the sensory layer that projects to it. In 
support of this, a recent study in macaque monkeys showed that a cue predicting the 
direction of motion of subsequent RDPs affected the neural activity of single cells in the 
lateral intraparietal area (LIP), but not in MT (Rao et al., 2012). However, in this and many 
other studies on perceptual decision making in macaques, it is unclear whether the cue 
induced a sensory or motor prediction. Namely, the relevant stimulus feature mapped 
directly onto an overt response, since the monkey was instructed to make a saccade to 
the target location the dots were moving towards. As LIP is part of an oculomotor network, 
it is therefore difficult to disambiguate whether the neural activity modulation by the cue 
in LIP reflects a perceptual or response bias. In the present study, subjects were not 
informed about the predictive relationship between the cues and the motion direction, 
to avoid strategic guessing or response bias. Indeed, only one out of 23 subjects suspected 
the true relationship between cues and stimuli, and one subject suspected the exact 
opposite relationship (see Methods).
 Interestingly, in striking contrast to the findings of Rao et al., a study that trained 
monkeys to associate symbolic shapes (arrows) with particular upcoming motion 
directions observed direction-selective responses to these static stimuli in MT cells after 
training (Schlack and Albright, 2007), suggesting specific top-down modulations of 
spiking activity in visual cortex as a result of feature-based expectations.
 Area MT+ may be a likely a priori locus for the effects of top-down modulation of 
motion perception to take place (Serences and Boynton, 2007b). However, the current 
study reveals no significant bias of representations in area MT+, but rather in earlier visual 
areas (Figure 5B). This may be due to the fact that reconstruction was more accurate in 
lower-order visual areas than in MT+ (Figure 5A). The lack of reliable motion direction 
reconstruction in area MT+ is likely due to the relatively small size of this area, compared to 
V1, V2, and V3 (Kamitani and Tong, 2006; Serences and Boynton, 2007b). Related to this, it 
may be that direction-selective columns in MT+ are too closely spaced to pick up direction- 
specific signals in the order of degrees using fMRI, as fMRI multivariate pattern analyses 
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reveal the conjunction of feature specificity and the spatial inhomogeneity of these 
 feature-specific responses, rather than feature specificity per se (Bartels et al., 2008).  
In other words, the predictive cues may have biased representations throughout visual 
cortex, but differences in signal-to-noise ratios led to the biases being particularly 
prominent in early visual areas.
 Together, our results support an account of perception as a process of probabilistic 
inference (Helmholtz, 1867; Yuille and Kersten, 2006), wherein integration of top-down 
and bottom-up information takes place at every level of the cortical hierarchy (Friston, 
2005). One way this may be achieved is through predictive coding (Rao and Ballard, 1999), 
an information processing framework wherein each cortical area tries to find the 
hypothesis that best explains the current data, guided by both bottom-up (sensory) and 
top-down (predictions) inputs, and communicates this hypothesis and the mismatch 
between the hypothesis and incoming data to the areas immediately below and above it 
in the hierarchy, respectively.
 Mechanistically, the bias we observe may be the result of top-down gain on neurons 
representing the predicted direction of motion, similar to the mechanism suggested to 
underlie feature-based attention (Treue and Martínez Trujillo, 1999; Serences and Boynton, 
2007a; Jehee et al., 2011). Indeed, studies by Kamitani and Tong (2005, 2006) have shown 
that voluntary top-down attention to one of two overlapping stimuli allows the attended 
stimuli to dominate the neural response in early visual cortex. In these studies, a binary 
classifier was more likely to categorise the neural response evoked by the ambiguous 
stimulus as having the attended orientation (or motion direction) than the unattended 
one, in line with theories of attention as biased competition (Desimone and Duncan, 
1995). The current study differs from these studies in several respects. First, while Kamitani 
and Tong studied the effect of voluntary top-down attention, in the current study the 
prior expectations induced by the auditory cues were fully implicit. Note that it has been 
show that attention can be guided by implicit knowledge (Chun and Jiang, 1999), 
reminiscent of the implicit effects of expectation in the current study. Second, the shift in 
neural representations we report is directly related to a shift in perception, indicating that 
the shift we observe is not a binary, ‘winner-takes-all’, type of shift, but may instead reflect 
an integration of prior expectations and stimulus inputs.
 In addition to altering neural representations, attention has also been shown to be 
capable of altering perception in many diverse ways, such as increasing the perceived 
contrast of attended stimuli (Carrasco et al., 2004). This makes it likely that the top-down 
gain mechanisms involved in attention could produce shifts in perception and neural rep-
resentations similar to those reported here. Crucially, the current study goes beyond these 
previous studies by reporting a shift in subjective perception, induced by implicit 
expectations, that is directly correlated to a shift in neural representations in early visual 
cortex. In fact, neural representations were more closely related to what subjects 
subjectively perceived than to what was presented on the screen (Figure 3).
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 The effect of top-down expectation on sensory cortex may take place already before 
stimulus onset, allowing prior expectations to bias sensory processing from the outset. 
Alternatively, sensory representation may be initially unbiased, and show a modulation by 
prior expectation during a later phase of sensory processing. Due to the close temporal 
proximity of cue and stimuli, as well as the relatively low temporal resolution of fMRI, the 
current study cannot distinguish between these alternatives. However, recent studies 
using MEG in humans have shown that expectation can affect sensory responses as early 
as 100 ms post-stimulus (Todorovic et al., 2011; Wacongne et al., 2011; Todorovic and De 
Lange, 2012), and paired-association studies in monkeys have revealed predictive signals 
prior to stimulus onset in the inferotemporal cortex (Sakai and Miyashita, 1991; Erickson 
and Desimone, 1999; Meyer and Olson, 2011), suggesting that predictive signals may affect 
sensory processing from the outset (Den Ouden et al., 2012).
 In sum, our results demonstrate that prior expectations can modify sensory 
 representations in early visual cortex, suggesting that integration of prior and likelihood 
may not be confined to higher-order neural areas, but is also reflected in early sensory 
regions. 
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Abstract

Sensory processing is strongly influenced by prior expectations. Valid expectations have 
been shown to lead to improvements in perception, as well as in the quality of sensory 
representations in primary visual cortex. However, very little is known about the neural 
correlates of the expectations themselves. Previous studies have demonstrated increased 
activity in sensory cortex following the omission of an expected stimulus, yet it is unclear 
whether this increased activity constitutes a general surprise signal or rather has 
 representational content. One intriguing possibility is that top-down expectation leads to 
the formation of a template of the expected stimulus in visual cortex, which can then be 
compared to subsequent bottom-up input. To test this hypothesis, we used functional 
magnetic resonance imaging to non-invasively measure neural activity patterns in early 
visual cortex of human participants during expected but omitted visual stimuli. Our results 
show that prior expectation of a specific visual stimulus evokes a feature-specific pattern 
of activity in the primary visual cortex (V1) similar to that evoked by the corresponding 
actual stimulus. These results are in line with the notion that prior expectation triggers the 
formation of specific stimulus templates in order to efficiently process expected sensory 
inputs.
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Introduction

Prior expectations affect sensory processing at the earliest stages of the cortical hierarchy 
(Summerfield et al., 2008; Den Ouden et al., 2009; Alink et al., 2010; Arnal et al., 2011; 
Todorovic et al., 2011; Kok et al., 2012b; Todorovic and De Lange, 2012). Valid expectations 
have been shown to lead to improvements in perception (Bar, 2004), as well as in the 
quality of sensory representations in primary visual cortex (Kok et al., 2012a). These findings  
are in line with a framework in which perception is cast as a process of inference, wherein 
bottom-up stimulus inputs and prior knowledge jointly determine the contents of 
perception (Helmholtz, 1867; Yuille and Kersten, 2006). In this framework, prior knowledge 
is expected to affect sensory processing not only when this is required for optimal task 
performance (Ma, 2012), but even when stimuli are fully task-irrelevant (Den Ouden et al., 
2009; Alink et al., 2010; Yaron et al., 2012). However, despite numerous demonstrations of 
prior expectations affecting stimulus processing, very little is known about the neural 
correlates of the expectations themselves.
 Previous studies have demonstrated increased activity in sensory cortex following 
the omission of an expected stimulus compared to when a stimulus was not expected 
(Den Ouden et al., 2009; Todorovic et al., 2011; Wacongne et al., 2011; Kok et al., 2012b). 
Although this has sometimes been interpreted as a “pure expectation” signal, 
uncontaminated by bottom-up signals, it is unclear whether this increased activity 
constitutes a general surprise signal or has representational content. For example, early 
visual cortex shows an overall activity increase when an auditory target is selected 
(Swallow et al., 2012), showing that temporal selection of behaviourally relevant items can 
enhance sensory activity in other modalities in a rather unspecific manner. It is also 
possible that the omission of an expected event draws spatial attention, but does not 
have any feature specificity. However, another intriguing possibility is that top-down 
expectation leads to a template of the expected stimulus being set up in visual cortex, 
which can then be compared to subsequent bottom-up input (Mumford, 1992; Rao and 
Ballard, 1999; Friston, 2005). In line with this, feature-specific top-down effects on visual 
cortex have been shown as a consequence of preparatory attention (Stokes et al., 2009b), 
mental imagery (Stokes et al., 2009a; Lee et al., 2012; Albers et al., 2013), and working 
memory (Harrison and Tong, 2009; Serences et al., 2009).
 To test this hypothesis, we used functional magnetic resonance imaging (fMRI) to 
investigate whether the neural activity in early visual cortex elicited by the expectation of a 
particular stimulus is specific to the feature that is being expected. Such feature-specificity 
would suggest that prior expectation leads to the generation of a stimulus template in 
visual cortex. 
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Methods

Subjects
Twenty-six healthy right-handed individuals (17 female, age 22 ± 2, mean ± SD) with 
normal or corrected-to-normal vision gave written informed consent to participate in this 
study, in accordance with the institutional guidelines of the local ethics committee (CMO 
region Arnhem-Nijmegen, The Netherlands). Data from three subjects were excluded due 
to excessive (>5 mm) head movements.

Stimuli
Greyscale luminance-defined sinusoidal Gabor grating stimuli were generated using 
MATLAB (MathWorks, Natick, MA, USA) and the Psychophysics Toolbox (Brainard, 1997). In 

Figure 1  Experimental paradigm. A) Each trial started with an auditory cue that predicted the 
orientation of the subsequent grating stimulus (45° or 135°) with 100% validity. On 75% of trials, 
subjects were then presented with a set of gratings, the first of which had the (expected) orientation 
and the second was tilted a few degrees clockwise or anticlockwise with respect to the first. On 
such trials, subjects performed an orientation discrimination task, wherein they judged whether the 
second grating was rotated clockwise or anticlockwise with respect to the first grating. B) In 25% 
of trials, no gratings were presented. On these trials, there was an expectation of a particular visual 
stimulus, but no actual visual input. Subjects had no task in these trials, except for holding central 
fixation. C) Throughout the experiment, two different tones were used as cues, each one predicting 
one of the two possible orientations. 
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the behavioural session stimuli were presented on a Samsung Syncmaster 940BF screen 
(1024 x 786 screen resolution, 60 Hz refresh rate). In the fMRI session they were projected 
on a rear-projection screen using a luminance-calibrated SONY VPL FX40 projector (1024 x 
768 resolution, 60 Hz). A set of two gratings (20% Michelson contrast) was displayed in 
succession in an annulus (outer diameter: 15° of visual angle, inner diameter: 3°), 
surrounding a fixation point. The two gratings differed from each other in terms of phase 
and spatial frequency. The first grating had random spatial phase, while the second 
grating was in counterphase to the first grating. The two gratings had spatial frequencies 
of 1.0 and 1.5 cpd, respectively, the order of which was pseudo-randomised and counter-
balanced over conditions. The grating stimuli were presented for 100 ms each, separated 
by a blank screen (500 ms). 

Experimental design
Each trial started with an auditory cue (200 ms), consisting of either a low (450 Hz) or high 
(1000 Hz) frequency tone, which predicted the orientation of the first grating stimulus of 
the pair with 100% validity (45° or 135°; see Figure 1). On 75% of trials, subjects were then 
presented with a set of gratings, the first of which had the (expected) orientation and the 
second was tilted a few degrees clockwise or anticlockwise with respect to the first 
(‘Stimulus’ trials, Figure 1A). On these trials, subjects performed an orientation discrimination 
task, wherein they judged whether the second grating was rotated clockwise or 
anticlockwise. On the remaining 25% of trials, no gratings were presented (‘Omission’ 
trials, Figure 1B). Therefore, on these trials subjects had an expectation of a particular visual 
stimulus, but no actual visual input. Subjects had no task on these trials, except for holding 
central fixation. The intertrial interval (ITI) was jittered between 3250 and 5250 ms.  
A central fixation point was presented throughout the trial and ITI. All subjects completed  
two runs, consisting of two blocks of 64 trials each, yielding a total of 256 trials. The 
contingencies between cues and gratings were counterbalanced over subjects.
 After the main experiment, subjects performed a functional localiser task in the MR 
scanner. This consisted of flickering gratings (2 Hz), presented at 100% contrast, in blocks 
of 12 seconds. Each block contained gratings with a fixed orientation (45° or 135°), and 
random spatial phase and spatial frequency (either 1.0 or 1.5 cpd).  The two orientations 
were presented consecutively (order was pseudo-randomised), followed by a 12 second 
blank screen, containing only a fixation point. To ensure central fixation, subjects were 
required to press a button whenever the white fixation dot turned black (4-8 times per 36 
s block, at unpredictable times). All subjects were presented with 16 blocks, yielding ~10 
minutes of scanning. 
 The same task was used during the retinotopic mapping run, in which subjects 
viewed a wedge, consisting of a flashing black-and-white checkerboard pattern (3 Hz), 
first rotating clockwise for 9 cycles and then anticlockwise for another 9 cycles (at a 
rotation speed of 24 s/cycle).
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Behavioural session
In order to familiarise subjects with the task and to assess whether the predictive cue had 
behavioural consequences for perceptual processing, the fMRI session was preceded by a 
behavioural experiment, which was identical to the imaging experiment except for the 
following changes.
 In the behavioural session, expectations were violated (25% of trials) not by omitting 
the grating stimuli, but by presenting gratings with the non-predicted orientation (e.g. 45° 
when 135° was predicted). During this session, subjects performed the orientation 
discrimination task both on expected and unexpected trials. Note that the response on 
the orientation discrimination task is orthogonal to the orientation expectation, thereby 
avoiding potential confounds with respect to response bias. During the behavioural 
session, the orientation difference between the two gratings was determined by an 
adaptive staircase procedure (Watson and Pelli, 1983), which was set to a overall correct 
response percentage of ~75%. The orientation differences for expected and unexpected 
trials were controlled by a single, joint staircase, to prevent differences in physical stimulus 
attributes between conditions. Furthermore, orientation differences were updated only 
between blocks, to prevent potential differences between conditions due to fluctuations 
in orientation difference over the course of a block. The final staircase thresholds obtained 
during this behavioural session were used in the fMRI session, where orientation 
differences were kept fixed. 
 Before the actual task, subjects were given instructions and performed a short 
training run, consisting of two blocks of 32 trials. After this, subjects completed six blocks 
of 64 trials, yielding a total of 384 trials. The ITI was fixed at 1700 ms.

fMRI acquisition and analysis
Functional images were acquired using a 1.5T Avanto MRI system (Siemens, Erlangen, 
Germany) with a T2*-weighted gradient-echo EPI sequence (TR/TE = 2000/40ms, 33 
transversal slices, voxel size 3x3x3 mm, 80° flip angle). Anatomical images were acquired 
with a T1-weighted MP-RAGE sequence (TR/TE = 2250/2.95ms, voxel size 1x1x1 mm, 15° 
flip angle).

fMRI data preprocessing
SPM8 (http://www.fil.ion.ucl.ac.uk/spm, Wellcome Trust Centre for Neuroimaging, London, 
UK) was used for image preprocessing. The first four volumes of the each run were 
discarded to allow T1 equilibration. All functional images were spatially realigned to the 
mean image, yielding head movement parameters that were used as nuisance regressors 
in the general linear model (GLM), and temporally aligned to the first slice of each volume. 
The structural image was coregistered with the functional volumes.
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fMRI data analysis 
Data of each subject were modelled using an event-related approach, within the 
framework of the GLM. Regressors representing the four different conditions (the two trial 
types and the two expected orientations) were constructed by convolving the (expected) 
onsets of the first grating in each trial (i.e. 750 ms post-cue) with a canonical haemodynamic 
response function (HRF). The auditory cues were not modelled separately, in view of the 
short SOA between cues and stimuli. Instead, the modelled BOLD response was taken to 
be an aggregate of cue-evoked and stimulus-evoked activity (or, in the case of omission 
trials, cue-evoked activity only). Instruction screens at the beginning of each block were 
included as regressors of no interest, as were head motion parameters (Lund et al., 2005). 
Finally, the data were high-pass filtered (cutoff 128 s) to remove low-frequency signal 
drifts. A similar model was constructed for the data of the localiser run, with separate 
regressors for the two grating orientations (45° and 135°). Additionally, to visualise the time 
course of the BOLD signal evoked by stimulus and omission trials, the data from the 
experiment were modelled using a Finite Impulse Response (FIR) approach. Here, the two 
trial types were each modelled by eight 2-second time bins, covering a 16 s post-stimulus 
time period.
 Freesurfer (http://surfer.nmr.mgh.harvard.edu/) was used to identify the boundaries 
of retinotopic areas in early visual cortex, using established methods (Sereno et al., 1995). 
To probe the orientation specificity of the signals in visual cortex, data from the 
independent functional localiser run were used to split the voxels in each ROI into two 
populations: those responding more strongly to 45° grating stimuli, and those responding 
more strongly to 135° grating stimuli, respectively. Specifically, for each ROI (V1, V2, and V3), 
we selected the 100 voxels that showed the most reliable preference for 45° (highest 
T-value for the contrast 45° - 135° gratings), and the 100 voxels that showed the most 
reliable preference for 135°. BOLD responses were averaged over voxels for these two 
populations separately. In the main experiment, we expected BOLD responses to be 
larger for stimuli with the orientation that voxels responded preferentially to during the 
functional localiser than for stimuli with the non-preferred orientation (Haxby et al., 2001; 
Kamitani and Tong, 2005). Similarly, if neural responses evoked by prior expectations are 
feature-specific, we would expect the BOLD response in voxels preferring 45° gratings to 
be larger for omissions of 45° stimuli than for omissions of 135° stimuli, and vice versa for 
voxels preferring 135° gratings. These effects were assessed by two-way repeated 
measures ANOVAs, with the factors ‘Stimulus/Omission orientation’ and ‘Voxel orientation 
preference’. Feature-specific activity would be reflected by an interaction between the 
two factors.
 Additionally, to assess the overall BOLD amplitude and its time course in these ROIs, 
we averaged parameter estimates from the FIR model (Figure 2A) and the model 
incorporating the canonical HRF (Figure 2B, bars) over the selected voxels.
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Results

Behavioural results
We expected a valid orientation expectation to sharpen the neural representation of the 
orientation of the first grating (Kok et al., 2012a), facilitating comparison of this grating to 
the subsequent second (slightly tilted) grating. In this way, an improved representation of 
the first grating can improve performance on the orientation discrimination task. To test 
whether the expectation cues indeed resulted in perceptual benefits, we carried out a 
behavioural experiment, in which subjects performed an orientation discrimination task 
on gratings that had either an expected or unexpected orientation. Subjects were faster 
on trials in which the orientation of the first grating was expected than when it was 
unexpected (mean RT = 612 ms vs. 622 ms, t22 = 2.50, p = 0.020). This indicates that a valid 
expectation of the orientation of the first grating led to a behavioural benefit when 
discriminating this grating from the second one, even though the direction of rotation of 
the second grating (clockwise or anticlockwise) was wholly unpredictable. There was no 
significant difference in accuracy between the two conditions (79.9% vs. 80.1%, t22 = 0.24, 
p = 0.81). During the behavioural session, orientation differences between the two gratings 
were determined by a staircase procedure (see Methods), and resulted in a final mean 
angle difference of 3.7° ± 0.8° (mean ± SE). These final angle differences were used for all 
trials during the fMRI session. Accuracy during the fMRI session was similar to that during 
the behavioural session (80.1% ± 1.8%, mean ± SE), while reaction times were slightly 
longer (656 ms ± 19 ms, mean ± SE). There was no significant difference in task accuracy 
(79.3 % vs. 81.0%, t22 = 1.24, p = 0.23) or reaction time (655 ms vs. 657 ms, t22 = 0.42, p = 0.68) 
between the two orientations. 

fMRI results
In order to probe representational content of the BOLD signal in visual cortex (Figure 2A,B), 
we estimated the BOLD response evoked in voxels preferring 45° and 135° separately, on 
the basis of an independent localiser dataset (see Methods). As expected, there was a 
significant interaction between stimulus orientation and voxel orientation preference in 
V1 (F1,22 = 18.97, p < 0.001), demonstrating that neural activity in V1 was orientation-specific 
(Kamitani and Tong, 2005). There was no overall stronger response for either of the two 
grating orientations (F1,22 = 0.39, p > 0.50), and no overall stronger response in either the 
45° or 135° preferring voxels  (F1,22 < 0.1, p > 0.50). Next, we turned to the omission trials. If 
the omission-induced activity represents an unspecific surprise signal, we would not 
expect a significant interaction between the expected orientation and voxel orientation 
preference. On the other hand, if the omission-induced activity represents the prior 
expectation of the visual stimulus, induced by the auditory cue, we would expect such an 
interaction between the expected orientation and voxel orientation preference. This is 
indeed what we found in V1 (F1,22 = 7.28, p = 0.013; Figure 2B). This indicates that 
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expectations about upcoming visual stimuli, induced by an auditory cue, evoked patterns 
of activity in primary visual cortex with similar feature-specificity as those evoked by  
actual stimuli, despite the absence of any visual stimulation. As for the stimulus trials,  
there were no main effects of stimulus orientation (F1,22 < 0.1, p > 0.50) and voxel orientation 
preference (F1,22  0.20, p > 0.50), ruling out an explanation in terms of non-specific effects 
of arousal.

In V2, we also found a significant interaction between orientation and voxel orientation 
preference for both the stimulus (F1,22 = 11.05, p = 0.0031) and the omission trials (F1,22 = 
5.03, p = 0.035), but neither effect was significant in V3 (stimuli: F1,22 = 2.46, p = 0.13, 
omissions: F1,22 = 1.05, p = 0.32).
 The difference in BOLD response between voxels preferring the currently presented 
or expected orientation and those preferring the orthogonal orientation (see Figure 2B) 
was largely independent of the number of voxels selected for the analysis (Figure 3), 
speaking to the robustness of the effects.

Discussion

Prior expectations affect sensory processing at the earliest stages of the cortical hierarchy 
(Summerfield et al., 2008; Arnal et al., 2009; Den Ouden et al., 2009; Alink et al., 2010;  
Arnal et al., 2011; Todorovic et al., 2011; Kok et al., 2012b; Wyart et al., 2012), yet the neural 
mechanisms underlying the instantiation of the expectations themselves have remained 

Figure 2  BOLD signal evoked by stimuli and omissions in V1. A) Time course of BOLD signal in V1, 
time locked to (expected) onset of visual stimuli. B) Amplitude of BOLD response evoked by 45° 
(blue bars) and 135° (yellow bars) stimuli and omissions, separately for voxels preferring 45° and 135° 
oriented gratings. Error bars indicate SEM (*p < 0.05, ***p < 0.001).
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elusive. Here, we show that prior expectation of a specific visual stimulus evokes a pattern 
of activity in the primary visual cortex (V1) with similar feature-specificity as that evoked  
by the expected stimulus, even when the stimulus itself is omitted. 
 The separation of voxels into populations preferring 45° and 135° gratings relied on 
activity patterns obtained from an independent functional localiser during which subjects 
performed a task at fixation, rendering explanations of our results in terms of eye 
movements or task-related components such as attention or arousal unlikely. Specifically, 
because the grating stimuli were task-irrelevant during the localiser run, activity patterns 
in early visual cortex are not confounded with potential orientation-specific differences in 
task performance. During the main experiment, there were no orientation-specific 
differences in behavioural task performance or overall BOLD amplitude evoked by the 
two orientations. Finally, the design of the analysis avoided potentially confounding 
effects of the auditory cues, since no such cues were presented during the functional 
localiser run.
 Previous studies (Puri et al., 2009; Esterman and Yantis, 2010) have shown that manipulating 
the likelihood (expectation) of an upcoming stimulus category (i.e. faces vs. houses) leads 
to an upregulation of activity in areas of visual cortex selective for the expected category 
(FFA vs. PPA). Other studies have shown that preparing for a specific stimulus category 
(people vs. cars; Peelen and Kastner, 2011) or exemplar (letter ‘X’ vs. ‘O’; Stokes et al., 2009b) 
leads to distinguishable patterns of activity in higher-order visual cortex (object-selective 
and shape-selective areas, respectively). These results suggest that the locus of preparatory 
signals is determined by the features to be attended or expected. Until now, it was 

Figure 3  Orientation-specific BOLD signal in V1 for different numbers of selected voxels. Stimuli 
(green) and omissions (red) evoke stronger activity in voxels that prefer the currently presented or 
expected orientation (solid lines) than in voxels that prefer the orthogonal orientation (dashed lines), 
over a wide range of selected voxels. Error bars indicate SEM.

0 50 100 150 200 250 300
1

2

3

4

 

BO
LD

 a
m

pl
itu

de
 (a

.u
.)

Number of voxels

Stimulus: preferred orientation
Stimulus: non−preferred orientation
Omission: preferred orientation
Omission: non−preferred orientation



69

4

PRIOR EXPECTATIONS EVOKE STIMULUS TEMPLATES IN THE PRIMARY VISUAL CORTEX

unknown whether such effects could occur in the early visual cortex, given that top-down 
effects are generally far more prominent in higher-order visual cortex (Kastner et al., 1998; 
Johnson et al., 2007; Mohr et al., 2009; Buffalo et al., 2010; Lee et al., 2012). Indeed, with the 
exception of Peelen & Kastner (2011), none of the studies mentioned above uncovered 
preparatory signals in V1, and in Peelen & Kaster (2011) the preparatory signal in V1 was in 
fact anticorrelated with detection performance (of people or cars). In the present study, 
expectation pertained to the low-level features of the stimulus (e.g., orientation, location, 
size), instead of to a broader category (e.g., cars or people). Together with the fact that the 
stimuli we used (high spatial frequency gratings) are particularly effective in stimulating 
V1, this makes V1 an a priori likely locus for the stimulus templates uncovered by the 
present study.
 The mechanisms through which prior expectations evoked stimulus templates in the 
current study may be similar to those of feature-based attention. In previous studies, 
feature-based attention has been shown to modulate activity in early visual cortex in a 
feature-specific fashion (Kamitani and Tong, 2005), an effect that spreads across the visual 
field to non-stimulated regions of cortex (Serences and Boynton, 2007a). However, the 
current study differs from these previous studies in several respects. First, in the studies by 
Kamitani and Tong (2005) and Serences and Boynton (2007a), a stimulus was always 
presented on the screen. Spreading of effects of feature-based attention to the 
non-stimulated hemisphere (Serences and Boynton, 2007a) may be mediated by callosal 
connections between hemispheres (Kennedy and Dehay, 1988). In other words, unlike the 
present study, these studies cannot distinguish between top-down modulation and 
top-down driving of activity in V1. Second, in the present study, the expectation cue 
(pertaining to the likely orientation of the first grating) was orthogonal to the response on 
the task (pertaining to the direction the second grating was tilted in). In other words, 
subjects could have ignored the expectation cues and still perform the task successfully. 
Therefore, our manipulation of prior expectation is more implicit than in studies explicitly 
manipulating subjects’ task (e.g. ‘detect cars’). The fact that expectation resulted in 
behavioural improvement and detectable stimulus templates in visual cortex suggests 
that preparatory activity can be induced by factors more implicit than directly changing 
the task set. Future studies will be needed to investigate whether expectation results in 
the instantiation of stimulus templates even when the expected feature is fully task-irrelevant,  
in line with findings of task-irrelevant expectation effects on stimulus-evoked activity 
(Den Ouden et al., 2009; Alink et al., 2010).
 One may wonder how the effects of expectation reported here relate to those of 
mental imagery. Mental imagery has been shown to modulate both perception (Finke 
and Schmidt, 1977; Pearson et al., 2008; Winawer et al., 2010) and activity in sensory cortex 
(Mohr et al., 2009; Lee et al., 2012; Albers et al., 2013) in a feature-specific way, and the 
present study shows that expectation does so as well. Therefore, it seems plausible that 
explicit mental imagery and implicit perceptual expectations result in similar sensory 
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templates being set up in visual cortex. An exciting avenue for further research would be 
to directly compare the effects of prior expectation and visual imagery on subsequent 
stimulus-evoked activity.
 Overall, one intriguing explanation of our results is that expectation leads to a 
stimulus template being set up in visual cortex before the stimulus is presented, allowing 
subsequent input matching this template to be processed efficiently. In a recent study 
with a very similar design, we showed that a valid expectation (i.e., matching templates) 
leads to reduced overall activity but improved stimulus representation (Kok et al., 2012a), 
presumably reflecting a sharpened population response. Traditional models of attention 
would rather predict a boosted stimulus response as a result of attention (Mangun and 
Hillyard, 1991; Maunsell and Treue, 2006; Sylvester et al., 2009), suggesting that expectation 
and attention may have separable effects (Summerfield and Egner, 2009; Kok et al., 2012b). 
Previous studies on predictive stimulus templates have reported effects in the medial 
frontal cortex, suggesting that these regions may be the source of the templates evoked 
in early visual cortex reported here (Bar et al., 2006; Summerfield et al., 2006). Alternatively, 
the patterns we observed may have been instantiated only after it had become apparent 
that the expected stimulus would not appear, signalling the mismatch between expected 
and actual outcome (i.e. prediction error) (Rao and Ballard, 1999; Friston, 2005; Summerfield 
and Koechlin, 2008; Arnal and Giraud, 2012; Den Ouden et al., 2012). 
 Electrophysiological studies in humans have shown increased responses to 
unexpected omissions compared to expected omissions in auditory cortex as early as 
100-150 ms after a tone was expected (Todorovic et al., 2011; Wacongne et al., 2011). These 
results cannot distinguish whether the activity is related to the prediction itself or the 
prediction error, since prediction error responses to actually presented stimuli have been 
observed as early as 100 ms post-stimulus (Todorovic et al., 2011; Wacongne et al., 2011). 
Interestingly however, neurons in the anterior temporal cortex of macaques have been to 
shown to fire in anticipation of their preferred stimulus during paired-association tasks 
(Sakai and Miyashita, 1991; Erickson and Desimone, 1999; Meyer and Olson, 2011). 
Furthermore, electrophysiological studies in monkeys (Xu et al., 2012) and humans (De 
Lange et al., 2013) suggest that expectation leads to pre-stimulus activity changes in early 
visual cortex. Together, these results hint at the possibility of forming predictive stimulus 
templates in sensory cortex prior to stimulus onset.
 In sum, the current study shows that prior expectation of a specific visual stimulus 
evokes a feature-specific pattern of activity in the primary visual cortex that correlates 
positively with that evoked by the actual stimulus, possibly reflecting the formation of a 
stimulus template in order to efficiently process expected sensory inputs (Kok et al., 2012a).
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Shape perception 
simultaneously up- and 
down-regulates activity in 
the primary visual cortex

This chapter is based on: 
Kok, P., and De Lange, F.P. (submitted). Shape perception simultaneously 
up- and down-regulates activity in the primary visual cortex. 
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Abstract

We perceive the world as a coherent integrated whole, rather than a collection of lines and 
curves. An essential aspect of visual perception is the grouping of local elements into 
coherent shapes. The underlying neural implementation of this process is debated: while 
some studies find that shape perception attenuates low-level feature representations in 
early visual cortex (Verghese and Stone, 1996; Murray et al., 2002b; Fang et al., 2008; He et 
al., 2012), others find enhanced early representations during shape perception (Lamme, 
1995; Lee et al., 1998; Altmann et al., 2003). Here, we examined the consequences of 
perceiving a shape on activity patterns in early visual cortex, in the context of illusory 
figure perception. Using fMRI, in conjunction with a novel retinotopic reconstruction 
method, we find evidence for enhanced activity of neurons whose receptive fields lie on 
the illusory shape, while the response to the local elements inducing the shape is 
suppressed. This study thereby resolves a paradox in the literature on the consequences 
of shape perception on early visual activity, and provides support for a view of perception 
as hierarchical inference.
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Introduction

An essential aspect of visual perception is the grouping of local elements into coherent 
shapes. Shape perception has been proposed to involve recurrent interactions between 
lower-level sensory regions signalling local elements and higher-level areas detecting the 
shape as a whole (Murray et al., 2004; Roelfsema, 2006). Indeed, perception of shapes that 
are too large to be covered by receptive fields of neurons in early visual cortex nevertheless 
influences neural activity in these early visual regions (Lamme, 1995; Lee et al., 1998; Murray 
et al., 2002b; Altmann et al., 2003; Kourtzi et al., 2003). Presumably, higher-order regions 
with larger receptive fields detect the figure, and send feedback to lower-order regions 
(Lamme et al., 1998; Murray et al., 2002a; Roelfsema et al., 2002; Fang et al., 2008; Wokke et 
al., 2013). However, the nature of this feedback is largely unclear. While some studies report 
an increase of activity in V1 when lower-level features are grouped into a larger figure 
(Lamme, 1995; Lee et al., 1998; Altmann et al., 2003), others report a decrease (Murray et al., 
2002b; Fang et al., 2008; Zaretskaya et al., 2013).
 Predictive coding theories of perception (Rao and Ballard, 1999; Friston, 2005; Den 
Ouden et al., 2012) offer a potential solution to this controversy. Namely, the effect of 
feedback on early visual cortex may depend on whether the feedback signal is met by 
congruent bottom-up input. Under this framework, early visual neurons that are predicted 
to be active, because they are part of a shape, but for which there is no bottom-up input 
(i.e., an illusory figure), will show relatively enhanced neural activity. On the other hand, 
early visual neurons that receive bottom-up input that is congruent with what is predicted 
will show a relatively suppressed response; the valid prediction reduces prediction error 
(Murray et al., 2002b; Den Ouden et al., 2009; Kok et al., 2012a).We tested this hypothesis, 
making use of the well-known illusory “Kanizsa” shapes (Kanizsa, 1976), wherein circles 
with missing wedges (‘Pac-Men’) are aligned such that they induce the perception of an 
illusory figure (Figure 1A). We reconstructed the neural response for both the illusory 
surface and the inducers of Kanizsa figures using fMRI in conjunction with population 
receptive field (pRF) estimates (Dumoulin and Wandell, 2008).
 To preview, we found that the presence of an illusory figure led to an increased BOLD 
amplitude in V1 voxels with a receptive field on the illusory surface, while the response to 
the inducers decreased. These results show simultaneous suppression (of present 
predictable features) and enhancement (of absent predicted features) of neural activity. 
This may help resolve a controversy in the literature on figure perception (Lamme, 1995; 
Murray et al., 2002b; Altmann et al., 2003; He et al., 2012), and provides support for a view 
of perception as hierarchical inference, wherein each region combines bottom-up input 
with predictive feedback (Mumford, 1992; Rao and Ballard, 1999; Lee and Mumford, 2003; 
Friston, 2005).
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Methods

Subjects
Twenty healthy right-handed individuals (15 female, age 22 ± 2, mean ± SD) with normal 
or corrected-to-normal vision gave written informed consent to participate in this study, 
in accordance with the institutional guidelines of the local ethics committee (CMO region 
Arnhem-Nijmegen, The Netherlands).

Stimuli
Stimuli were generated using MATLAB (MathWorks, Natick, MA, USA) and the Psychophysics 
Toolbox (Brainard, 1997), and were projected on a rear-projection screen using an EIKI (EIKI, 
Rancho Santa Margarita, CA) LC-XL100 projector (1024 × 768 resolution, 60 Hz). Stimuli 

Figure 1  Experimental paradigm. A) During each trial, configurations of ‘Pac-Man’ inducers 
alternated with black circles for 14.4 s. Throughout a trial, the inducer configuration remained the 
same. B) In ‘Kanizsa’ configurations, three out of four inducers were aligned such that an illusory 
triangle could be perceived. The fixation point was displayed 1.5° below and to the right of the 
centre of the inducer configuration. A letter stream was presented within the fixation bull’s-eye, 
and subjects performed a target detection task (‘letter task’) on this stream during one run of the 
experiment. C) In ‘scramble’ configurations, the inducers were not aligned, and consequently no 
illusory figure could be perceived. D) On each trial, an inducer configuration that induced the 
percept of an illusory diamond was presented twice, at random time points. During one run of the 
experiment, subjects’ task was to detect this illusory diamond (‘figure task’).
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consisted of four black circles with missing wedges (‘Pac-Men’; 4° diameter, 0.43 cd/m2) on 
a light gray background (246 cd/m2) (Figure 1A). The stimuli were spaced such that there 
was a 4×4° area of empty background in the centre. A fixation bull’s-eye (0.7° diameter) 
was centred 1.5° below and to the right of the middle of the stimulus configuration (Figure 1B).
 When arranged in certain ways, these Pac-Man-shapes induced the perception of  
an illusory figure overlaying black circles (Figure 1B). In all configurations, two inducers 
consisted of a black circle with a 45° wedge removed from them, and two inducers had a 
90° wedge removed.
 In ‘Kanizsa’ configurations (Figure 1B), three inward facing inducers were aligned such 
that they induced the percept of an illusory triangle overlaying three black circles, while 
the fourth (outward facing) inducer did not partake in the illusion. In this way, four different 
illusory triangles could be formed (pointing left, right, up, or down), for each of which the 
fourth inducer had three possible orientations (e.g., in case of a leftward pointing Kanizsa 
triangle, facing up, to the right, or down), yielding 12 different Kanizsa configurations.
 In ‘scramble’ configurations (Figure 1C), no illusory figures could be perceived. There 
were two types of scrambles: one in which three out of four inducers faced inward and 
one faced outward, but none of the inducers were aligned (‘non-aligned scrambles’), and 
one in which two inducers faced inward and two faced outward, but the two inward 
facing inducers were partially aligned (‘aligned scrambles’). Four exemplars of each type 
of scramble were created. These two types of scrambles matched the low-level features 
of the Kanizsa configurations in different ways: while the non-aligned scrambles were very 
well matched to the Kanizsa configurations in terms of inner surface area, the aligned 
scrambles were more similar in terms of aligned edges. The BOLD amplitude evoked by 
these two types of scrambles in V1 voxels responding to the inner surface (the area of the 
visual field where the Kanizsa illusion occurred, see below) did not significantly differ (F1,19 
= 0.04, p = 0.85). Therefore, we collapsed over the two types of scrambles for all further 
analyses.
 To enhance the vividness of the illusion, during each 14.4 s trial the stimulus display 
alternated between four black whole circles (500 ms) and one of the 20 inducer configurations 
(500 ms). Twice during each trial, a ‘diamond’ configuration was presented instead of the 
regular configuration, consisting of four inward facing inducers (Figure 1D). In one run of the 
experiment, subjects’ task was to report the appearance of the illusory diamond by pressing  
a button on an MR-compatible button box, using their right index finger.
 Finally, we included ‘fixation’ trials, during which no black circles or inducers were 
presented, but the fixation point and letter stream (see below) persisted.
 Over the course of each run, a letter stream was presented at fixation. Green letters 
(0.4°, 103 cd/m2) were presented within the fixation bull’s eye, for 400 ms each, separated 
by 400 ms intervals during which only the fixation point was presented. During one run of 
the experiment, subjects’ task was to detect the letters ‘X’ and ‘Z’ (target probability = 
10%) in a stream of non-target letters (‘A’, ‘H’, ‘N’ , ‘R’, ‘T’, ‘U’, ‘V’, ‘Y’).
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Procedure
In each block of the main experiment, all 20 stimulus configurations (12 Kanizsa 
configurations and 8 scrambles, see above) were presented once (in 14.4 s trials), with 
fixation trials (5 trials) inserted after each fourth trial, yielding a block length of 360 s. The 
start of each trial was synchronised with the scanner trigger, ensuring that all trials were 
presented for exactly 14.4 s (or 8 TRs; TR = 1.8 s). The fixation point and letter stream were 
presented throughout the block. Subjects performed two runs of three blocks each (30 s 
break between blocks; ~19 min per run). In one run, they were instructed to press a button 
whenever the stimulus configuration induced an illusory diamond (Figure 1D), while in 
the other run they were told to press a button whenever the letter presented at fixation 
was an ‘X’ or ‘Z’. The letter stream and infrequent diamond configurations were presented 
during both run types, to equate stimulus presentation between tasks. The order of the 
two different run types was counterbalanced over subjects. For one subject, response 
collection failed due to technical issues. Before entering the scanner, subjects received 
written instructions and performed four practice trials of each task on a laptop.
 After the main experiment, subjects were presented with moving bar stimuli, in order 
to map the population receptive fields (pRFs) of voxels in early visual cortex (Dumoulin 
and Wandell, 2008), as well as allow polar angle mapping in order to delineate the borders 
between retinotopic areas in visual cortex (Sereno et al., 1995; Engel et al., 1997). During 
these runs, bars containing full contrast flickering checkerboards (2 Hz) moved across the 
screen in a circular aperture with a diameter of 20°. The bars moved in eight different 
directions (four cardinal and four diagonal directions) in 20 steps of 1°, one step per TR (1.8 
s). Four blank fixation screens (10.8 s) were inserted after each of the cardinally moving 
bars. Throughout each run (~6 min), a coloured fixation dot was presented in the centre 
of the screen, changing colour (red to green and green to red) at random time points. 
Subjects’ task was to press a button whenever this colour change occurred. Subjects 
performed four runs of this task.

fMRI acquisition parameters
Functional images were acquired using a 3T Skyra MRI system (Siemens, Erlangen, 
Germany) with a T2*-weighted gradient-echo EPI sequence (TR/TE = 1800/30 ms, 26 
transversal slices, voxel size 2×2×2 mm, 60° flip angle). Anatomical images were acquired 
with a T1-weighted MP-RAGE sequence (TR/TE = 2300/3.03 ms, voxel size 1×1×1 mm, 8° 
flip angle). 

fMRI data preprocessing
SPM8 (http://www.fil.ion.ucl.ac.uk/spm, Wellcome Trust Centre for Neuroimaging, London, 
UK) was used for image preprocessing. The first four volumes of the each run were 
discarded to allow T1 equilibration. All functional images were spatially realigned to the 
mean image to correct for head movement. The functional data were high-pass filtered 
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(cutoff: 128 s) to remove low-frequency signal drifts. The structural image was coregistered 
with the functional volumes.

fMRI data analysis – pRF estimation and retinotopic mapping
The data from the moving bar runs were used to estimate the population receptive field 
(pRF) of each voxel in the functional volumes we obtained. The pRF method estimates the 
coordinates of the receptive field centre as well as the size of the receptive field of each 
voxel, in degrees of visual angle. This method has been shown to reconstruct the cortical 
visual field map more accurately than conventional retinotopic mapping methods, as well 
as produce pRF size estimates that agree well with electrophysiological receptive field 
measurements in monkey and human visual cortex (Dumoulin and Wandell, 2008). MrVista 
(http://white.stanford.edu/software/) was used to perform the model-based pRF analysis, 
in which a predicted BOLD signal is calculated from the known stimulus parameters and 
a model of the underlying neuronal population. The model of the neuronal population 
consisted of a two-dimensional Gaussian pRF, with parameters x0, y0, and σ, where x0 and 
y0 are the coordinates of the centre of the receptive field, and σ indicates its spread 
(standard deviation), or size. All parameters were stimulus-referred, and their units were 
degrees of visual angle. These parameters were adjusted to obtain the best possible fit of 
the predicted to the actual BOLD signal. For details of this procedure, see Dumoulin and 
Wandell (2008).
 Once estimated, x0 and y0 can easily be converted to eccentricity and polar-angle 
measures, to allow retinotopic mapping. Polar-angle maps were overlayed on inflated 
cortical surfaces using Freesurfer (http://surfer.nmr.mgh.harvard.edu/), to identify the 
boundaries of retinotopic areas in early visual cortex (Sereno et al., 1995; Engel et al., 1997). 
In this way, we delineated areas V1, V2, V3, V4, V3A, LO1, and LO2 in each hemisphere. Visual 
areas were collapsed across hemispheres.

fMRI data analysis – main experiment
We selected voxels based on their pRF parameters. Only voxels for which the pRF fitting 
explained at least 10% variance and σ was larger than zero were included. We considered 
as ‘inner voxels’ those voxels with a receptive field centre on the area of the visual field 
containing the illusory figure (defined as the circle connecting the centres of the Pac-Man 
inducers, diameter = 8°), but whose receptive field did not overlap with any of the black 
circles. Here, the receptive field of a voxel was defined as the circular area of the visual field 
with centre (x0, y0) and radius σ. Conversely, voxels with a receptive field centre on any of 
the black circles but whose receptive field did not overlap with the area containing the 
illusory figure were considered ‘inducer voxels’. This procedure yielded separate 
populations of inner voxels and inducer voxels in V1 (inner: 35 ± 17, inducer: 68 ± 25; mean 
± sd) and V2 (inner: 26 ± 15, inducer: 62 ± 18; mean ± sd), while ‘inner voxels’ could not be 
found for each subject in V3 (inner: 9 ± 5, inducer: 42 ± 14; mean ± sd), V4 (inner: 8 ± 6, 
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inducer: 17 ± 8; mean ± sd), V3A (inner: 1 ± 2, inducer: 20 ± 9; mean ± sd), LO1 (inner: 4 ± 
4, inducer: 17 ± 9; mean ± sd), and LO2 (inner: 3 ± 3, inducer: 12 ± 6; mean ± sd) , as 
expected from the known increase in receptive field size as one progresses up the visual 
cortical hierarchy. For this reason, our analyses focused on the earliest visual areas V1 and 
V2.
 Additionally, we selected ‘control voxels’; those voxels within each visual area whose 
receptive field centre was more than 10° away from the centre of the configuration, 
excluding voxels whose receptive field overlapped with the inducers. In other words, this 
control ROI consisted of visually responsive voxels (since they were selected on the basis 
of the pRF estimation) that represented a region of visual space that contained neither 
inducers, nor an illusory figure.
 We assessed the effects of illusory figures separately in inner voxels, outer voxels, 
inducer voxels, and control voxels. To this end, we averaged data over scans 4 to 8 (7.2 s to 
14.4 s) of Kanizsa trials and scramble trials, separately. The amplitude in these trial types 
was calculated as percent signal change with respect to data from scans 5 to 8 (9 s to 14.4 
s, to allow the BOLD signal to return to baseline) of the fixation trials, separately for the 
figure and letter tasks. The effects of ‘illusion’ and ‘task’ were assessed using two-way 
repeated measures ANOVAs for each voxel type.
 The pRF approach allowed us to further assess the spatial specificity of the effect of 
the illusion on both the inner surface and the area covered by the inducers. For the former, 
we first selected as ‘inner voxels’ those voxels with a receptive field centre on the area of 
the visual field containing the illusory figure (as above), but excluded voxels whose 
receptive field centre fell within 0.5° of one of the black circles. Note that this is a slightly 
more liberal voxel selection than above, since the previous analysis was meant to assess 
the effect of the illusory figure on the inner surface per se, while this analysis was aimed at 
assessing its spatial distribution within the inner surface. To this end, we selected subsets 
of the inner voxels: ‘inner left voxels’ were those inner voxels with a receptive field at least 
0.5° to the left of the centre of the inner surface. Analogously, we defined ‘inner right’, 
‘inner top’, and ‘inner bottom’ voxels. For each of these sets of voxels, we probed the 
response to a Kanizsa configuration for which the illusory triangle overlayed the area 
covered by the voxels’ receptive fields, as well as the response to the opposite Kanizsa 
configuration. For example, for the inner left voxels, we compared the response to a 
leftward pointing illusory triangle to that to a rightward pointing triangle. Responses to 
overlaying illusory figures and their opposite were collapsed over the four voxel sets, and 
the effects of ‘illusion location’ and ‘task’ were assessed using two-way repeated-meas-
ures ANOVAs. Responses to scramble trials were used as baseline.
 To assess the specificity of the effect of an illusory figure on the response to the 
inducers, we selected four subsets of voxels, responding to each of the black circles, 
excluding voxels with a receptive field on the inner surface. For each subset, we compared 
the response to the Kanizsa configurations in which the inducer covered by the current 
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set of voxels was a 90° Pac-Man-shape (‘big mouth’) that either partook, or did not partake, 
in the illusory triangle. For example, for the leftmost inducer voxels, we compared the 
response to a leftward pointing illusory triangle to that to a rightward pointing triangle. 
Responses were collapsed over the four voxel sets, and the effects of ‘illusion location’ and 
‘task’ were assessed using two-way repeated-measures ANOVAs. Responses to scramble 
trials were used as baseline.

fMRI data analysis – stimulus reconstruction
The estimated pRF parameters allowed a straightforward and intuitive reconstruction of 
the stimulus from BOLD activity in early visual cortex. Each voxel’s receptive field can be 
represented by a two-dimensional Gaussian, with peak coordinates (x0,y0) and standard 
deviation σ. The reconstructed stimulus consisted of the sum of the 2D-Gaussians of all 
voxels in a given visual area, weighted by the voxels’ BOLD response:

ai
n

i=1
bi

ln

 Where n is the number of voxels in a given area, ai is the response to a given condition 
and bi the baseline, and g(x0i,y0i,σi) is the 2D-Gaussian defining the voxel’s receptive field. 
For example, to reconstruct the response to a leftward pointing Kanizsa configuration 
versus a scramble configuration, the log of the ratio between the BOLD responses to 
these two conditions was calculated for each voxel, and these values were used as voxels 
weights in the reconstruction. The reconstructed stimuli were plotted as heat maps, with 
red and blue shades indicating relative activations and deactivations, respectively. In order 
to collapse over the four different illusory triangles, we rotated the reconstructions of the 
upward, rightward, and downward pointing triangles 90°, 180°, and 270° anti-clockwise, 
respectively, to get them in the reference frame of the leftward pointing triangle.

Results

Behavioural results
Subjects performed accurately during both the figure task (85.5 ± 4.2 %, RT = 573 ± 14 ms; 
mean ± se) and the letter identification task (91.8 ± 2.0 %, RT = 637 ± 12 ms; mean ± se). 
Performance was not influenced by the presence or absence of illusory figures, in either 
the figure task (accuracy = 84.7 % vs. 86.7 %, t18 = -1.39, p = 0.18, RT = 574 ms vs. 573 ms, t18 
= 0.11, p = 0.91) or the letter identification task (accuracy = 91.4 % vs. 92.3 %, t18 = -0.72, p = 
0.48, RT = 639 ms vs. 634 ms, t18 = 1.25, p = 0.23).
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Neural activity increase at retinotopic location of illusory figures
Neural activity for regions of V1 and V2 that corresponded to the inner surface of the 
illusory figure was elevated when an illusory triangle was present, compared to when the 
inducers did not form an illusory figure (main effect of ‘illusion’; V1: F1,19 = 20.4, p < 0.001;  
V2:  F1,19 = 24.5, p < 0.001). In other words, regions of early visual cortex that received no 
bottom-up stimulus input showed an increased response to the illusory figures (Figure 
2A). This effect was equally present when subjects were attending to the central letters 
and ignored the peripheral stimulation, as indicated by a lack of interaction between ‘task’ 
and ‘illusion’ (V1: F1,19 = 1.0, p = 0.33; V2: F1,19 < 0.1, p = 0.82). 

Neural activity decrease at retinotopic location of inducers
Crucially, voxels with a receptive field on the inducers showed the opposite response: 
here, the BOLD response was suppressed when an illusory figure was present, compared 
to when it was not, both in V1 (F1,19 = 25.7, p < 0.001; Figure 2B) and V2 (F1,19 = 27.6, p < 
0.001). In other words, it seems that the inducers evoke less activity when they are part of 
a configuration that induces an illusory figure, i.e., when they can be explained as black 
circles partially occluded by a gray triangle. Same as for the inner voxels, this effect did not 
interact with the task subjects performed, making an explanation in terms of attention 
unlikely (V1: F1,19 < 0.1, p > 0.99; V2: F1,19 < 0.1, p = 0.95).
 There was no effect of the illusory figures in voxels with a receptive field covering the 
non-stimulated area of the visual field that contained neither inducers, nor an illusory 
figure (‘control voxels’, see Methods; V1: F1,19 = 0.6, p = 0.44; V2: F1,19 = 0.6, p = 0.47).

Illusory figure reconstructed from neural activity in V1
In order to visualise the diverse effects of the illusory figure at a glance, we reconstructed 
the stimulus from the BOLD activity in V1, based on each voxel’s differential response to 

Figure 2  Effects of illusory figures in V1. A) BOLD response in regions of V1 corresponding to the 
inner surface of the Kanizsa display, i.e., voxels with receptive fields that cover the illusory triangle, 
but do not overlap with the inducers. Fixation trials served as baseline. B) BOLD response in regions  
of V1 responding to the inducers. Fixation trials served as baseline. Error bars indicate SEM.
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Kanizsa and scramble configurations, in combination with the estimated pRF parameters 
(see Methods). For all illusory triangles, both the increased response to the illusory figure 
and the decreased response to the inducers can be clearly seen in the reconstructed 
stimuli (Figure 3A). Collapsing over triangle types and creating separate reconstructions 

Figure 3  Stimulus reconstructions from BOLD signal in V1. A) Reconstruction of the BOLD signal 
evoked by each of the four illusory triangle configurations, versus scramble configurations. Collapsed 
over tasks. B) Reconstruction of the BOLD signal evoked by illusory triangle configurations versus 
scramble configurations, separately for the figure task and letter task. Collapsed over triangle types.

A

B
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for the figure and letter tasks reveals this response pattern even more clearly, and shows 
that it occurred independently of the task subjects were performing (Figure 3B).
 It can be seen that the exact location of the activity increase was different for the four 
triangle types. We quantified the spatial specificity of this increase, comparing responses 
in inner voxels when the illusory triangle did or did not overlap with their receptive field 
(See Methods).  Indeed, voxels with a receptive field on the inner surface of the display 
showed a stronger BOLD response when the illusory triangle overlayed their receptive 
field than when it did not, in both V1 (F1,19 = 31.7, p < 0.001, Figure 4A) and V2 (F1,19 = 53.8, 
p < 0.001). This effect did not interact with the task subjects performed (V1: F1,19 = 0.1, p = 
0.76; V2: F1,19 = 1.5, p = 0.23).
Furthermore, the decreased response to the inducers only occurred for inducers partaking 
in the illusion (Figure 3). Quantifying this effect (see Methods), we found that the decrease 
was significantly stronger when the inducer overlaying voxels’ receptive fields was part of 
the illusory configuration than when it was not, both in V1 (F1,19 = 71.1, p < 0.001, Figure 4B) 
and V2 (F1,19 = 73.7, p < 0.001). In fact, while there was a significant decrease for voxels with 
a receptive field overlaying an inducer that partook in the illusory configuration, compared 
to a scrambled configuration (V1: t19 = -5.7, p < 0.001; V2: t19 = -4.9, p < 0.001), there was a 
significant increase when the inducer was not part of the illusory configuration (V1: t19 = 
6.3, p < 0.001; V2: t19 = 6.8, p < 0.001). In other words, when an illusory figure was formed, 
inducers partaking in it evoked a reduced BOLD response, while the inducer that stood 
out evoked an increased BOLD response, compared to when no illusory figure was 
present. As before, this effect did not significantly interact with subjects’ task, though 

Figure 4  Spatial specificity of effects in V1. A) BOLD response in voxels with a receptive field on 
the inner surface of the Kanizsa display, separately for trials in which the illusion covered their receptive 
field (‘Part of illusion’, grey bars) and trials in which the illusion did not cover their receptive field 
(‘Not part of illusion’, white bars). Scramble trials served as baseline. B) BOLD response in voxels with 
a receptive field on an inducer, separately for trials in which the Kanizsa configuration included the 
inducer to which the voxel responded (grey bars) and trials in which this inducer was not included 
in the Kanizsa configuration (white bars). Scramble trials served as baseline. Error bars indicate SEM.
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there was a trend towards the effect being stronger during the letter task in V1 (Figure 4B; 
V1: F1,19 = 3.9, p = 0.064; V2: F1,19 = 0.2, p = 0.64).

Discussion

We observed a striking dissociation between effects of illusory figure perception on 
neural activity in regions of early visual cortex representing the illusory surface, and those 
representing the inducers. For regions of V1 representing the surface of the illusory figure, 
BOLD activity was increased compared to when no illusory figure was presented. In 
contrast, regions of V1 responding to the Pac-Man-shaped inducers showed a marked 
decrease in activity. Finally, we observed an increase in activity in regions of V1 responding 
to the inducer that was not part of the illusory percept, compared to when there was no 
illusory figure at all.
 Recent theories of shape perception suggest the involvement of recurrent interactions 
between lower-level and higher-level cortical areas (Roelfsema et al., 2002; Murray et al., 
2004). According to one influential theory, higher-level areas detecting the shape as a 
whole send excitatory feedback to early visual areas that labels the neurons that encode 
the features to be grouped with enhanced activity (Roelfsema, 2006). This is line with 
results from previous studies on figure-ground segmentation (Lamme, 1995; Lee et al., 
1998), illusory figure perception (Lee and Nguyen, 2001; Sasaki and Watanabe, 2004; Meng 
et al., 2005; Muckli et al., 2005; Maertens et al., 2008) and contour detection (Altmann et al., 
2003; Kourtzi et al., 2003), as well as the enhanced activity in response to the illusory 
surface reported here. However, suppressive effects of shape perception in early visual 
cortex, as reported in several other studies (Verghese and Stone, 1996; Murray et al., 2002b; 
Fang et al., 2008; He et al., 2012; Zaretskaya et al., 2013) as well as for the region of V1 
responding to the inducers in the current study, are less readily explained by this theory.
Alternatively, the current results may be interpreted in the context of predictive coding 
theories of perception (Mumford, 1992; Rao and Ballard, 1999; Lee and Mumford, 2003; 
Friston, 2005), according to which each region in the cortical hierarchy receives both 
bottom-up input and predictive feedback. Separate sub-populations of neurons in each 
region represent predictions (P units) and the mismatch between these predictions and 
bottom-up input (prediction error; PE units). Early visual neurons with a receptive field on 
the illusory surface will show enhanced activity, because 1) they are predicted to be active 
by higher-order areas, and 2) this prediction is violated. These effects would map onto P 
and PE units, respectively. On the other hand, early visual neurons with a receptive field on 
the inducers receive bottom-up input that is congruent with what is predicted and thus 
show a suppressed response (in the PE units); the valid top-down prediction reduces 
prediction error (Summerfield et al., 2008; Den Ouden et al., 2009; Alink et al., 2010; 
Todorovic et al., 2011; Kok et al., 2012a). Finally, when there is a higher-order prediction for 
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part of the stimulus display, any remaining part that cannot be explained by the top-down 
prediction (i.e., the fourth inducer) stands out more. In other words, whenever there is 
predictive feedback from a higher-order region (i.e., whenever there is an illusory figure), 
anything that does not match it leads to an increased neural response.
 While predictive coding and previous theories of shape perception may seem to be 
diametrically opposed (Roelfsema et al., 2002), the differences may be much smaller than 
they appear at first glance. For example, Roelfsema (2006) proposes two separate 
sub-populations of neurons in each visual cortical area, one representing bottom-up 
input and one representing top-down feedback (cf. Lee and Mumford, 2003). These 
sub-populations are suggested to interact through (lateral) inhibition and (top-down) 
excitation, respectively, and reside in different cortical layers (Roelfsema et al., 2002), 
reminiscent of the PE and P units proposed by predictive coding theories (Rao and Ballard, 
1999; Friston, 2005; Den Ouden et al., 2012). The similarities become particularly clear when 
one realises that, in predictive coding, P units in one region excite P units with similar 
feature preferences in the level below, either directly (Spratling, 2008b) or through double 
inhibition (Rao and Ballard, 1999; Spratling, 2008b), similar to the top-down labelling 
proposed by other theories of shape perception (Roelfsema et al., 2002; Kourtzi et al., 2003; 
Roelfsema, 2006). We suggest that the seeming contradiction arises from an overemphasis 
of the role of error units in predictive coding, relative to prediction units (cf. Spratling, 
2008b).
 Spatial attention is a potential confounding factor in studies of illusory figure 
perception, given that illusory figures are known to draw spatial attention (Senkowski et 
al., 2005; Maertens et al., 2008), and attention increases the BOLD signal in early visual 
cortex, even in the absence of bottom-up stimulation (Kastner et al., 1999). In the current 
study, we carefully controlled attention and found no interaction between the effects of 
the illusory figures and attention. In other words, the effects of the illusory figure were just 
as strong when the Kanizsa figures were fully irrelevant and subjects performed a 
demanding task at fixation. Furthermore, if the presence of an illusory figure were to draw 
spatial attention, an increase in activity would be expected in the centre of the display, 
and a decrease in the region containing all four inducers. However, we report a decrease 
specifically for inducers partaking in the illusion, and in fact an increase in activity in 
response to the inducer that does not partake in the illusion. These effects are more 
compatible with an explanation in terms of perceptual grouping than spatial attention.
 In sum, the current study applied a combination of fMRI and pRF estimation 
(Dumoulin and Wandell, 2008) to probe effects of illusory figures on the whole of human 
V1 (as opposed to single-cell studies in animals), while retaining retinotopic specificity. 
This methodology allowed us to reconstruct the stimulus from BOLD activity in V1, 
revealing highly specific effects of illusory figures in early visual cortex at a glance. The 
specific increase in activity in regions of V1 responding to the illusory surface (i.e., in 
absence of bottom-up input) is in line with reports from studies demonstrating highly 
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specific top-down activations of V1 during working memory (Harrison and Tong, 2009), 
mental imagery (Albers et al., 2013), and prior expectation (Kok et al., in press). These results 
may help resolve a controversy in the literature on shape perception (Lamme, 1995; Murray 
et al., 2002b; Altmann et al., 2003; He et al., 2012), as well as explain the ambiguous results 
obtained when studying illusory figures and their inducers as one unequivocal whole (see 
Seghier and Vuilleumier, 2006, for a review). Furthermore, the results of the current study 
are in line with predictive coding theories of perception (Mumford, 1992; Lee and 
Mumford, 2003; Friston, 2005), wherein activity in each region in the cortical hierarchy 
reflects a combination of top-down predictions and bottom-up input (Kok et al., 2013).
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Abstract

Predictive coding models suggest that predicted sensory signals are attenuated (silencing 
of prediction error). These models, though influential, are challenged by the fact that 
prediction sometimes seems to enhance rather than reduce sensory signals, as in the case 
of attentional cueing experiments. One possible explanation is that in these experiments, 
prediction (i.e. stimulus probability) is confounded with attention (i.e. task-relevance), 
which is known to boost rather than reduce sensory signal. However, recent theoretical 
work on predictive coding inspires an alternative hypothesis, and suggests that attention 
and prediction operate synergistically to improve the precision of perceptual inference. 
This model posits that attention leads to heightened weighting of sensory evidence, 
thereby reversing the sensory silencing by prediction. Here, we factorially manipulated 
attention and prediction in an fMRI study, and distinguished between these two 
hypotheses. Our results support a predictive coding model wherein attention reverses the 
sensory attenuation of predicted signals.
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Introduction

Over the past decades, it has become increasingly clear that perception is not determined 
solely by sensory input, but is strongly influenced by prior knowledge. Predictive coding 
models of perception suggest that predicted sensory signals are attenuated, through 
inhibition of those sensory inputs that are consistent with current top-down predictions 
(i.e. silencing of prediction error; Rao and Ballard, 1999; Friston, 2005; Jehee and Ballard, 
2009). These models account for several extra-classical receptive field effects (Rao and 
Ballard, 1999; Spratling, 2010) and are in line with empirical findings that predicted stimuli 
evoke reduced neural responses (Alink et al., 2010; Den Ouden et al., 2010; Todorovic et al., 
2011). However, despite its computational and empirical appeal, predictive coding models 
have been challenged early on (Koch and Poggio, 1999) by the fact that prediction 
sometimes seems to enhance rather than reduce sensory signals (Doherty et al., 2005; 
Chaumon et al., 2008), as in the case of attentional cueing experiments (Mangun and 
Hillyard, 1991; Anllo-Vento, 1995).
 One possible explanation is that in these experiments, prediction (i.e. whether a 
stimulus is likely to be presented) is confounded with attention (i.e. whether a stimulus is 
behaviourally relevant; for a discussion see Summerfield and Egner, 2009), which is known 
to boost rather than reduce neural activity in sensory regions (Corbetta et al., 1990; 
Brefczynski and DeYoe, 1999; Gandhi et al., 1999; Martínez et al., 1999; Somers et al., 1999; 
Boynton, 2009; Reynolds and Heeger, 2009). In fact, attention is often investigated by 
manipulating subjects’ expectations about upcoming stimuli (Posner, 1980) and the terms 
‘attention’ and ‘expectation’ are sometimes used interchangeably (Kastner et al., 1999; 
Corbetta and Shulman, 2002). Thus, attentional cueing may enhance sensory activity, only 
because the negative impact of prediction is outweighed in magnitude by the positive 
impact of attentional mechanisms. In this account, prediction and attention have 
opposing main effects (Figure 1A).
 However, recent Bayesian models of perception inspire an alternative hypothesis. 
They propose that attention may enhance the precision of perceptual inference (Rao, 
2005; Friston, 2009). Under this account, attention and prediction operate synergistically to 
optimise perceptual inference. More specifically, attention boosts the precision of 
predictions, leading to heightened weighting of sensory evidence (or, equivalently, 
prediction error), thereby reversing the effect of sensory silencing by prediction alone (see 
Figure 2 for a schematic depiction of this effect). This reflects the fact that in Bayesian 
formulations of perceptual inference, prediction errors are weighted according to their 
precision, equivalent to weighting residuals by the inverse variance (precision) of the 
measurement. In other words, prediction errors are weighted according to how informative 
they are, and the information carried by a prediction error depends on both the current 
predictions and the reliability of the new data. In this sense, spatial attention can be 
thought of as ‘highlighting’ a region of space, thereby increasing the precision of 
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Figure 1  Hypotheses and paradigm. A) Hypothesis 1: attention and prediction have opposing, 
non-interactive effects, and the excitatory effect of attention outweighs the inhibitory effect of 
prediction. B) Hypothesis 2: attention and prediction work together synergistically to improve the 
precision of predictions, leading to stronger weighting of prediction error for predicted attended 
stimuli. C-D) Paradigm. Each block started with a prediction cue that indicated the likely location of 
stimuli in the subsequent block (cue validity was 75%). Each trial started with an attention cue, which 
informed subjects about which side was task-relevant. After a variable delay, a stimulus appeared 
on either the left or right side. When the stimulus appeared on the task-relevant (attended) side, 
subjects had to indicate the orientation of the grating. Note that the attention cue had no predictive 
value with regard to stimulus location. C) Example of an attended, unpredicted trial. Subject predicts 
a stimulus on the right side, but is instructed to attend to the left side. The stimulus appears on the 
left (attended, unpredicted) side. D) Example of an unattended, predicted trial. Subject predicts a 
stimulus on the left side, but attends to the right side. The stimulus appears on the left (unattended, 
predicted) side.
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information coming from this region. A model implementing this mechanism has been 
shown to successfully simulate electrophysiological and psychophysical correlates of the 
Posner spatial cueing paradigm (Feldman and Friston, 2010).
 Mechanistically, precision is assumed to be encoded by the post-synaptic gain of 
neurons representing sensory data (prediction error), and attention increases precision by 
boosting this synaptic gain, in line with established accounts of the mechanisms of 
attention (Treue and Martínez Trujillo, 1999; McAdams and Maunsell, 2000; Reynolds and 
Heeger, 2009). Accordingly, neuroimaging studies have provided evidence for attentional 
enhancement of sensory signals in human visual cortex (Corbetta et al., 1990; Kastner et 
al., 1998; Gandhi et al., 1999; Martínez et al., 1999).
 This account predicts a specific interaction between prediction and attention: in the 
absence of attention, prediction attenuates sensory signals, but attention reverses this 
effect by boosting the precision of predictions (Figures 1B and 2). This interaction reflects 
the fact that attentional boosting of prediction errors rests upon the presence of 
predictions (and subsequent errors).
 In summary, prediction and attention may operate as separable and antagonistic 
processes, the effects of which are purely additive. Conversely, attention may be an 
integral part of optimal prediction and therefore depend on the emergence of predictions 
and their errors. Formally, the key feature that distinguishes these two hypotheses is the 
presence of an interaction between prediction and attention. In this study, we factorially 
manipulated spatial attention and prediction and probed their respective effects on the 
neural responses evoked by visual stimuli using functional magnetic resonance imaging 
(fMRI), to adjudicate between these two hypotheses.
 Subjects performed an orientation identification task on gratings that could appear 
either on the left or right of fixation. Spatial attention and prediction were manipulated by 
two separate (and independent) cues, presented at fixation (Figure 1C-D). The attention 
cue indicated which visual hemifield was task-relevant; subjects were instructed only to 
perform the orientation identification task if the stimulus appeared in the indicated 
hemifield. Attentional orienting was encouraged further by presenting the grating 
stimulus briefly (50 ms) and embedded in noise. Importantly, the attention cue contained 
no information on the likelihood of a stimulus appearing in the indicated hemifield. 
Likelihood was indicated by a separate prediction cue, which appeared before each block 
of eight trials, consisting of either the word “left” (indicating a 75% likelihood of stimuli 
appearing on the left), “right” (indicating a 75% likelihood of stimuli appearing on the 
right), or “neutral” (indicating a 50% likelihood of stimuli appearing on either side). The 
prediction cue was independent of the attention cue, and therefore contained no 
information on the task-relevance of stimuli.
 Our data reveal an interaction between prediction and attention in early visual cortex: 
predicted stimuli engendered reduced activity compared to unpredicted stimuli when 
they were unattended and task-irrelevant, but this pattern reversed when the stimuli were 
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attended and task-relevant. Therefore, these results support a predictive coding model 
wherein attention and prediction operate synergistically to improve the precision of 
perceptual inference (Friston, 2009). This contributes to resolving the controversy in the 
literature regarding the effects of prediction on neural responses (Rauss et al., 2011).

Methods

Subjects
Twenty-two healthy right-handed individuals (fifteen female, age 24 + 3.4, mean + SD) 
with normal or corrected-to-normal vision gave written informed consent to participate 
in this study, in accordance with the institutional guidelines of the local ethics committee 
(CMO region Arnhem-Nijmegen, The Netherlands). Data from three subjects were 
excluded due to excessive head movement (more than three mm within an experimental 

Figure 2  Schematic overview of the joint effects of attention (precision) and prediction on 
prediction error. A) Depending on the context, a physically identical stimulus can match an 
observer’s predictions to different degrees. The prediction error is the mismatch between predicted 
and actual input. Here, we sketch hypothetical prediction error responses to physically identical 
stimuli, preceded by either a valid (green) or invalid (red) prediction cue. The amplitudes of the 
responses were chosen arbitrarily. B) According to recent models of perceptual inference (Rao, 
2005; Friston, 2009; Feldman and Friston, 2010), attention increases the precision of predictions. 
This enhancement of precision by attention occurs in relation to current predictions, reflected here 
by the fact that attention hardly increases precision when no stimulus is predicted to occur. The 
order of magnitude of the precision values displayed here was based on figures in Feldman and 
Friston (2009), the exact values were chosen arbitrarily, and their evolution over time was simplified. 
C) Prediction errors are weighted by their precision, calculated here as a simple multiplication of 
prediction error (panel A) and precision (panel B). The fact that attention enhances precision in 
relation to current predictions leads to an interactive effect of prediction and attention on the 
amplitude of the prediction error response.
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session). Two subjects were excluded since they reported after the experiment that they 
had not understood the task, in particular the meaning of the cues.

Experimental design
Subjects engaged in a grating orientation identification task. The task was divided into 
two sessions, with each session consisting of 42 blocks of eight trials, yielding a total of 672 
trials per subject. Each block started with a prediction cue that indicated the likely location 
of stimuli in the subsequent block of trials (Figure 1C-D). The cue was presented centrally 
for 1000 ms, and consisted of either the word “left” (indicating a 75% likelihood of stimuli 
appearing on the left), “right” (indicating a 75% likelihood of stimuli appearing on the 
right), or “neutral” (a ‘no prediction’ control condition, with a 50% likelihood of stimuli 
appearing on either side). The different block types were pseudo-randomly interleaved 
(repetitions of the same block type were prevented).
 Each trial started with a centrally presented attention cue (for 200 ms), consisting of a 
small triangle that indicated the hemifield subjects had to attend to, while maintaining 
fixation. Following a variable delay (2000-3000 ms), a circular grating stimulus was briefly 
flashed (50 ms) in either the left or the right visual field. Subjects were instructed to 
respond only when the stimulus appeared in the attended hemifield, i.e. the hemifield 
indicated by the attention cue. Stimuli on the unattended side did not require any 
response and could be ignored. Importantly, the attention cue contained no information 
about the likely location of a subsequent stimulus; the prediction cue (see above) was the 
only probabilistic cue. Instead, the attention cue told subjects which visual hemifield was 
task-relevant. Therefore, the attention cue had 100% validity in terms of where attention 
needed to be deployed for successful task performance (unlike classical Posner paradigms, 
in which subjects also need to perform their task if the stimulus appears in the ‘unattended’ 
field, see Posner, 1980). The response interval (1700 ms) was followed by a variable intertrial 
interval (300-1300 ms), resulting in an interstimulus interval of 4-6 s, sufficiently long to 
prevent low-level adaptation to a brief (50 ms) stimulus (Nelson, 1991; Boynton and Finney, 
2003). The interval between cue and stimulus and the intertrial interval were jittered to 
optimise the efficiency of our event-related design and to be able to dissociate the 
responses to cues and stimuli (Dale and Buckner, 1997). Subjects were instructed to 
maintain fixation on a centrally presented fixation point throughout the trial. There was a 
rest period after each 7 blocks and between the two sessions.
 The stimulus consisted of a circular luminance-defined sinusoidal grating with a 
spatial frequency of 3.33 cycles/degree and fixed phase. Grating contrast (6.3 + 1.1%, mean 
+ SD) was set on the basis of individual performance in a practice session outside of the 
fMRI scanner environment, and a short practice run inside the scanner. The grating 
subtended a visual angle of 3°, it was presented 1° below and 2° to the left or right of 
fixation and could be oriented either horizontally (95° orientation) or vertically (5° 
orientation). In order to drive subjects to allocate all attentional resources to the side 
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indicated by the attention cue, the grating was presented briefly (50 ms) and embedded 
in uniform noise (60% contrast, noise was only present during stimulus presentation). 
Subjects were instructed to quickly and accurately judge the grating orientation when it 
appeared in the attended hemifield, and report it by pressing one of two keys of a button 
box with their right hand.
 Visual stimuli were generated using MATLAB 7 (MathWorks, Natick, MA, US) in 
conjunction with the Psychophysics Toolbox (Brainard, 1997), and displayed on a rear- 
projection screen using an EIKI projector (1024x768 resolution, 60 Hz refresh rate).

Eye movement recording
To verify that subjects maintained fixation on the central fixation point throughout the 
trial, we monitored subjects’ eye movements using an infrared eye tracking system in the 
scanner (Sensomotoric Instruments, Berlin, Germany). We recorded eye movement data 
for eight subjects (out of the seventeen subjects included in the final analysed sample), 
which we checked for systematic differences in eye movements between conditions; we 
analysed the difference between mean pupil positions 500 ms after and 500 ms before 
stimulus onset for each trial in ANOVAs, including stimulus location, attention, and 
prediction as factors. We used separate ANOVAs to analyse vertical and horizontal 
deviations from fixation. In terms of behavioural results in the main experiment, these 
subjects were representative for the group, with no significant differences in terms of 
accuracy (two-sample t-test, t(15) = 0.08, p = 0.93) and reaction times (t(15) = 0.47, p = 0.65) 
between subjects with and without eye tracking.

fMRI acquisition parameters
Functional images were acquired using a 3T Trio MRI system (Siemens, Erlangen, Germany), 
with a T2*-weighted gradient-echo EPI sequence (TR/TE=1950/30 ms, 31 slices, voxel size 
3×3×3 mm, interslice gap 20%). Anatomical images were acquired with a T1-weighted 
MP-RAGE sequence, using a GRAPPA acceleration factor of 2 (TR/TE = 2300/3.03 ms, voxel 
size 1×1×1 mm).

fMRI data analysis
We used SPM5 (http://www.fil.ion.ucl.ac.uk/spm, Wellcome Trust Centre for Neuroimaging, 
London, UK) for image preprocessing and analysis. The first four volumes of each subject’s 
data set were discarded to allow for T1 equilibration. All functional images were spatially 
realigned to the mean image, yielding head movement parameters which were used as 
nuisance regressors in the general linear model, and temporally aligned to the first slice of 
each volume. The structural image was coregistered with the functional volumes. 
Functional images were spatially smoothed with an FWHM of 4 mm. Statistical analysis 
was performed in two stages. In the first stage, the data of each subject were modelled 
using an event-related approach, within the framework of the general linear model (GLM). 
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Regressors representing the different attention cues and stimuli were constructed by 
convolving cue- and stimulus onsets with a canonical haemodynamic response function 
(HRF) and its temporal derivative (Friston et al., 1998). Cues and stimuli appearing in trials 
in which subjects failed to respond to a relevant stimulus, or responded to an irrelevant 
one, were included as regressors of no interest, as were head motion parameters and their 
first-order derivatives (Lund et al., 2005). Finally, the data were high-pass filtered (cutoff 128 
s) to remove low-frequency signal drifts. The resulting parameter estimates for cue- and 
stimulus regressors comprised the data for the second level analysis. Effects of interest 
were specified using linear contrasts.

Retinotopic analysis 
We performed retinotopic mapping to identify the boundaries of retinotopic areas in early 
visual cortex using well-established methods (Sereno et al., 1995; DeYoe et al., 1996; Engel et 
al., 1997). Subjects viewed a wedge, consisting of a flashing checkerboard pattern (3 Hz), first 
rotating clockwise for 9 cycles and then anticlockwise for another 9 cycles (at a rotation 
speed of 23.4 s/cycle). Freesurfer (http://surfer.nmr.mgh.harvard.edu/) was used to generate 
inflated representations of the cortical surface from each subject’s T1-weighted structural 
image and to analyse the functional data of the retinotopic mapping session. Fourier-based 
methods were used to obtain polar angle maps of the cortical surface, on the basis of which 
the borders of visual areas (dorsal and ventral V1, V2 and V3 in both hemispheres) could be 
defined for each subject (Sereno et al., 1995). These retinotopic maps were used to create 
regions of interest (ROIs) using MarsBaR (http://marsbar.sourceforge.net/).
 Within each retinotopic ROI, we identified responsive and unresponsive voxels by 
selecting voxels according to their response to the grating stimulus (using the contrast 
“stimulus left > stimulus right” for ROIs in the right hemisphere and “stimulus right > 
stimulus left” for ROIs in the left hemisphere, see e.g. Bueti et al., 2010 for a similar approach). 
Responsive voxels were defined as those above the 80th percentile of t values for the 
relevant contrast, with a threshold of t > 1.65 (approximately p < 0.05), while unresponsive 
voxels were those below the 20th percentile of absolute t values, with a threshold of |t| < 
0.5. This yielded two ROIs for each visual area, one containing responsive voxels and one 
containing unresponsive voxels. MarsBaR was used to extract parameter estimates for 
cue- and stimulus regressors from each ROI, for each subject. Prior to group-level analyses, 
data were collapsed across hemispheres.
 In order to investigate whether effects of prediction changed over the course of a 
prediction block, as a result of potential bottom-up learning effects or switch costs, we 
created models of each subject’s fMRI data in which each condition was represented by 
two separate regressors; one for trials occurring in the first half of a block, and one for trials 
in the second half of a block. As a potentially more sensitive analysis, we also created 
models which included ‘time’ (i.e. position of a trial within a prediction block, 1-8) as a 
linear parametric modulator. Also in these models, each condition was represented by 
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two regressors, one modelling the BOLD response evoked by the appropriate stimuli, and 
the other its parametric modulation by ‘time’. 

Dynamic Causal Modelling
In order to investigate the effects of prediction and attention on the dynamics within and 
between early visual areas, an effective connectivity analysis using Dynamical Causal 
Modelling (DCM; Friston et al., 2003) was performed. In DCM, the states of multiple 
interacting brain regions are modelled at the hidden (i.e. not directly observed with fMRI) 
neuronal level, and combined with a hemodynamic forward model. A Bayesian estimation 
scheme is used to estimate a combined neuronal and hemodynamic parameter set, such 
that the modelled BOLD signals are maximally similar to the measured BOLD signals 
(Friston et al., 2003). The neuronal parameter set consists of three subtypes: driving inputs 
(i.e. the direct influence of stimuli on activity in a region), the fixed connectivity between 
regions (in the absence of experimental modulations), and the modulation of connectivity 
by experimental factors. Our system of interest consisted of early visual areas V1, V2, and 
V3, individually defined for each subject as the stimulus-responsive voxels in V1, V2, and 
V3, respectively, separately for the left and right hemisphere. The DCM analysis was 
therefore performed on the same voxels as the main analysis. Time series for each ROI 
were extracted as the principal eigenvariate across all voxels within the ROI, separately for 
the first and second session of the experiment. The time series were adjusted for 
movement parameters and other regressors of no interest, retaining just the effects of 
interest evoked by the experimental manipulations. For each subject, separate models 
were made for both hemispheres and both experimental sessions. The driving input to 
the system was determined by a regressor containing the onsets of all predicted and 
unpredicted stimuli contralateral to the hemisphere being modelled. We defined two 
modulatory influences: 1) Prediction in the absence of attention, and 2) Prediction in the 
presence of attention, determined by regressors containing the onsets of all stimuli 
appearing in the unattended and the attended hemifield, respectively. To capture the 
effects of prediction, these regressors were parametrically modulated by the likelihood of 
the stimulus (25%, 50%, or 75%). In our models, all three regions were reciprocally 
connected to each other, and each region had an inhibitory self-connection (modelling 
the intrinsic decay of neuronal activity; Friston et al., 2003). Five different models were 
tested, differing in which connections the two factors were allowed to modulate. In model 
A (the ‘full model’), both factors were allowed to modulate all connections between 
regions and each region’s self-connection. Self-connections model the decay of neuronal 
activity, and are therefore suitable to model effects related to prediction error; a larger 
prediction error is assumed to take longer to resolve. In model B, both factors were allowed 
to modulate only interregional connections. In the other three models, both factors were 
allowed to modulate V1’s self-connection, and the forward connections (from V1 to V2 
and V3, and from V2 to V3) were modulated by C) neither factor, D) both factors, E) only by 



99

6

ATTENTION REVERSES THE EFFECT OF PREDICTION IN SILENCING SENSORY SIGNALS

“Prediction in the presence of attention”. The particular choice of the three models with 
modulation of forward connectivity had a principled motivation. If attention indeed 
results in increased precision of predictions (and therefore increased weighting of 
prediction errors), prediction error units in V2 and V3 should become more sensitive to 
bottom-up sensory information. In terms of our DCM, this would be expressed as an at-
tention-dependent modulation of forward connectivity when, and only when, subjects 
predicted stimuli in these sensory channels. Each of these models was specified for both 
hemispheres and both experimental sessions, yielding 5x2x2 models for each subject. 
After Bayesian estimation of all parameters of the DCMs, we summed the negative 
free-energy approximation to the log model evidence (Stephan et al., 2009) for the two 
experimental sessions, yielding one value per hemisphere for each of the five different 
models per subject. These free-energy values were subsequently entered into a 
random-effects Bayesian Model Selection (BMS) at the group level (Stephan et al., 2009), 
separately for both hemispheres. This analysis yields Dirichlet distribution parameters, 
describing the probabilities for each model considered. These conditional model 
probabilities can then be used to calculate exceedance probabilities: the probability that 
a given model is more likely than any other model considered, given the data. Since our 
main prediction pertained to the effects of prediction and attention on self-connections, 
we used random effects family level inference (Penny et al., 2010) to compare the family of 
models including these connections (models A, C-E) to the model not including them 
(model B). Subsequently, we applied Bayesian Model Averaging (Penny et al., 2010) to the 
winning family of models, in order to obtain evidence-weighted parameter estimates for 
connectivity modulations, per subject, session, and hemisphere. These parameter 
estimates were averaged over sessions and tested for significance at the group level 
through one-sample t-tests, separately for the two hemispheres.

Results

Behavioural results
Subjects successfully responded to virtually all stimuli appearing in the attended visual 
field and ignored virtually all stimuli appearing in the unattended field (response rates 
were 95.5% and 2.6%, respectively), indicating that the attention cue effectively 
manipulated the task-relevance of stimuli. These percentages were not affected by the 
prediction cue (all p > 0.10, Table 1), suggesting that we successfully isolated prediction 
and task relevance behaviourally. While the prediction cue did not significantly alter 
accuracy on the orientation identification task (87.3% correct, Table 1), subjects did 
respond faster to predicted stimuli (mean RT = 806 ms) than to unpredicted stimuli (mean 
RT = 850 ms; t(16) = 3.164, p = 0.006) and stimuli preceded by a neutral cue (mean RT = 839 
ms; t(16) = 4.220, p < 0.001; Table 1).
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 A sensitive fixed-effects analysis revealed no significant differences in eye movements 
between conditions (stimulus location, attention, and prediction) in terms of either 
horizontal (F(11,4666) = 0.552, p = 0.869) or vertical (F(11,4666) = 0.605, p = 0.826) eye 
movements.

fMRI results
Analyses of stimulus-evoked activity in early visual cortex revealed a clear interactive 
effect of prediction and attention on stimulus processing (Figure 3A, compare Figure 1B), 
as opposed to two opposing main effects (Figure 1A). Stimuli that appeared on the 
unattended side evoked a reduced response when they were predicted (75% likely) 
compare to when they were unpredicted (25% likely; t(16) = 2.40, p = 0.029) in primary 
visual cortex (V1), as predicted by predictive coding models. This difference was not 
observed (significantly) in V2 (t(16) = 1.55, p = 0.139) and V3 (t(16) = 1.01, p = 0.327). On the 
other hand, stimuli that appeared on the attended side evoked a larger response in the 
early visual areas when they were predicted, compared to when they were unpredicted 
(V1: t(16) = 2.25, p = 0.039; V2: t(16) = 1.96, p = 0.067; V3: t(16) = 2.67, p = 0.017). This reversal 
of prediction-related suppression by attention is consistent with a synergistic boosting of 
precision by attention and prediction. 
 To test whether these effects were specific to neural regions involved in encoding 
the stimulus or reflect general activity modulations, we performed the same analyses for 
stimulus-unresponsive voxels in V1-V3 (see Methods for details). No significant effects of 
attention and prediction were observed in stimulus-unresponsive regions (all p > 0.10).

Table 1  Behavioural results

% responded to Accuracy RT

Attended stimuli 95.5 ± 1.0 % 87.3 ± 1.9 % 824 ± 30 ms

Predicted 95.7 ± 1.2 % 87.9 ± 2.0 % 806 ± 31 ms

No prediction 95.1 ± 1.1 % 85.7 ± 2.2 % 839 ± 31 ms

Unpredicted 95.8 ± 0.8 % 88.7 ± 1.6 % 850 ± 31 ms

Unattended stimuli 2.6 ± 0.8 %

Predicted 2.9 ± 0.8 %

No prediction 2.4 ± 0.9 %

Unpredicted 2.2 ± 1.0 %

Accuracy and reaction times for predicted stimuli (75% likely), stimuli preceded by a neutral cue (50% likely) 
and unpredicted stimuli (25% likely). All values reported as mean ± SEM.
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Figure 3  Stimulus-related activity in early visual cortex.  A) In the unattended visual field, predicted 
stimuli evoked a reduced response in V1 compared to unpredicted stimuli. In the attended field, 
predicted stimuli evoked a larger response in V1, V2, and V3 than unpredicted stimuli. B) In visual 
cortex corresponding to the visual field where no stimulus appeared, i.e. ipsilateral to the stimulus, 
unpredicted omission of a stimulus in the attended visual field evoked a larger response in V1, V2, 
and V3 than predicted omission of a stimulus. Error bars indicate SEM (*p < 0.05, **p < 0.01, † = 0.067).
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 We also tested whether these effects were stable or changed over the course of a 
prediction block, as a result of potential bottom-up learning effects or switch costs. A 
three-way ANOVA (attention x prediction x block half) revealed neither a main effect of 
block half, nor an interaction with attention or prediction, nor a three-way interaction 
between block half, attention, and prediction, in any of the three early visual areas (all F < 
2.5, p > 0.1). A specific post-hoc test to see whether the effect of prediction on attended 
stimuli was larger in the second half of a block than in the first half, also showed no 
significant difference in any of the three areas (all t(16) < 1.2, p > 0.2). Furthermore, an 
analysis wherein ‘time’ (i.e., position of a trial within a prediction block, 1-8) was included 
as a linear parametric modulator revealed no significant modulation by time of any of the 
conditions, in any of the three early visual areas (all p > 0.10). In short, we did not find any 
evidence for changes of the effect of prediction over the course of a block, suggesting the 
effects of prediction within a block were stable. 
 Since predictive coding theories state that the response in sensory cortex is largely 
determined by the violation of predictions, it may be expected that the failure of a 
predicted stimulus to appear would similarly evoke a response (prediction error) in the 
relevant sensory cortex, even though no physical stimulus is presented (Den Ouden et al., 
2009). Additionally, if attention indeed increases the precision of predictions, this effect 
may be particularly prominent when the visual location at which the stimulus was 
predicted to appear was attended as well. Therefore, we investigated responses in early 
visual cortex ipsilateral to the stimulus, i.e. corresponding to the visual field location where 
no stimulus appeared (Figure 3B) as a function of attention and prediction. Indeed, 
unpredicted omission of a stimulus in the attended visual field evoked a larger response 
in visual cortex contralateral to the attended hemifield than a predicted omission, in all 
three visual areas (V1: t(16) = 2.99, p = 0.009; V2: t(16) = 2.79, p = 0.013; V3: t(16) = 2.90, p = 
0.010), while there were no significant differences between predicted and unpredicted 
omissions in the unattended visual field (V1: t(16) = 1.52, p = 0.148; V2: t(16) = 1.25, p = 0.229; 
V3: t(16) = 0.96, p = 0.353). Again, the specificity of these effects was tested by performing 
the same analyses for stimulus-unresponsive voxels: no effects of prediction on the 
omission of stimuli were found in either the attended or unattended hemifield (all p > 
0.10).
 Predictive coding accounts of prediction and attention (Feldman & Friston, 2010) 
posit that predictions operate by silencing the prediction error within a cortical unit. 
Attention reverses this effect by boosting the precision of prediction errors, heightening 
the impact the region has on downstream regions. To test this hypothesis more directly, 
we carried out an analysis of inter-regional directed interactions using Dynamical Causal 
Modelling (DCM; Friston et al., 2003) (see Methods for details). We defined several models, 
differing in which connections were modulated by attention and prediction (see 
Methods). For both hemispheres, the most appropriate model, as determined by Bayesian 
Model Selection (Stephan et al., 2009) and family level inference (Penny et al., 2010), 
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contained modulatory influences of prediction on the self-connection of V1, while the 
model in which prediction did not modulate this connection (model B) performed the 
worst (Tables 2-3). In the absence of attention, prediction modulated V1’s self-connection 
negatively (resulting in faster decay of stimulus-evoked activity), while prediction in the 
presence of attention positively modulated this connection (Table 4, Figure 4). Model 
selection results were somewhat inconclusive with regard to the modulation of 
feedforward connections (Table 2). We therefore applied Bayesian Model Averaging 
(Penny et al., 2010), to collapse all the models that included the modulation of V1’s self-con-
nection (i.e. the ‘winning’ family, see Table 3) together. As expected, the modulation of V1’s 
self-connection by prediction in both the absence and presence of attention was 

Table 2  BMS results for DCM comparison

Left hemisphere Right hemisphere

Model
Dirichlet 
α

Exceedance 
probability

Dirichlet 
α

Exceedance 
probability

A) Full model 5.42 0.235 3.95 0.011

B)  Only interregional connections 
modulated by both factors

1.33 0.003 1.38 < 0.001

C)  Only V1 self-connection modulated 
by both factors

4.08 0.093 12.78 0.987

D)  Self- and forward connections 
modulated by both factors

3.89 0.080 1.76 < 0.001

E)  Self-connections modulated by  
both factors, forward connections 
only by “Prediction & Attention”

7.28 0.589 2.14 0.001

Table 3  Results of family level inference on DCM models

Left hemisphere Right hemisphere

Model family Exceedance 
probability

Exceedance 
probability

Including modulation of V1 self-connection
(models A, C-E)

> 0.999 0.999

Not including modulation of V1 self-connection
(model B)

< 0.001 0.001
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significant in both hemispheres, in these averaged models. Additionally, feedforward 
connections (from V1 to V2 and V3, and from V2 to V3) were significantly strengthened by 
prediction in the presence of attention, in both hemispheres (Table 4). Note that these 
connectivity results are consistent with the finding that the effects in the attended 
hemifield were present in V1 through V3, while the effects of prediction in the unattended 
hemifield were significant only in V1 (Figure 3A-B).  In sum, DCM provided strong evidence 
for an interactive effect of prediction and attention on the self-connection of V1, and 
indications of an increase of feedforward connectivity by prediction in the presence of 
attention (Figure 4).
 In order to disentangle effects related to stimulus processing from cue-induced 
baseline shifts (which may only reflect a general state of preparedness rather than 
processing of prediction error per se), we also looked at BOLD signals time-locked to the 
attention cues. We were able to do this because we modelled cues and targets separately 
in our event related design. The experiment was designed in order to be able to separately 
estimate neural responses to cue and stimulus by introducing a variable delay interval 
between attention cues and stimuli (Figure 1C-D, see Methods). We quantified the effect 
of the attention cue on pre-stimulus activity in early visual cortex by comparing neural 
activity between attended and unattended hemifields. Indeed, we observed pre-stimulus 

Figure 4  Modulation of neural dynamics in early visual cortex by prediction and attention. In 
the absence of attention, prediction negatively modulates V1’s self-connection, causing stimulus-
evoked activity to decay faster, possibly reflecting faster resolution of prediction error. However, in 
the presence of attention (right panel), prediction positively modulate V1’s self-connection, causing 
activity to decay more slowly, consistent with a stronger weighting of prediction error. In addition, 
prediction and attention together strengthen the forward connections from V1 to V2 and V3, and 
from V2 to V3. Parameter values shown here were averaged over the left and right hemispheres; see 
Table 4 for all parameters values and their statistical significance.
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attentional enhancement effects, in line with previous studies on visual spatial attention 
(Luck et al., 1997; Kastner et al., 1999; Silver et al., 2007; Murray, 2008). These effects were 
spatially specific: voxels in early visual cortex that were unresponsive to the grating stimuli 
showed no pre-stimulus increase in activity by attention (all p > 0.10; Figure 5A). 
Interestingly, this pre-stimulus attentional modulation was strongest when attention and 
prediction were incongruent (V1-V3, all p < 0.03; Figure 5B), possibly reflecting increased 
re-orienting of attention (Yantis et al., 2002) at the time of the attention cue, when the 
prediction cue had indicated the opposite hemifield, compared to when the prediction 

Table 4  Modulatory parameters for averaged DCM model

Left hemisphere Right hemisphere

Parameter 
value

p-value Parameter 
value

p-value

Prediction in the absence of attention

V1 self-connection -0.25 < 0.001 -0.17 < 0.001

V1 to V2 0.01 0.634 0.02 0.325

V1 to V3 0.04 0.100 0.03 0.215

V2 self-connection < 0.01 0.026 < 0.01 0.727

V2 to V1 < 0.01 0.700 < 0.01 0.496

V2 to V3 < 0.01 0.118 < 0.01 0.339

V3 self-connection < 0.01 0.029 < 0.01 0.641

V3 to V1 < 0.01 0.263 < 0.01 0.440

V3 to V2 < 0.01 0.971 < 0.01 0.899

Prediction in the presence of attention

V1 self-connection 0.15 < 0.001 0.19 < 0.001

V1 to V2 0.12 < 0.001 0.07 0.002

V1 to V3 0.15 < 0.001 0.08 0.002

V2 self-connection < 0.01 0.006 < 0.01 0.088

V2 to V1 < 0.01 0.002 < 0.01 0.186

V2 to V3 0.02 0.007 0.01 0.033

V3 self-connection < 0.01 0.017 < 0.01 0.111

V3 to V1 < 0.01 0.025 < 0.01 0.196

V3 to V2 < 0.01 0.051 < 0.01 0.124

Values of modulatory parameters for the DCM model averaged over the winning family of models. Bold 
font indicates significant modulations in both hemispheres.
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cue indicated the same hemifield as the attention cue. The fact that pre-stimulus activity 
revealed a different pattern compared to stimulus-evoked activity further suggests that 
our primary result of the interaction between attention and prediction was specific to 
processing of prediction error itself, which is time-locked to the onset of stimulus 
presentation.

Figure 5  Pre-stimulus attentional enhancement in early visual cortex. A) Attention led to a   
pre-stimulus increase in activity in contralateral visual cortex, only in stimulus-responsive voxels. 
Error bars indicate SEM (*p < 0.01, **p < 0.001). B) An interaction between attention and prediction 
in attention-cue related activity: the increase in activity in early visual cortex contralateral to the 
attended visual field was strongest when the attention cue was incongruent with the prediction 
cue. Error bars indicate SEM (*p < 0.05).
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Discussion

Predictive coding models of perception (Rao and Ballard, 1999; Friston, 2005, 2009; Jehee 
and Ballard, 2009) have become highly influential in understanding how the brain deals 
with sensory inputs. However, these models have been challenged by reports of increased 
neural responses to predicted stimuli that are task-relevant (Koch and Poggio, 1999). Here, 
we provide empirical support for a predictive coding model wherein attention boosts the 
precision of predictions (Rao, 2005; Friston, 2009), leading to heightened weighting of 
sensory evidence (prediction error) and a reversal of the silencing effect of prediction.

Attention reverses the silencing effect of predictions on sensory signals
When stimuli were unattended, the neural response to predicted stimuli was reduced in 
early visual cortex (Figure 3A), compared to unpredicted stimuli. This reduction in activity 
was significant in V1 but not in V2 and V3, suggesting that this silencing can take place at 
the earliest stage of the cortical hierarchy, precluding further forward propagation of the 
predicted sensory input through the cortical hierarchy. The reduction of activity for 
unattended predicted stimuli is in line with previous studies reporting reduced neural 
responses to task-irrelevant predicted stimuli (Den Ouden et al., 2009; Alink et al., 2010; 
Den Ouden et al., 2010), and consistent with theoretical models of predictive coding (Rao 
and Ballard, 1999; Friston, 2005; Jehee and Ballard, 2009). Predictive coding theories 
propose that (top-down) predictions and (bottom-up) sensory data are coded for by 
separate neuronal populations within cortical areas. Sensory data consistent with current 
predictions are inhibited, leading to remaining activity in sensory units (prediction error) 
representing discrepancies between current predictions and actual inputs, i.e. that part of 
the sensory input not accounted for by current predictions. Accordingly, in these models, 
a good match between predicted and actual input (predicted stimuli) results in less neural 
activity in sensory units than a mismatch (unpredicted stimuli). Results of the effective 
connectivity analysis (DCM) suggest that prediction (in the absence of attention) 
negatively modulated V1’s internal dynamics (Figure 4), causing stimulus-evoked activity 
to decay faster. This may reflect faster resolution of prediction error within V1, consistent 
with recent computational models of predictive coding (Spratling, 2008b, 2010).  
 A different pattern of results was observed for attended stimuli. When stimuli were 
attended, the neural response in early visual cortex was larger in amplitude (Figure 3A) for 
predicted compared to unpredicted stimuli. This is inconsistent with an explanation in 
terms of opposing main effects of prediction and attention (Figure 1A), but it is consistent 
with a synergistic interaction between the two (Figure 1B). An enhancing effect of 
prediction may at first glance seem incompatible with predictive coding theories (Koch 
and Poggio, 1999), but recent modelling studies have shown that mechanisms of 
predictive coding and attention (specifically, biased competition; Desimone and Duncan, 
1995; Reynolds et al., 1999) can comfortably co-exist within the same computational 
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model (Feldman and Friston, 2010), and can be cast as mathematically equivalent under 
certain assumptions (Spratling, 2008b). Recent Bayesian models of perception have 
proposed that attention may reflect the precision of perceptual inference (Rao, 2005; 
Friston, 2009; Hesselmann et al., 2010). Under this account, attention modulates the 
synaptic gain of neurons representing sensory data (or, equivalently, prediction error), 
causing prediction errors to be weighted according to the precision of the prediction. A 
model implementing this mechanism successfully simulated electrophysiological and 
psychophysical correlates of the Posner spatial cueing paradigm (Feldman and Friston, 
2010).
 Considering attention as a mechanism of modulating the gain of neurons representing 
sensory data not explained by predictive feedback (prediction error) is in good accordance 
with our results. When attention and prediction were congruent, i.e. when subjects 
predicted the stimulus to appear at the spatial location they were instructed to attend to, 
attention increased the precision of the prediction and weighted the sensory data more 
strongly, resulting in an increased response to predicted stimuli when they were attended 
compared to when they were unattended (Figure 3A). When attention and prediction 
were incongruent however, subjects did not predict the stimulus to appear at the spatial 
location they were attending to, and attention could therefore not boost the precision of 
the sensory prediction. This notion is also corroborated by the fact that the response to 
unpredicted stimuli was not different depending on whether they were attended or 
unattended (Figure 3A, compare red bars). So it seems that the enhancement of sensory 
data by attention was contingent upon the prediction that a stimulus would appear at the 
attended location, leading to a larger response for attended stimuli when they were 
predicted than when they were unpredicted, despite the larger mismatch between 
sensory inputs and prediction in the latter case. Mechanistically, this contingency might 
reflect that attention increases the post-synaptic gain of only those prediction error 
neurons that receive their inputs from neurons that are ‘primed’ by the current predictions.
If the increased response to predicted stimuli in the attended visual field was indeed 
established through the same mechanism that underlies the reduced response to 
predicted stimuli in the unattended field (i.e. prediction error), we would expect the same 
intra- and/or interregional connections to be modulated in both cases. Indeed, we found 
that prediction modulates the internal dynamics within V1 (silencing of prediction error), 
and this internal modulation is reversed by attention (Figure 4), causing activity to decay 
more slowly, consistent with a stronger weighting of prediction error as a result of 
increased precision. In addition, DCM results suggested that attention strengthened the 
impact of the sensory input, by enhancing the forward drive of information from V1 to V2 
and V3, and from V2 to V3. This causes the excitatory effect of prediction and attention to 
be propagated up the hierarchy, while the inhibitory effect of prediction in absence of 
attention is not propagated and confined to the primary visual cortex (see Figure 3A). 
Similar feedforward effects of attention have previously been observed using EEG (Zhang 
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and Luck, 2009). This appears an optimally efficient coding scheme for both amplification 
of relevant information and silencing of predicted irrelevant information.
 Interestingly, the framework outlined above also provides an explanation for the 
increased activity in response to the unpredicted omission of a stimulus in the attended 
visual field (Figure 3B). Here, attention and prediction together led to a strong and precise 
prediction of a stimulus appearing at this visual field location, and the violation of this 
prediction resulted in prediction error activity, even when no stimulus was present (Den 
Ouden et al., 2009; Todorovic et al., 2011). The fact that this prediction error response was 
present in all three early visual areas (Figure 3B) is consistent with the strengthening of 
forward connections by attention and prediction together, as suggested by DCM.
 Can our findings be explained by attentional modulations alone? For instance, could 
it be that the increased response to unpredicted unattended stimuli compared to 
predicted unattended stimuli is the result of increased stimulus-driven attention to 
unpredicted stimuli? This explanation is hard to reconcile with the increased neural 
response to the unpredicted omission of a stimulus in the attended field, since stimu-
lus-driven attention in this case would be engaged by the stimulus appearing in the 
unattended field, not by the absence of a stimulus in the attended visual field. Additionally, 
in our experiment, the visual onset of both the predicted and unpredicted unattended 
stimuli was irrelevant, and there was no difference between the stimuli in terms of 
bottom-up salience (which would cause bottom-up attention to be attracted more 
strongly).
 Another potential alternative explanation of the reduced response to predicted 
unattended stimuli is that the unattended visual field was suppressed more strongly 
when a distracting, irrelevant stimulus was likely to appear there than when such a 
distractor was unlikely. By this account, our results could be explained by two top-down 
attentional mechanisms: enhancement of relevant signals and suppression of distractors 
(Gazzaley et al., 2005). While this may partly explain our obtained results, it seems not fully 
consistent with it. First, distractor suppression cannot explain the increased response 
evoked by the unpredicted omission of a stimulus in the attended field, since 1) 
suppression should not occur for the task-relevant visual location, and 2) in this case there 
is no stimulus to suppress at this location. Also, whereas predictions in the presence of 
attention affected activity in and feedforward drive to all early visual regions (V1-V3), the 
prediction-modulation for unattended stimuli was only significant in V1. In contrast to this, 
the effects of top-down attention usually increase when progressing up the cortical 
hierarchy (Kastner et al., 1998; Bles et al., 2006; Buffalo et al., 2010).
 In sum, while an explanation in terms of stimulus-driven or top-down attentional 
mechanisms does not seem fully consistent with our results, we cannot rule out such an 
interpretation on the basis of the current data alone.
 Finally, since predicted stimuli, by definition, occurred more often than unpredicted 
stimuli, one may wonder whether our activity differences could be simply due to low-level 
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sensory adaptation. This is particularly relevant since prediction was manipulated in 
blocks (of eight trials), and not on a trial-by-trial basis. However, this explanation appears 
highly unlikely. First, the interstimulus interval was relatively long (4-6 s), and sensory 
adaptation effects in visual cortex appear absent at the time intervals used in the present 
study (Nelson, 1991; Boynton and Finney, 2003). More crucially, the fact that prediction had 
opposite effects on the amplitude of the neural response to a stimulus depending on 
attention is not compatible with an explanation of our results in terms of general low-level 
adaptation. However, future work would be necessary to conclusively rule out such an 
explanation, by varying both attention and prediction on a trial-by-trial basis.
 Our results suggest that unexplained sensory signals (prediction errors) are weighted 
by their precision, a notion that is well in line with studies on the role of uncertainty in 
decision-related neural signals (Behrens et al., 2007; Kiani and Shadlen, 2009). For example, 
Kiani and Shadlen (2009) showed that the neural activity in decision-related LIP neurons 
increases with certainty about perceptual choice. In another recent study, Behrens et al. 
(2007) showed that prediction errors are weighted more strongly when they are more 
informative about future reward likelihood (i.e. in a volatile environment), as reflected by 
both behaviour and activity in the ACC. The current study deals with activity modulations 
in the early sensory regions that are presumably accumulated by downstream decision- 
related regions like LIP and ACC. Therefore, while our results relate to precision in the 
sensory signal, rather than the decision signal, they are consistent with these studies (e.g., 
attended and predicted stimuli lead to high sensory precision, putatively leading to larger 
decision-related activity in areas like LIP, as evidenced by Kiani and Shadlen (2009)).

Conclusion
Predictive coding has become a highly influential theory of perceptual inference in the 
last decade (Rao and Ballard, 1999; Friston, 2005, 2009), but has been challenged by the 
observation that prediction enhances rather than reduces neural responses to task-relevant 
stimuli (Koch and Poggio, 1999; for example, compare Doherty et al., 2005; and Alink et al., 
2010; and for a review, see Rauss et al., 2011). For example, two recent studies found 
opposite effects of predictability of a visual stimulus on neural activity in early visual areas 
(Doherty et al., 2005; Alink et al., 2010). Notably, the stimulus was task-relevant in the 
former, but irrelevant in the latter study. Recent theoretical work on predictive coding 
offers a resolution of this problem, by suggesting that prediction and attention work 
together synergistically to improve the precision of perceptual inference (Friston, 2009; 
Feldman and Friston, 2010). Our results provide empirical support for this framework by 
showing that attention reverses the sensory silencing effects of prediction, and may 
thereby explain the seemingly contradictory findings in the literature regarding the 
effects of prediction on neural activity (Rauss et al., 2011).
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Abstract

Prediction errors are a central notion in theoretical models of reinforcement learning, 
perceptual inference, decision-making and cognition, and prediction error signals have 
been reported across a wide range of brain regions and experimental paradigms. Here, 
we will make an attempt to see the forest for the trees, considering the commonalities 
and differences of reported prediction errors signals in light of recent suggestions that the 
computation of prediction errors forms a fundamental mode of brain function. We discuss 
where different types of prediction errors are encoded, how they are generated, and the 
different functional roles they fulfil. We suggest that while encoding of prediction errors is 
a common computation across brain regions, the content and function of these error 
signals can be very different, and are determined by the afferent and efferent connections 
within the neural circuitry in which they arise.



115

7

HOW PREDICTION ERRORS SHAPE PERCEPTION, ATTENTION AND MOTIVATION

Introduction

Our ability to perceive structure and predict future states in the world is a remarkable feat 
that evolution has bestowed upon us. Recent theories have gone as far as surmising that 
the primary function of the neocortex may lie in the prediction of future states of the 
environment (Hawkins, 2004; Friston, 2005; Bar, 2009). These theories propose that the 
brain’s primary objective is to infer the causes of its sensory input by reducing surprise, in 
order to allow it to successfully predict and interact with the world. In support of these 
theories, there are many striking examples of the predictive nature of neural computations, 
in visual (Bar et al., 2006; Alink et al., 2010; Meyer and Olson, 2011), auditory (Ulanovsky et 
al., 2003; Baldeweg, 2006; Todorovic et al., 2011) and somatosensory perception (Akatsuka 
et al., 2007; van Ede et al., 2011), as well as in action (Blakemore et al., 1998; Bestmann et al., 
2008; Franklin and Wolpert, 2011), language (Kutas and Hillyard, 1980), memory (Erickson 
and Desimone, 1999; Kumaran and Maguire, 2006, 2009), cognitive control (Alexander and 
Brown, 2011), and motivational value processing (Schultz, 1998; Hare et al., 2008; Daw et al., 
2011). Since the world is a continuously changing and stochastic environment, these 
predictions likewise need to be continuously changed and fine-tuned on the basis of 
novel information, which may conflict with the organism’s prior expectations. When such 
a mismatch between prior expectations and reality arises, this is referred to as a prediction 
error. 
 The study of prediction and prediction error signals in the brain is encountered in the 
largely segregated research fields of perception and motivational control. Prediction 
errors are prominent in models of perception (Rao and Ballard, 1999; Lee and Mumford, 
2003), which propose how prior expectations help us to make sense of our environments. 
In these models, predictions of impending perceptual events help us quickly interpret and 
disambiguate noisy and ambiguous input (Kersten and Yuille, 2003; Sterzer et al., 2008). 
Predictions and prediction errors are also key concepts in models of reward learning, 
motivational control and decision-making (e.g., (Rescorla and Wagner, 1972; Pearce and 
Hall, 1980; Behrens et al., 2007; Niv and Schoenbaum, 2008). These models describe how 
we learn where the bad things lurk and the good things live, and which actions to 
undertake to avoid them or seek them out respectively (Schultz et al., 1997; Schultz and 
Dickinson, 2000; Wise, 2004). 
 In fact, prediction errors are reported in a bewildering breadth of (hundreds of) 
studies. While these are all referred to as prediction errors, the signals reported and 
discussed in the fields of perception on the one hand and motivational control and 
learning on the other, do not appear to be of the same nature or serve the same functions. 
Nevertheless, recent experiments and theorizing suggest that coding of prediction errors 
does reflect a general neural coding strategy (Friston, 2005; Clark, 2013). We will build on 
these ideas and aim to bring closer these disparate literatures on the role of prediction 
errors in perception and motivational control (Bromberg-Martin et al., 2010; Redgrave et 
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al., 2011). In the first section, we will give a brief overview of the main ‘classes’ of prediction 
errors that have been reported, where we will focus on sensory cortical prediction errors 
versus motivationally valenced subcortical prediction errors. Next, we will look in detail at 
where and via which neurophysiological mechanisms these classes of prediction errors 
are generated. Finally, we will look at what roles prediction errors play in perception, 
attention and motivational control and how they help us to successfully interact with a 
continuously changing world. We will outline how the same fundamental computational 
operations can give rise to different functions and highlight the importance of considering 
the neural circuits in which the prediction errors arise.

What are prediction errors, and where in the brain are they encoded?
Principally, a prediction error can be defined as the mismatch between a prior expectation 
and reality. Prior expectations are based on an agent’s model of the world, which is partly 
hard-wired in the structure of neural circuits and partly derived from statistical regularities 
in the sensory inputs that the agent experiences over a lifetime. As such, a prediction  
error signals a deviation of the current state with respect to what is predicted based on 
the current model of the world, and calls for an update. Exposure to experimentally 
manipulated environments indeed alters prior expectations, even when such expectations 
are the result of a lifetime of experience, such as the prior that light comes from above 
(Adams et al., 2004), or that slow motion speeds are more likely than fast ones (Weiss et al., 
2002; Sotiropoulos et al., 2011a). The notion of the coding of prediction errors as a 
ubiquitous strategy is supported by the observation that prediction error signals appear 
ubiquitously throughout the brain, in relation to the processing of sensory signals, value, 
motor actions and cognitive control. One may object that, if prediction errors are so 
general, to the degree that all our brains do is code predictions and prediction errors - 
then how can we achieve such extensive neural specialization for actions, emotions, and 
generally functional specialisation of areas? The answer lies in the notion that, while 
coding in terms of prediction errors is a common currency across brain regions, the exact 
content and nature of these error signals vastly differs between areas and functional 
 specializations. Below, we will first discuss two main classes of prediction errors that have 
been reported in the last decades. Roughly, these can be divided into on the one hand 
perceptual and cognitive prediction errors, which report the degree of surprise with 
respect to a particular outcome, and on the other hand motivational prediction errors, 
which also report the valence (sign) of a prediction error, i.e. not only whether the outcome 
was surprising, but also whether it was better or worse than expected. 

Perceptual prediction errors
One of the most basic and robust paradigms to demonstrate neuronal responses to 
unexpected stimuli is the oddball paradigm. Here, presentation of a deviant oddball 
stimulus in a sequence of repeated standard stimuli elicits larger neural activity over 
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sensory areas. This has become known as the mismatch negativity (MMN) in electro-
physiological research, because of a larger deflection of a negative-going evoked 
potential, when measured with EEG. The MMN was first described in the auditory domain 
(Näätänen, 1990), and has later also been observed in the visual (Stagg et al., 2004) and 
somatosensory (Akatsuka et al., 2007) modalities. 
 The MMN was originally interpreted as resulting from change detection, when a 
physically different stimulus followed a series of physically identical stimuli. However, 
subsequent evidence has shown that the MMN is different from simple repetition 
suppression, and is the result of a violated prediction, rather than a physical stimulus 
change (Summerfield and Koechlin, 2008; Todorovic et al., 2011; Bendixen et al., 2012; 
Wacongne et al., 2012) (Figure 1A). For example, when a series of rising tones is expected, 
an MMN is observed when two identical tones are played in succession (Tervaniemi et al., 
1994). Also, the neural effects of expectation and repetition appear distinct: when 
orthogonally manipulating stimulus expectation and stimulus repetition, neural responses 
in a very early time window (40-60 ms) are attenuated by stimulus repetition but not 
stimulus expectation, while neural responses in a later time window (100-200 ms) are 
modulated by expectation but not repetition (Todorovic and De Lange, 2012).
 Perceptual prediction error responses can also be dissociated from related concepts 
like adaptation and stimulus-driven attention in so-called omission paradigms, in which 
the neural response to a predicted but withheld event is measured. Remarkably, there is a 
robust cortical response to such surprising stimulus omissions in the relevant sensory 
cortical areas (Den Ouden et al., 2009; Todorovic et al., 2011; Wacongne et al., 2011; Kok et 
al., 2012b). Unlike the reduced response for repeated items, it is difficult to explain these 
brain responses to surprising omissions in terms of stimulus adaptation, since there is no 
physical stimulus presented. Similarly, while larger neural responses to surprising stimuli 
can potentially be explained by larger bottom-up (stimulus-driven) attention, this account 
fails to explain the larger activity for surprising omissions, given the absence of a stimulus 
that one could attend to. 
 Although examples of perceptual surprise responses such as the MMN are abundant 
in primary sensory cortices (Den Ouden et al., 2009; Alink et al., 2010; Kok et al., 2012a), they 
are also widely reported in more specialized visually responsive regions. For example, 
Meyer and Olson (2011) observed a transitional surprise effect in inferotemporal cortex, 
the terminus of the ventral stream, where object-selective neurons exhibited a much 
stronger response to unpredicted than predicted images, after image transitions were 
learned by associative pairing (Meyer and Olson, 2011) (Figure 1B). 
 Finally, prediction error responses have been reported not only within, but also 
between sensory modalities, most notably between the auditory and visual domain. For 
example, in audiovisual speech perception, visual input (lip movements) predicts auditory 
input (speech sounds), and artificial incongruence between the two has been shown to 
distort speech perception (McGurk and MacDonald, 1976) as well as increase neural 
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Figure 1 Top row: Examples of unsigned prediction errors. A) MEG: Larger evoked activity in the 
auditory cortex for repeated but unexpected auditory stimuli. Reprinted from (Todorovic et al., 
2011) with permission from the authors. B) Single-unit recordings: Larger population firing rate in 
the inferotemporal cortex for unexpected images. Reprinted from (Meyer and Olson, 2011) with 
permission from the authors. C) fMRI: correlation between the degree of surprise evoked by a 
(present or absent) visual stimulus and striatal (top and bottom left) and primary visual (bottom 
right) hemodynamic activity. Reprinted from (Den Ouden et al., 2009) with permission from the 
authors. Bottom row: examples of signed prediction errors: D) fMRI: increased hemodynamic activity 
in the VTA for outcomes that are better than expected, but decrease for worse than expected. 
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Reprinted from (Klein-Flugge et al., 2011), copyright (2011) with permission from Elsevier. E) Single
unit recordings: neurons in the lateral habenula signal punishment prediction errors, as they fire 
stronger for outcomes that are worse than expected, and less for outcomes that are better than 
expected, both in the rewards (top) and punishment (bottom) domain. Reprinted by permission 
from Macmillan Publishers Ltd: Nature Neuroscience, (Matsumoto and Hikosaka, 2009a), copyright 
(2009). F) Single unit recordings. Top panel: firing rate of dopaminergic neurons in the VTA at the 
time of the reward signalling cues (dark grey), and presentation vs. omission of reward (light grey 
block). Bottom panel: GABAergic neurons fire in response to the predictive peaking at the time of 
the predicted reward, independently of the nature of the outcome (reward or no reward). Reprinted by 
permission from Macmillan Publishers Ltd: Nature, (Cohen et al., 2012), copyright (2012).
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activity in the superior temporal sulcus, a well-known multisensory region (Arnal et al., 
2009; Arnal et al., 2011). In line with predictive coding accounts, the more predictive a 
visual stimulus is of the subsequent spoken syllable, the stronger the response in superior 
temporal sulcus when this prediction is violated (Arnal et al., 2009). Interestingly, this 
prediction error response is accompanied by increased functional connectivity between 
superior temporal sulcus and (unimodal) auditory and visual sensory regions, as well as 
increased gamma activity in these lower-order sensory regions (Arnal et al., 2011). These 
results are suggestive of predictive hierarchical message passing across modalities: the 
increased gamma-activity reflects increased ascending information from the unimodal 
sensory regions (Arnal and Giraud, 2012) which send a prediction error to the superior 
temporal sulcus.
 One may wonder why these prediction error or surprise responses should be present 
in so many neural structures along the ventral visual stream, from primary sensory cortices 
to infero-temporal cortex and hippocampus. In other words: Why do we need so much 
‘prediction error’ signalling? It is important to realize here that these prediction errors are 
not simply an unspecific ‘surprise’ response, but that they are linked to a particular 
representation or prediction. As such, a prediction error response in a V1 neuron signals 
surprise about the unexpected presence (or absence) of an oriented edge in a particular 
part of the visual field, whereas surprise responses in inferotemporal neurons pertain to 
surprise with respect to highly specific categories of objects. In line with this, Peelen and 
Kastner (2011) showed that the activity pattern of omissions contains information about 
the identity of the absent stimulus. Therefore, perceptual prediction errors do not merely 
signal surprise, but have representational content. 

Cognitive prediction errors
Cortical areas that are not considered to be part of a sensory processing stream, but 
instead operate on higher-order representations have also been shown to be sensitive to 
both predictability and surprise. For example the anterior hippocampus shows larger 
activity for statistically structured compared to random sequences (Turk-Browne et al., 
2009), and exhibits largest activity for unexpected sequences of events, i.e. when 
predictions about how future events will unfold are violated (Kumaran and Maguire, 2006, 
2009). A recent study also suggests that the hippocampus stores and generates predictions 
of complex visual shapes, in line with the larger activity for unexpected shapes observed 
by earlier studies (Schapiro et al., 2012). This study found that the exact activity patterns in 
the hippocampus to different stimuli became more similar after a learning phase in which 
these stimuli were paired. Interestingly, this shaping was ‘forward-looking/predictive’ in 
the CA2/3 and dentate gyrus sub-regions of the hippocampus. In this experiment, two 
stimuli (A and B) were paired together, such that A was likely to be followed by B (A→B), 
but B was unlikely to be followed by A. After learning, the activity pattern for stimulus A 
(A-post) became more similar to the activity pattern for stimulus B before learning (B-pre). 
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However, the activity pattern for B after training (B-post) did not become more similar to 
the activity pattern to A before learning (A-pre), which excludes an explanation in terms of 
simple association. Even higher in the cortical hierarchy and further away from the 
‘sensory’ prediction errors are the ‘cognitive’ prediction error signals, repeatedly observed 
in the dorsolateral prefrontal cortex. In various paradigms, in which subjects need to 
predict outcome stimuli based on previously learned associations, the dorsolateral 
prefrontal cortex strongly responds to abstract rule violations, independently of stimulus 
novelty (Fletcher et al., 2001; Corlett et al., 2004; Turner et al., 2004). 

Motivational prediction errors
The sensory and higher-order cognitive prediction errors described above reflect only 
one aspect of the mismatch between a prediction and the outcome, namely the size of 
this mismatch. In perceptual inference, an outcome can be more or less surprising, but 
never better or worse than expected. These prediction errors, which do not reflect the 
valence of the outcome but simply the surprise engendered by this outcome, are often 
referred to as ‘unsigned’ prediction errors. However, in order to learn and use prediction 
errors to guide motivational action, not only the size, but also its valence (i.e. sign) of the 
prediction error is of relevance. In other words, the prediction error has to reflect also 
whether an outcome was better or worse than expected. 
 Signed prediction errors play a central role in many computational models of 
reinforcement learning. These models describe how an agent learns the value of actions 
and stimuli in a complex environment, and signed prediction errors that contain 
information about the direction in which the prediction was wrong, serve as a teaching 
signal that allows for updating of the value of the current action or stimulus. In a seminal 
series of studies, Schultz and colleagues showed that the firing pattern of phasic dopamine 
neurons in the macaque ventral tegmental area (VTA) reflects exactly such reward 
prediction errors (Romo and Schultz, 1990; Mirenowicz and Schultz, 1994, 1996; Schultz, 
1998). These neurons (i) increase their firing rate when an outcome was better than 
expected, (ii) do not change when the outcome was expected and (iii) fall silent when an 
expected reward is omitted (Figure 1D-F). This neuronal behaviour supports the 
hypothesis that the dopamine neurons in the VTA signal reward prediction error (Schultz 
and Dickinson, 2000). Computational reinforcement learning models propose that 
prediction errors in part determine the size and direction of the update of the prediction 
engendered by the cue (Rescorla and Wagner, 1972; Schultz and Dickinson, 2000), and as 
such play a central role in motivational learning. 
 Inspired by the results from these animal experiments, fMRI studies have subsequently 
shown that also in humans the VTA responds to the difference between expected and 
actual rewards (D’Ardenne et al., 2008; Klein-Flugge et al., 2011). Additionally, many human 
fMRI studies reported reward prediction error responses in the ventral striatum for a wide 
range of stimuli including attractive faces, money and food (e.g., (Pagnoni et al., 2002; 
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McClure et al., 2003; O’Doherty et al., 2003; Abler et al., 2006; Rodriguez et al., 2006; Bray and 
O’Doherty, 2007; Seymour et al., 2007; Yacubian et al., 2007; Hare et al., 2008; Niv et al., 2012). 
 Complementing research on reward prediction errors, there is some evidence for 
neurons or neuronal populations responding in a manner consistent with punishment 
prediction errors. Neurons in the primate lateral habenula, for example, show increased 
activity after an unexpected punishment, and decreased activity after an unexpected 
reward (Matsumoto and Hikosaka, 2007) (Figure 1E). Such punishment prediction errors 
are also observed in the VTA, possibly resulting from projections from the lateral habenula 
to VTA GABAergic neurons (Cohen et al., 2012). Using fMRI, punishment prediction errors 
have also been reported in the human striatum (Seymour et al., 2007) and in the amygdala 
(Yacubian et al., 2006). 
 The unsigned prediction errors described in the previous sections on perceptual and 
cognitive prediction errors were all observed in cortical regions, whereas the signed 
reward and punishment prediction errors in this section were generally reported from 
subcortical areas. This may create the impression of a cortical/subcortical divide with 
respect to the information content of the prediction errors. However, subcortical unsigned 
prediction errors to valenced stimuli have also been reported, notably in the primate 
midbrain dopamine neurons in the substantia nigra. These neurons increase their firing 
rate to unexpected stimuli, independent of the valence (reward or punishment; 
Matsumoto and Hikosaka, 2009b). Similarly, a haemodynamic correlate of unsigned 
prediction errors has also been observed in the human brain even in response to 
affectively neutral stimuli, both in the striatum (Zink et al., 2003; Den Ouden et al., 2009; 
Den Ouden et al., 2010), and in the VTA (Bunzeck and Düzel, 2006). Although rarer, signed 
motivational error signals have also been reported in cortical areas, including in the 
orbitofrontal cortex to reward (Takahashi et al., 2009; Sul et al., 2010), the insular cortex to 
punishment (Pessiglione et al., 2006), and in the medial prefrontal cortex to both positive 
and negative feedback (Matsumoto et al., 2007). 

How are prediction errors generated?
As discussed above, prediction errors appear ubiquitously throughout the brain, lending 
support to the notion that coding of prediction errors is a general neural coding strategy 
(Friston, 2005; Clark, 2013). In models of predictive coding, the brain constructs a generative 
model of how causes in the world elicit sensory inputs. Then, given some sensory inputs, 
this model can be inverted to recognise the causes of these inputs. In this scheme, each 
level of the processing hierarchy receives bottom-up sensory input from the level below 
and top-down predictions from the level above. Prediction error, i.e. the difference 
between the true and estimated probability distribution of the causes, is minimised at all 
levels of the hierarchy by adjusting connection strengths through synaptic plasticity 
(Friston, 2005). In this next section we will discuss in more detail how these prediction 
errors may be generated. 



123

7

HOW PREDICTION ERRORS SHAPE PERCEPTION, ATTENTION AND MOTIVATION

Cortical prediction errors: layers and columns
Contemporary predictive coding models (Rao and Ballard, 1999; Friston, 2005; Spratling, 
2008b) posit the existence of separate ‘representation’ or ‘prediction’ units (P) and 
‘prediction error’ units (PE) within each cortical column. In these models, the cortical 

Figure 2  Generation of PEs. A) Generation of PEs within a cortical ensemble. PEs are generated by 
mismatch between predictions (P, in agranular layers, inhibitory) and input (originating from L2/3 
from lower unit, arriving in L4, excitatory). The PE unit therefore reflects the difference between 
input and prediction, and activity in P units will be updated to minimise this discrepancy. Predictions 
(P) are both sent forward as input to a hierarchically higher-level (via supragranular layers, L2/3) 
and backward to update predictions at a lower-level (via infragranular layers, L5/6). B) Generation 
of PEs within the hippocampus. Predictions, based on stored memories drive CA3 via layer 2 of 
the enthorinal cortex. CA3 provides an inhibitory signal to CA1. At the same time, sensory inputs 
from layer 3 of the entorhinal cortex provide excitatory input to CA1, which is thought to serve as 
a “comparator” between predictions and input. The resulting mismatch is sent as output to (a.o.) 
VTA. C) Generation of PEs within VTA. VTA GABAergic neurons exert an inhibitory influence that 
counteracts the driving excitatory input from primary rewards when the reward is expected.
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column is considered the basic computational module (Mountcastle, 1997; Bastos et al., 
2012), although see (Horton and Adams, 2005). There are intrinsic (within the cortical column) 
and extrinsic (between columns) connections between P and PE units (Figure 2A). There are 
several flavours of predictive coding architectures, which (under some simplifying 
assumptions) are mathematically equivalent (Spratling, 2008b). While these models differ in 
terms of their exact connectivity pattern, at the heart of all of these models are the 
interactions between excitatory and inhibitory P and PE units (Spratling, 2008b). 
 Figure 2A illustrates a potentially neurophysiologically plausible implementation of 
message- passing within and between P and PE units. Here, prediction errors (PE) could be 
generated in the granular layer (L4) of a cortical column, by subtracting the prediction (P) 
response from the agranular layers from the input (which is provided by the lower-level). 
Large prediction errors lead to updating of predictions, which are then sent forward as 
input to higher cortical areas (via superficial layers, L2/3), as well as backward to update 
predictions in lower areas (via deep layers, L5/6). In this scheme, the excitatory feedback 
from higher to lower P units can be thought of as activating hypotheses, and provides a 
natural explanation for phenomena such as ‘omission responses’ (see paragraph on 
“Perceptual prediction errors” earlier). Namely, predictions (P units) at higher-levels activate 
predictions (P units) at lower-levels, giving rise to a neural response even when no stimulus 
is presented but a stimulus is expected. While this scheme differs in some respects to 
 implementations suggested previously (Rao and Ballard, 1999; Friston, 2005), it has been 
shown to be mathematically equivalent under some simplifying assumptions (Spratling, 
2008b) and relies on the same general principle of inhibition of PE units by P units. Note 
that this message-passing scheme is not necessarily restricted to early sensory cortex 
(where it has been studied in most detail), but is thought to represent a general coding 
scheme of cortico-cortical interactions. 
 Although the scheme described above is appealing, future empirical work on the 
timing of activity in different layers, as well as a fuller understanding of the intrinsic and 
extrinsic connectivity patterns within and between cortical units is sorely needed to 
provide a stronger empirical basis for this theoretical proposition. More generally speaking, 
since there is at present no direct evidence for distinct P and PE units within the cortical 
hierarchy (Summerfield and Egner, 2009), it will be imperative for future studies to 
concurrently measure several cortical units with greater (laminar) specificity, in order to 
further elucidate the actual neural implementation of the communication between 
potential P and PE signals. 

Subcortical prediction errors
A similar integration of feedback predictions and feedforward inputs is thought to give 
rise to the generation of prediction errors in subcortical circuits. An elegant recent 
optogenetic study showed in detail a mechanism at the level of the microcircuits that 
underlies the generation of a dopaminergic reward prediction error signal in the VTA 



125

7

HOW PREDICTION ERRORS SHAPE PERCEPTION, ATTENTION AND MOTIVATION

(Cohen et al., 2012). This study revealed that a top-down inhibitory input on the dopaminergic 
neurons in the VTA in proportion to the expected reward is present during the delay 
between a predictive cue and the outcome, as previously proposed by theoretical models 
(Schultz et al., 1997). While dopaminergic VTA neurons showed responses consistent with 
coding of reward prediction errors, GABAergic neurons showed persistent activity during 
the delay between a reward-predicting cue and the outcome. This activity was not sensitive to 
the actual outcome, i.e. whether the reward was delivered or omitted, but was proportional  
to the reward prediction engendered by the cue. Thus, VTA GABAergic neurons provide an 
inhibitory input counteracting the bottom-up ‘drive’ from expected but not unexpected 
rewards. These GABAergic VTA neurons in turn receive prefrontal and subcortical inputs, 
which could relay the reward prediction signals engendered by the cues (Matsumoto and 
Hikosaka, 2007; Takahashi et al., 2011). Thus, top-down cortical and subcortical predictions 
may set a threshold via GABAergic VTA neurons that the bottom-up primary reward signals 
that are driving the dopaminergic VTA neurons need to overcome. Negative reward 
prediction errors observed in the VTA neurons, i.e. a dip in response to a punishing event, 
could be driven by lateral habenula neurons that respond to aversive events and project to 
the VTA GABAergic neurons (Jhou et al., 2009). 
 In the previous example, the prediction error was computed within the midbrain 
itself. However, subcortical prediction error signals may also arise as input signals from 
cortical areas. For example, the hippocampus induces novelty-dependent dopaminergic 
responses in the VTA (Lisman and Grace, 2005). Here, area CA1 of the hippocampus acts as 
a ‘comparator’, of predictions from neurons in CA3, triggered by sensory cues, to ‘reality’ 
from sensory cortical inputs. A second example are the unsigned prediction errors at very 
short latencies in the dopaminergic neurons of the substantia nigra pars compacta 
(Matsumoto and Hikosaka, 2009b) that are a result of projections from the primary sensory 
superior colliculus, which signals novel, salient and unexpected events in a retinotopic 
fashion (Comoli et al., 2003).

A fundamental computation
Having taken a closer look at the mechanisms by which prediction errors are generated in 
both cortical and subcortical structures, it appears that there are some universal 
mechanisms underlying the generation of prediction errors. In short, feedback ‘prediction 
units’ (e.g., deep layers in hierarchically higher visual areas, CA3, prefrontal cortex) set an 
activity pattern that is integrated with feedforward inputs in ‘prediction error units’ (e.g., 
granular layer in hierarchically lower visual areas, CA1, VTA), to reflect the difference 
between prediction and reality (Figure 2). The exact content and nature of the prediction 
errors is determined by the neural circuitry in which the prediction errors arise. Thus, 
within the visual processing hierarchy, predictions concern primary visual ‘currencies’ such 
as orientation and contrast, and so prediction errors will reflect surprise about orientation 
and contrast. These prediction errors percolate up to and are integrated in messages sent 
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to higher-order areas, where predictions pertain to e.g., faces and houses, and prediction 
errors will reflect surprise about faces and houses. In limbic areas, feedback predictions 
will concern expectations about good and bad upcoming events, and so prediction 
errors will reflect surprise in this domain. Similarly, the role that a particular prediction error 
plays will depend crucially on the neural circuit in which it arises: prediction error signals 
that are projected to sensory areas are in a position to affect perceptual inference, whereas 
prediction error signals arriving in motor areas can (more directly) affect behaviour. In the 
next section we will discuss various neural circuits and the different functions that 
prediction errors may fulfil. 

How are prediction errors used?
The exact role a prediction error plays depends on several factors. First, the information 
content carried by prediction errors affects how they will be used. Unsigned perceptual 
prediction errors carry information about the surprising presence or absence of a stimulus 
feature in the visual scene (i.e., represent the difference between current predictions and 
sensory input), and thereby allow to update the current model of the world. Signed 
reward prediction errors contain information about the direction of the error, and therefore 
can afford learning by signalling the direction of an update, or motivational processing by 
signalling the valence of an outcome. Second, prediction error neurons can affect 
post-synaptic signalling on different timescales. Post-synaptic effects may be short-lived 
and directly affect perception, behaviour, or attention, or they might control storage and 
updating of predictions by inducing changes in synaptic strength. 
 In this section, we will discuss the various roles cortical and subcortical prediction 
errors may play. We discuss three main functions of prediction errors. First we will discuss 
how perceptual prediction errors aid us to rapidly make sense of sensory inputs, i.e. 
perceptual inference, and how prediction errors are crucial in shaping of internal 
generative models of the world that allow us to interact with the world. Next we will 
discuss how these sensory and higher-order cortical prediction errors can alert us to 
unexpected events and allow for reorienting responses. Then we will zoom in on the role 
of prediction errors in motivational learning and action selection. We will use the role of 
prediction error signals in the basal ganglia in selection of cortical representations to 
illustrate how the same fundamental computation may lead to different functional results, 
underlining the importance of taking into account the neural network in which a 
prediction error arises. Finally, we will discuss how the impact of prediction errors may be 
dependent not only on their magnitude, but also on their precision. 

Perceptual inference
The role of prediction errors in inference has been elaborated on most extensively in the 
domain of perception. Helmholtz famously viewed perception as the generation of a best 
guess (i.e. inference) about the state of the world, in view of the data (Helmholtz, 1867). In 
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other words, the brain creates an internal generative model of the world that embodies a 
prediction of what will be observed next. Prediction errors can then be seen as a measure 
of how good such a guess is; iterative hypothesis testing (i.e. prediction error minimisation) 
across the cortical hierarchy will result in the best possible explanation of the input given 
the agent’s generative model. Crucially then, the brain’s generative models shape 
perception; what we perceive is that part of our model of the world that best fits current 
inputs and expectations, rather than simply an accumulation of sensory evidence. This 
view is corroborated by the fact that in the brain, ‘waves’ of feedforward and feedback 
activity have been observed (Lamme and Roelfsema, 2000) and that feedback connections 
greatly outweigh feedforward connections, even in very basic sensory areas such as 
between V1 and LGN (Peters et al., 1994). Functionally, it has been shown that processing 
in even the earliest stages of the cortical hierarchy is affected by prior expectations (Den 
Ouden et al., 2009; Alink et al., 2010; Todorovic et al., 2011; Kok et al., 2012a). Specifically, 
valid prior expectations allow for selecting the proper hypotheses (i.e. activating relevant 
P-units) in advance of stimulation, facilitating perception (Bar, 2004) and enhancing neural 
representations of stimuli, while reducing the amount of processing required. Empirical 
support for this process is provided by a recent behavioural/modelling study which has 
found that the effects of prior expectations on contrast sensitivity are well explained by an 
increase of baseline activity in signal-selective sensory neurons, reflecting the activation 
of P-units (Wyart et al., 2012). This issue was also tackled by a recent fMRI study in our lab 
that manipulated subjects’ expectations about upcoming visual stimuli, and probed the 
effects this had on neural activity in the primary visual cortex (V1) (Kok et al., 2012a). 
Crucially, this study investigated not only the amplitude of the neural response evoked by 
stimuli, but also used multivoxel pattern analysis to study the effect of expectation on the 
amount of information contained in the neural signal. Interestingly, a valid expectation led 
to a decrease in the amplitude of the neural signal evoked by stimuli in V1, but an increase 
in the amount of stimulus information contained in the signal. That is, when the proper 
hypothesis is selected prior to stimulation, less message passing across the hierarchy is 
needed to settle on the best explanation of the incoming data, allowing the brain to settle 
on the best explanation of the incoming data more efficiently. Such neural representa-
tions are also more unequivocal, since hypotheses that are not pre-selected are not tested, 
unless there is strong evidence for them in the input, i.e. unless the prior expectation was 
invalid and large prediction errors ensue. Therefore, when sensory information is 
ambiguous, prior information can serve to disambiguate perception (Sterzer et al., 2008; 
Hsieh et al., 2010; Wyart et al., 2012). 
 Further empirical evidence for the shaping of internal generative models based on 
the statistics of the world comes from a study that used neural recordings in ferrets (Berkes 
et al., 2011). These authors investigated spontaneous cortical activity in early visual cortex, 
in absence of any visual stimulation, and compared this to visual activity evoked by natural 
scenes. Interestingly, the similarity between these activity patterns increased with age, 
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and was specific to responses evoked by natural scenes. These results suggest that the 
spontaneous fluctuations in the visual cortex may embody internal models, which are 
optimally adapted to the statistics of the environment as the animals learn to navigate 
their environment. 

Alerting and orienting
Perceptual prediction errors also have been proposed to signal salience (Spratling, 2012a). 
Under this account, salience is determined by how unexpected an input is, and not solely 
by bottom-up stimulus characteristics such as contrast (Li, 2002). In fact, salience arises 
quite naturally from predictive coding theories of neural processing, since the amplitude 
of the response a stimulus evokes is directly determined by how unexpected it is. This 
allows the brain to devote relatively little (attentional and metabolic) resources to expected 
inputs, such as when driving a car in a familiar environment, without losing sensitivity to 
potentially vital unexpected inputs such as a deer crossing the road. In fact, silencing 
expected inputs would make such an unexpected event stand out even more. This 
benefit is due to the fact that, in predictive coding, silencing occurs on the basis of 
(learned) expectations, as opposed to attentional suppression of particular parts of the 
sensory inputs, such as certain spatial locations or features, which would reduce sensitivity 
for stimuli sharing (some of) those features.
 Detection of a salient stimulus can then be used as an alerting/reorienting signal, and 
relayed to the appropriate nodes that can implement a shift in attention or behaviour.  
In line with this, midbrain dopamine neurons (substantia nigra pars compacta) show a fast 
(<100 ms) phasic increase in firing in response to salient unexpected sensory stimuli, via a 
direct projection from the superior colliculus (Comoli et al., 2003; Dommett et al., 2005). 
These  salience-encoding neurons fit well with theories suggesting that dopamine plays an 
important role in alerting, orienting and arousing responses (Redgrave et al., 1999; Kapur, 
2003; Redgrave and Gurney, 2006). The lateral substantia nigra pars compacta also receives 
excitatory cortical inputs from somatosensory and motor cortex (Watabe-Uchida et al., 
2012), as well as the subthalamic nucleus, which in general responds to sudden changes in 
the environment as well as various motor and reward events (Matsumura et al., 1992). 
 The basal ganglia are an important output target of the substantia nigra dopamine 
neurons, and are in an excellent position to implement a reorienting action in response to 
a salient stimulus, to enable further processing of this stimulus (Redgrave et al., 2011). We 
and others have shown hemodynamic activity in response to unsigned prediction errors 
in the main input node of the basal ganglia, the striatum (Zink et al., 2003; Wittmann et al., 
2007), even to surprisingly absent stimuli (Den Ouden et al., 2009).
 Fast, unsigned prediction errors from sensory areas may allow the basal ganglia to act 
as a circuit breaker, by inhibiting ongoing behaviour or processing and allowing for 
reorienting towards an unexpected stimulus (Redgrave et al., 1999; Bromberg-Martin et 
al., 2010). In line with these suggestions, we have shown using fMRI that striatal prediction 



129

7

HOW PREDICTION ERRORS SHAPE PERCEPTION, ATTENTION AND MOTIVATION

error activity gates effective connectivity from visual areas to the premotor cortex, 
upregulating visual input in response to unexpected stimuli, which required an 
unexpected response (Den Ouden et al., 2010). Underlining the universality of the basal 
ganglia gating function, we also showed that striatal activity to salient stimuli gated 
prefrontal inputs to visual areas to upregulate processing of the visual stimuli accompanying  
an attentional shift (Van Schouwenburg et al., 2010). 

Motivational control and learning
As mentioned above, reinforcement learning models suggest a crucial role for prediction 
errors in learning (Rescorla and Wagner, 1972; Pearce and Hall, 1980). Experimentally, it has 
been shown that surprise is crucial for learning through a phenomenon called ‘blocking’ 
(Kamin, 1969). Here, when the presence of a reinforcer can be fully predicted by the cues 
present, then an additional cue will not become associated with the reinforcer, even if 
they are paired repeatedly. 
 Dopaminergic (signed) reward prediction errors in the VTA have long been suggested 
to play a crucial role in reinforcement learning (Schultz et al., 1997). Systemic manipulations 
of dopamine levels in patients and healthy subjects show opposite effects on reward- and 
punishment-based learning (Frank et al., 2004; Moustafa et al., 2008; Cools et al., 2009; 
Palminteri et al., 2009). These opposite effects are suggested to reflect modulation of 
distinct striatal pathways that mediate activation and inhibition of responses via 
frontostriatal coupling changes (Frank, 2005). A large positive reward prediction error will 
strengthen the associated action, whereas a negative reward prediction error would 
inhibit actions. This will then result in a selection bias towards the positively reinforced 
actions in the future. Thus, reward prediction errors in the basal ganglia lead to both direct 
motivational effects in terms of action selection, but also to long term learning as a result 
of a selection bias of reinforced actions. 
 The role of the striatum as a gateway in the translation of environmental cues into 
behavioural activation (or inhibition) is not new (Mogenson and Yang, 1991). More recently, 
it has been proposed that this selection function of the basal ganglia is not limited to 
action selection or reinforcement learning. Given that the basal ganglia receive cortical, 
limbic and brainstem inputs and thus have access to motivational, affective, cognitive and 
motor information, it may act as a final common path where information from a wide 
variety of sources is integrated and then guide selection among cortical representations, 
actions and goals. In this view the same computations are performed in a consistent but 
parallel fashion. The critical functional distinction between phenomenologically different 
functions of the basal ganglia system then stems from the differences in input sources 
and output targets, not from the fundamental nature of the performed computational 
operations themselves. 
 This fundamental function is the integration and implementation of information to 
allow prediction errors to guide switching between cortical representations, actions, and 



130

CHAPTER 7

goals. This view is supported by the observation that the microcircuitry of the basal 
ganglia is remarkably preserved across different parts of the striatum, suggesting that the 
same basic computations are performed, if indeed structure follows function (Pennartz et 
al., 2011). Functional differences then arise from differences in the input sources and 
output targets. For example, outcome predictions in dorsolateral striatum will be derived 
from inputs from sensorimotor areas and will lead to action selection, whereas nucleus 
accumbens, with inputs from the amygdala and VTA, will report reward prediction errors 
in a reinforcement learning task and allow motivational aspects to guide behaviour. 
Hippocampal and prefrontal glutamatergic inputs to the ventral striatum may provide the 
top-down context information or predictions to modulate the neural activity. We provided 
direct empirical support for this hypothesised general gating role of the surprise signals in 
the basal ganglia in a series of studies across a range of both reward and non-reward 
contexts (Den Ouden et al., 2010; Van Schouwenburg et al., 2010, in revision). In the first of 
these studies we showed that prediction error signals in response to stimuli that required 
an update were present in the putamen, which is known to connect to cortical motor 
planning areas (Den Ouden et al., 2010). This putamen activity then upregulated the 
influence of sensory areas to the premotor cortex whenever a surprising motor response 
was required based on surprising visual input. In two further studies, we showed that 
more ventral parts of the basal ganglia, which are part of the attentional network, 
upregulated feedback inputs from prefrontal attentional areas to the visual cortex, in 
response to attentional shifts, which enhanced processing of newly attended visual 
stimuli (Van Schouwenburg et al., 2010, in revision). 
 How may these experience-dependent changes in the interactions between 
prediction and prediction error units be implemented at a physiological level? Already in 
1949, Donald Hebb suggested that changes in connectivity are central to the physiological 
implementation of association learning, where co-activation of pre and post-synaptic 
neurons would lead to synaptic strengthening (Hebb, 1949), a principle also known as 
‘firing together results in wiring together’. Predictive coding theories propose that 
prediction errors are minimised by adjusting the synaptic efficacies (or connections 
strengths) both between and within different levels of the processing hierarchy (Figure 
2).The glutamatergic NMDA receptor found at excitatory synapses has unique molecular 
properties that allow it to function as a coincidence detector of afferent and efferent 
activity, and as such initiate synaptic plasticity (Genoux and Montgomery, 2007). Activation 
of the NMDA-receptors results in recruitment of a different type of glutamatergic receptors, 
called AMPA-receptors. These post-synaptic AMPA receptors determine the current 
strength of the excitatory connections (Malinow and Malenka, 2002). Thus activation of 
the NMDA-receptors by concurrent pre and post synaptic activity leads to more 
permanent strengthening of this synapse. Indeed, NMDA-dependent mechanisms have 
been found to play a key role in plasticity in learning and memory processes in the brain 
(e.g., see (Morris, 1989; Gu, 2002; Ji et al., 2005; Genoux and Montgomery, 2007; Tye et al., 
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2008). Modulatory neurotransmitters play an important role in strengthening or weakening 
these effects. For example, dopaminergic firing signalling reward prediction errors have 
been proposed to serve as a supervised learning signal determining the weight of the 
associative strength between actions and stimuli (Schultz and Dickinson, 2000; Friston et 
al., 2012), as we will discuss in the next section.

Precision of prediction errors
Since prediction errors cause us to update our model of the world, either on the short 
term (inference) or long term (learning), it is important to know how reliable these errors 
are. For example, it is important to know whether certain sensory inputs fail to match our 
prior expectations because they contain information that disproves our current hypothesis 
(e.g., we hear a dog but see a cat), or because the sensory inputs are simply too noisy (we 
hear a dog but see only mist). While the former should cause us to update our beliefs (a 
barking cat!), the latter should not. In traditional reinforcement learning models, this 
dilemma of how to weigh prediction errors with respect to prior beliefs is solved by the 
inclusion of a learning rate that determines this relative weight (Rescorla and Wagner, 
1972). The importance of the reliability, or precision, of prediction errors has also been 
recognised in recent formulations of predictive coding theories (Friston, 2005). Specifically, 
it has been suggested that prediction errors are weighted by their precision (i.e. reliability), 
leading to less weight being put on less reliable sensory information. This means that the 
brain needs to estimate not only the errors themselves, but also the precision of these 
errors, and it has been suggested that attention is the process whereby the brain optimises 
precision estimates (Friston, 2009; Feldman and Friston, 2010; Hohwy, 2012). By enhancing 
the precision of specific prediction errors, attention increases the weight that is put on 
these errors in subsequent inference and learning. This is equivalent to proposals of 
attention increasing synaptic gain (precision) of specific sensory neurons (prediction error 
units). Note that in predictive coding models, sensory data and prediction error are 
equivalent, since these errors are the only sensory information that is yet to be explained.
Empirical support for such a role for attention comes from a recent study showing that 
while valid prior expectations indeed lead to reduced activity in primary visual cortex, 
attention can reverse this effect and boost activity in the same region (Kok et al., 2012b). 
This effect of attention was specific to areas of visual cortex where a sensory input was 
expected, demonstrating that attention does not indiscriminately increase activity, but 
does so in conjunction with current expectations. Such a role for attention within a 
predictive coding framework resolves a seeming contradiction in the literature regarding 
the effects of expectation on neural activity. Specifically, expectation has often been 
reported to reduce neural activity when stimuli are task-irrelevant (unattended), but to 
enhance neural activity when stimuli are task-relevant (attended) (Rauss et al., 2011). Such 
findings sit comfortably within a framework wherein attention boosts prediction errors 
related to current expectations.
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 It has recently been suggested that tonic dopamine firing controls the precision of 
cues that engender actions (Friston et al., 2012). This account extends the models of 
predictive coding such that dopamine determines the relative ‘weight’ of feedforward 
sensory prediction errors with respect to the predictions. In the original model, superficial 
pyramidal cells integrate the effects of excitatory inputs encoding feedforward sensory 
prediction errors, and inhibitory inputs encoding predictions. Tonic dopaminergic firing in 
the substantia nigra and VTA then encode the precision of the incoming information and 
modulate the postsynaptic (dendritic) responses to these prediction errors in proportion 
to their precision. This modulation is implemented via widespread dopaminergic 
projections from the substantia nigra and VTA to the superior colliculus, striatum and 
throughout the cortex. In line with this account, dopamine neurons have been reported 
in the primate midbrain that report uncertainty about the predictions (Fiorillo et al., 2003). 
The importance of appropriate precision weighting of prediction errors becomes clear 
when one considers what happens when things go awry. One of the mechanisms 
suggested to be involved in psychosis is aberrant prediction error signalling (Corlett et al., 
2010). During early stages of psychosis, patients often report increased intensity of their 
perceptual experiences (i.e. brighter colours, louder sounds), consistent with an abnormally 
large prediction error (and subsequent increased salience) being evoked by these events, 
presumably due to an inability to ‘explain away’ sensory inputs through top-down 
predictions. Indeed, a model for these early stages of psychosis that is often used, is the 
administration of ketamine, a drug known to block NMDA receptors (surmised to be 
involved in top-down predictions), and enhance AMPA receptors (involved in feedforward 
signalling, and therefore a likely candidate for prediction error signalling). Such augmented 
prediction errors in turn lead to inappropriate updating of these patients’ model of the 
world, causing delusions to arise in later stages of the disease.

Conclusion
In this article, we reviewed the universality of prediction errors (PEs), which appear 
omnipresent in the brain, and for which empirical support has been provided in 
perceptual, attentional, cognitive and motivational processes, in both cortical and 
subcortical regions. We suggest that the computation of these PEs follows a general 
principle, where a comparison is made between bottom-up inputs and top-down 
predictions, and of which the exact form depends on the type of computation (signed or 
unsigned PEs), and neural structures (cortical or subcortical units). Importantly, PEs are not 
necessarily a non-specific surprise/arousal signal, but can carry detailed content with 
respect to how the input is surprising, owing to the specific “location and connectivity” of 
the PE unit in the cortical hierarchy. Thereby, PEs can update perception, trigger attentional 
orienting and affect motivational learning and control, as well as initiate the formation of 
new memories. Finally, the precision (i.e. fidelity, inverse variance) of PEs should be taken 
into account in deciding how much internal models should be updated based on the PE. 
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It is speculated that there may be a role for tonic dopamine in controlling this parameter. 
We hope that this review exposes the generality of prediction errors in the brain. While we 
believe the encoding of prediction errors is a common currency across brain regions, the 
exact content and nature of these error signals differs between areas and functional 
 specializations and is determined by the afferent and efferent connections within the 
neural circuitry in which they arise.
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Expectations play a fundamental role in perception. In this thesis I aimed to shed light on 
the neural mechanisms involved in the modulation of sensory processing by expectation. 
In Chapters 2 and 3, I demonstrated that prior expectations modulate stimulus-evoked 
activity in early visual cortex. Specifically, when stimuli clearly violate prior expectations, 
they evoke more activity in early visual cortex, but this increased activity contains less 
information about the presented stimulus (Chapter 2). When stimuli are noisy, 
expectations bias both neural stimulus representations and perception (Chapter 3). 
Chapter 4 shows that prior expectations evoke stimulus templates in early visual cortex in 
the absence of bottom-up stimulus input. Chapter 5 demonstrates that predictions also 
occur across the different layers of the cortical hierarchy, rather than only across time. 
Indeed, a higher-order prediction of an (illusory) shape has opposite effects on activity in 
early visual cortex depending on whether it is met by congruent bottom-up input or not. 
In Chapter 6, I showed that prediction and attention interact in a specific way, as 
hypothesised by recent predictive coding models of perception. Such predictive coding 
models were discussed in a wider context in Chapter 7.
 While some of the results presented in this thesis may be explained by theories of 
attention that do not assign a special role to expectation, the predictive coding framework 
is unique in its ability to account for all the results reported here. For example, it is not 
apparent that current theories of attention can account for the suppressed response to 
expected stimuli (Chapter 2), the increased response to unexpected omissions (Chapter 6),  
and the decreased response to Kanizsa-inducers (Chapter 5). Furthermore, many effects  
of expectation persist when these expectations are task-irrelevant (Chapters 2 and 5, see 
also Den Ouden et al., 2009), which does not seem in line with an explanation in terms  
of top-down attention. Predictive coding, on the other hand, provides a framework that 
readily explains all of the above findings. I will elaborate on the implications of these 
findings below, as well as discuss some outstanding issues, such as the empirical 
foundations of predictive coding.

Interactions between top-down expectations and bottom-up input
If expectations indeed play a fundamental role in sensory processing, the same sensory 
input should lead to different responses depending on the strength and validity of the 
expectation. Specifically, predictive coding theories state that the more expected the 
input is (i.e., the less prediction error there is), the lower the amplitude of the stimulus- 
evoked response should be. Recently, there have been many reports of such suppressive 
effects of expectation (Summerfield et al., 2008; Den Ouden et al., 2009; Alink et al., 2010; 
Den Ouden et al., 2010; Meyer and Olson, 2011; Todorovic et al., 2011; Todorovic and De 
Lange, 2012). In Chapter 2, we extended these findings by probing not only the amplitude 
of the neural response evoked by the stimuli, but also the amount of information 
contained in the neural signal. Interestingly, we found that a valid orientation prediction 
led to a decrease in the amplitude of the neural signal in V1, but to an increase in the 
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amount of stimulus information contained by the signal. This is exactly the pattern of 
results that is predicted by predictive coding theories of perception: valid predictions lead 
to selection of the proper hypothesis prior to sensory input, allowing this hypothesis to 
quickly suppress the sensory signal when it arrives (prediction error suppression), thereby 
preventing activation of alternative hypotheses (representational sharpening).
 Theories of perceptual inference presume that the percept the brain settles on (the 
posterior) reflects an integration of prior expectations and sensory inputs (see Figure 1 of 
Chapter 1 for examples). The integration of prior and input has been demonstrated 
convincingly in behaviour (Kersten et al., 2004; Chalk et al., 2010; Sotiropoulos et al., 2011b), 
yet neural evidence has been mostly lacking. The central issue is where this integration 
takes place: do top-down expectations already shape the way bottom-up inputs are 
processed in sensory regions, or does this integration occur in downstream association 
areas commonly held to be involved in perceptual decision-making, such as parietal and 
prefrontal cortex (Gold and Shadlen, 2007)? In Chapter 3, we investigated this question 
directly by manipulating subjects’ prior expectations about the direction of visual motion 
stimuli and probing the effects on both perception and activity in visual cortex. We found 
that experimentally induced prior expectations biased stimulus representations in visual 
cortex, as well as perceptual decisions. Furthermore, the strength of the neural bias varied 
with the strength of the perceptual bias, with the strongest neural biases found in subjects 
with the strongest perceptual biases. These results demonstrate that prior expectations 
can modify sensory representations in early visual cortex.

Encoding of expectations in the brain
Given that top-down expectations modulate stimulus-evoked activity, they may be 
expected to activate representations of expected stimuli prior to sensory input (Wyart et 
al., 2012). One way to test this is to probe activity in sensory cortex when a stimulus is 
expected, but no bottom-up input is provided. In line with this, recent studies have shown 
increased responses to unexpectedly omitted stimuli in early sensory cortex (Den Ouden  
et al., 2009; see also Chapter 6), with some studies reporting this effect as early as 100 ms after 
the stimulus was expected to appear (Todorovic et al., 2011; Wacongne et al., 2011).  
In Chapter 4, we probed the representational content of such omission responses. In this 
study, we presented subjects with auditory cues (high or low pitch) that predicted the 
orientation of an upcoming grating stimulus (clockwise or anticlockwise). In 25% of trials, the 
expected grating stimulus was omitted. In these trials, only an expectation-inducing auditory 
tone was presented. Interestingly, the pattern of activity evoked in V1 on clockwise omission 
trials resembled the pattern evoked by a clockwise grating presentation, and vice versa for 
anticlockwise omissions. In other words, neural activity in V1 evoked solely by expectations 
– in the absence of visual input – contained information about the expected stimulus.
 While these studies focused on the temporal nature of predictions (i.e., what is likely 
to happen in the near future), predictions may also occur across different layers within the 



139

8

DISCUSSION

cortical hierarchy (Murray et al., 2004). For example, a recent study presented subjects with 
naturalistic images of which one quadrant was occluded, and used MVPA methods to 
show that the non-stimulated region of V1 (i.e., retinotopically corresponding to the 
occluded quadrant) contained information about the presented image (Smith and Muckli, 
2010). A predictive coding framework would take these results to mean that lower-order 
areas receive predictive feedback about which fine spatial features to expect (e.g., the 
angle of the tail light) from higher-order regions representing the scene as a whole (e.g., a 
whole car). Furthermore, single neuron recordings in monkeys have shown that neurons 
in V1 and V2 respond to illusory contours, presumably because higher-order cortical 
regions send feedback about the presence of a shape (Lee and Nguyen, 2001). In Chapter 5,  
we extended these findings by comparing the effects of such higher-order feedback to 
regions of V1 receiving (congruent) bottom-up input, and regions receiving no bottom-up 
input, in the context of illusory figure processing. We found that when bottom-up input is 
absent, i.e. for regions of V1 responding to the illusory surface, activity is increased during 
illusory figure perception. On the other hand, when predictive feedback is met with 
congruent bottom-up input, i.e. for regions of V1 responding to the inducers of the illusory 
stimulus, activity in V1 is reduced (cf. Chapter 2). These opposing effects of higher-order 
feedback are in line with predictive coding theories of perception, and may help explain 
why some studies of shape perception report increased activity (Lamme, 1995; Altmann 
et al., 2003) in V1, while others report a decrease (Murray et al., 2002b; He et al., 2012). 

Attention and prediction
Traditionally, theories of attention and predictive coding have been seen as diametrically 
opposed. However, recent predictive coding models incorporate attention, suggesting 
that attention is the process whereby the brain optimises precision estimates (Friston, 
2009; Feldman and Friston, 2010; see also Chapter 1). By increasing the precision of specific 
PEs, attention increases the weight these errors carry in perceptual inference. Crucially, 
prediction and precision (attention) are not independent. Instead, precision depends on 
the expected states of the world (Feldman and Friston, 2010): expectation of a stimulus on 
the left side of the visual field leads to expectation of high precision sensory signals at that 
location, for example. Spatial attention might enhance these sensory signals further by 
boosting the precision (synaptic gain) at that location. In Chapter 6, we tested this 
hypothesis directly by manipulating both visuospatial attention (which side of the screen 
is task-relevant) and visuospatial prediction (on which side of the screen the stimulus is 
likely to appear). Unlike in typical Posner cueing tasks, in which attention is biased towards 
one visual hemifield by increasing the probability of the target appearing on that side, in 
this experiment the attention manipulation was non-probabilistic, allowing us to tease 
apart effects of attention and prediction. When stimuli were task-irrelevant (unattended), 
predicted stimuli evoked a reduced neural response in V1 compared to unpredicted 
stimuli. However, when stimuli were task-relevant (attended), this pattern reversed: here, 
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predicted stimuli evoked an enhanced neural response. This interaction is in line with 
predictive coding models that cast attention as optimising precision estimates during 
perceptual inference (Friston, 2009; Feldman and Friston, 2010), and explains the seemingly 
contradictory findings in the literature regarding the effects of expectation on neural 
activity (Summerfield and Egner, 2009; Rauss et al., 2011).
 Additionally, when a stimulus was expected in the task-relevant hemifield (i.e., when 
there was a strong and precise prediction), we observed an increased response in V1 
when this stimulus was omitted (cf. Den Ouden et al., 2009). This effect is in line with 
predictive coding, but hard to reconcile with an explanation in terms of bottom-up 
attention, since there was no stimulus to grab attention in these trials (or, rather, a stimulus 
appeared in the opposite hemifield).

Neural implementation of predictive coding
Although predictive coding has great explanatory power, as demonstrated in the 
discussion above, its exact neural implementation remains unclear. In this section, we will 
discuss some open issues.
 First, although many findings of prediction and prediction error effects in cortex have 
been reported, there is – somewhat surprisingly – a conspicuous lack of direct evidence 
for separate populations of neurons encoding predictions (P units) and errors (PE units) 
(Summerfield and Egner, 2009). However, some conjectures can be made. Miller and 
Desimone (1994) recorded from single neurons in IT cortex while monkeys performed a 
delayed match-to-sample task. Roughly half of the IT cells recorded showed differential 
responses to stimuli that matched, compared to stimuli that did not match the sample. Of 
these, 62% were suppressed by test stimuli that matched the sample, while 35% showed an 
enhanced response. These effects were present right from the onset of visual responses in 
IT, about 80 to 90 ms after stimulus presentation. Only 3% of cells showed mixed effects, 
i.e., suppression by some stimuli and enhancement by others, leading the authors to 
argue that the two classes of cells appear to be distinct. The behaviour of these two 
classes of cells is reminiscent of PE (suppressed response to matches) and P (enhanced 
response to matches) units, respectively, though effects of stimulus predictability were 
not explicitly tested in this study. Woloszyn and Sheinberg (2012) also provide evidence for 
two functionally distinct sub-populations in IT. They found that the maximum response 
and stimulus-selectivity of excitatory cells were increased for familiar compared to novel 
stimuli (potentially reflecting enhanced representation in P units), while inhibitory 
interneurons responded more strongly to novel stimuli than to familiar ones (potentially 
reflecting a larger PE response).
 Arguments for a separate population of prediction error neurons have also been 
inspired by so-called extra-classical receptive field effects in early visual cortex (Rao and 
Ballard, 1999). Certain neurons fire less when a stimulus extends beyond their receptive 
field (Hubel and Wiesel, 1968). Furthermore, such suppressive surround effects are stronger 
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when the surround is a (predictable) continuation of the centre stimulus, e.g., a  continuous 
line segment or a grating with an iso-oriented surround, compared to when the surround 
is non-continuous (e.g., a cross-oriented grating) (Knierim and Van Essen, 1992; Sillito et al., 
1995; Jones et al., 2002). A predictive coding framework can readily explain such responses; 
a large, continuous stimulus is represented well by a P unit in a higher-order area (e.g., V2), 
which then sends a prediction to the relevant lower-order (e.g., V1) error neurons, 
suppressing their response (Rao and Ballard, 1999). Indeed, extra-classical receptive field 
effects have been shown to (partly) depend on feedback from higher-order areas (Hupé 
et al., 1998; Angelucci and Bullier, 2003). Hupé et al. (1998) showed that feedback from area 
MT leads to surround suppression in V1, as well as increased responses to stimuli confined 
to the classical receptive field. In other words, when feedback can successfully predict the 
lower-order response its effect is inhibitory, but when it cannot it is excitatory.
 In sum, while there is no direct evidence for the existence of separate populations of 
P and PE units, there is some suggestive evidence that such sub-populations may exist.

Figure 1  Predictive coding architectures. A) Classical predictive coding scheme, wherein errors 
are sent forward, and predictions provide inhibitory feedback to lower-order regions. B) Reworked 
predictive coding scheme, as suggested by Spratling (2008b). Here, predictions are sent forward 
as well as backward, and errors are inhibited intracortically. Note that while these schemes imply 
slightly different neural implementations, they are computationally identical (Spratling, 2008b).
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A second open issue is the exact neural architecture underlying predictive coding. Several 
different proposals have been made in recent years (Rao and Ballard, 1999; Friston, 2005; 
Spratling, 2008b; Bastos et al., 2012). In classical predictive coding schemes, PE units 
provide excitatory feedforward input to higher-order regions, while P units send inhibitory 
feedback to the PE units one step down in the cortical hierarchy (Figure 1A; see also the 
section on Predictive Coding in Chapter 1). In the model proposed by Spratling (2008b), 
on the other hand, the inhibitory feedback from P units to PE units occurs within cortical 
regions, while both feedforward and feedback connections between cortical regions are 
excitatory and originate from P units (Figure 1B). In other words, feedback directly 
reinforces lower order hypotheses that are consistent with the higher order hypothesis.
 Clearly, these schemes result in different predictions regarding the locations of the 
sub-populations of P and PE units on the basis of known interlaminar and intercortical 
connectivity patterns (Bastos et al., 2012). Feedforward connections mainly arise from 
layers 2/3 and send input to layer 4 of the next higher-order region in the hierarchy, while 
feedback is sent from layers 5/6 to the agranular layers of the lower-order region (Rockland 
and Pandya, 1979; Maunsell and Van Essen, 1983; Felleman and Van Essen, 1991). Therefore, 
since the classical predictive coding scheme suggests that feedforward connections carry 
prediction errors, PE units would be expected to reside in layers 2/3, while feedback- 
sending P units would reside in layers 5/6 (Rao and Sejnowski, 2002). This interregional 
feedback is proposed to be inhibitory (Figure 1A). However, in the cortex, interregional 
feedback connections are predominantly excitatory (Johnson and Burkhalter, 1996, 1997; 
but see Bastos et al., 2012). It is possible that feedback may indirectly target inhibitory 
interneurons, achieving a net inhibition, as has been observed in surround suppression 
(Hupé et al., 1998; Angelucci and Bullier, 2003). Alternatively, predictive coding may be 
implemented without interregional inhibitory feedback, as in Spratling’s model (Figure 
1B). Mapping this model onto the known cortical connectivity pattern would suggest that 
separate populations of P units reside in layers 2/3 and 5/6, sending excitatory forward 
and backward predictions, respectively, while inhibition of PE units occurs intraregionally. 
The latter seems consistent with intraregional ‘back projections’ (i.e., from infragranular to 
supragranular and granular layers) targeting predominantly inhibitory interneurons 
(Thomson and Bannister, 2003; Olsen et al., 2012). In this model, PE units may be 
hypothesised to reside in layer 4, which does not have interregional outputs. Note that 
while this scheme differs from the classical one in terms of the details of neural 
implementation, the two models are computationally equivalent (Spratling, 2008b).
 Another model that includes excitatory rather than inhibitory interregional feedback 
is the hierarchical inference model proposed by Lee and Mumford (2003). These authors 
put forward a model wherein hypotheses at one level reinforce consistent hypotheses at 
the level below (cf. Spratling, 2008b). In their approach, multiple hypotheses are kept alive 
at each level of the cortical hierarchy, and excitatory feedback helps the most likely 
lower-level hypothesis to win the competition. In other words, excitatory feedback 
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collapses the lower-level hypothesis space and thereby reduces the overall level of 
neuronal activity. Strictly taken, this is not a predictive coding model (there is no explicit 
error representation), but it shares many of its key features (hierarchical perceptual 
inference) as well as empirical predictions (valid top-down hypotheses lead to reduced 
activity but improved representations).

Concluding remarks
In this thesis, I have explored the ways in which expectations influence perception, and 
specifically sensory processing in early visual cortex. Expectation affects activity in early 
visual cortex in highly specific ways, both in the presence and the absence of bottom-up 
stimulus inputs. These findings are well accounted for by predictive coding theories of 
perception. However, I would like to stress that more evidence is needed for predictive 
coding as a theory of cortical sensory processing. Particularly, direct evidence for separate 
sub-populations of P and PE units is lacking. Since these two sub-populations are 
proposed to co-exist in every (sensory) cortical region, teasing them apart requires 
methods that can sample neural activity from multiple sites at high spatial resolution. 
Specifically, given the speculations on different laminar distributions of P and PE units, 
multicontact laminar electrodes (e.g., Lakatos et al., 2008) or high-resolution laminar fMRI 
(Koopmans et al., 2010) could provide such evidence. So far, there have been no studies 
using these methods that have focused on the effect of prediction on sensory responses. 
It may be hypothesised that activity in P and PE units will be temporally distinct: prior to 
stimulus onset, expectation would lead to activity in cortical layers containing P units, 
while after stimulus onset, activity would scale with prediction error in layers dominated 
by PE units. At the level of single neurons, P and PE units are claimed to be reciprocally 
connected, with the strength of the excitatory forward connection between individual PE 
and P units being equal to the strength of the inhibitory backward connection between 
these same neurons (Rao and Ballard, 1999; Spratling, 2008b). In V1, it seems conceivable 
that simple and complex cells (Hubel and Wiesel, 1968) could be interpreted as PE and P 
units, respectively. If this is true, complex cells are expected to inhibit the simple cells that 
provide them with input. This is a testable hypothesis. In the coming years, studies testing 
these hypotheses will provide us with much needed answers regarding the possible 
implementation of predictive coding in the human cortex.
 Future work might also focus on the link between the neuronal substrate of predictive 
coding and subjective perception. In the context of predictive coding, it seems natural to 
assume that the contents of perception reflect the current hypothesis represented in the 
P units across the cortical hierarchy. Might the intensity (e.g., brightness, contrast, duration) 
of the percept then scale with the prediction error (Pariyadath and Eagleman, 2007)? This 
account would predict that valid expectations lead to percepts that are ‘sharper’ (improved 
representation in P units) but less intense (reduced PE), in line with neural effects of 
expectation in sensory cortex (see Chapter 2). Indeed, oddball stimuli (that is, unexpected 
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deviants) are perceived as being of longer duration than standards (Tse et al., 2004; 
Pariyadath and Eagleman, 2007; Schindel et al., 2011). Also, this account may explain the 
fact that representations activated by top-down processes such as working memory and 
imagery (see below) are not perceived as vividly as those activated during normal 
perception; presumably the former bypass PE units and directly activate P units. 
Furthermore, since attention is proposed to boost the synaptic gain of PE units, the 
increase in perceived contrast observed as a result of attention fits naturally in this 
framework (Carrasco et al., 2004). Finally, psychosis has been conjectured to involve 
aberrantly increased prediction errors, and indeed patients report more intense percepts 
(brighter colours, louder sounds) in early stages of the disease (Corlett et al., 2011). In fact, 
it is interesting to note that many positive and negative symptoms of syndromes like 
schizophrenia (Blakemore et al., 2000; Eagleman and Pariyadath, 2009; Fletcher and Frith, 
2009), psychosis (Corlett et al., 2011), and autism (Pellicano and Burr, 2012; Van de Cruys et 
al., 2013) can be explained in terms of specific failures of predictive coding mechanisms.
 Part of the work in this thesis has focused on the effect of top-down expectations in 
the absence of sensory inputs (e.g., see Chapters 4 and 5). Potentially, the same 
mechanism may be involved in other cognitive processes involving top-down activation 
of representations in sensory cortex. For example, processes like working memory and 
mental imagery (and even dreaming) might reflect activating part of one’s internal model 
of the (visual) world (Mumford, 1992). These activations would come about through a 
different flow of information, compared to stimulus-driven activations: whereas the latter 
would arrive as input into layer 4 and sent onwards to supra- and infragranular layers, the 
former would bypass layer 4 and directly target agranular layers (Takeuchi et al., 2011). 
Crucially, these opposite flows of information could result in identical representations 
being activated (in agranular layers). Indeed, recent neuroimaging studies suggest that 
working memory (Harrison and Tong, 2009), mental imagery (Lee et al., 2012; Albers et al., 
2013), and even dreaming (Horikawa et al., 2013) share sensory representations with 
perception. Such offline activations of the brain’s internal model could serve several 
purposes, such as simulating scenarios not (yet) encountered but consistent with the 
model (e.g., mental rehearsal), and consolidating synaptic connections between rep-
resentations within and across different levels of the cortical hierarchy. Speculatively, 
dreams may subserve both these functions.
 In conclusion, the work presented in the current thesis demonstrates that expectations 
play a fundamental role in sensory processing, down to the earliest levels of the cortical 
hierarchy. These findings suggest that cortical sensory processing should be regarded as 
a recurrent, inferential process, wherein top-down expectations and bottom-up inputs 
constantly interact in an attempt to obtain the best possible interpretation of the plethora 
of noisy and ambiguous sensory inputs we continuously receive.
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Nederlandse samenvatting

Wat we waarnemen wordt niet slechts door onze ogen bepaald. Onze waarneming wordt 
beïnvloed door wat we van de wereld weten. Zo zien we de holle binnenkant van een 
masker onwillekeurig als een bol, naar buiten gericht gezicht, omdat we nu eenmaal de 
ervaring hebben dat gezichten bol zijn, niet hol (zie figuur 1A). Iets soortgelijks geldt voor 
de cirkels in figuur 1B: waarom zien we sommigen als bol, en anderen als hol? Omdat we 
weten dat licht normaal gesproken van boven komt (de zon), interpreteren we de cirkels 
met schaduw aan de onderkant als bol, en die met schaduw aan de bovenkant als hol.
 Waarneming bestaat dus uit een combinatie van informatie die op dat moment via je 
ogen binnenkomt en je kennis van de wereld, oftewel, wat je verwacht te zien op basis 
van je eerdere ervaringen. Maar hoe worden deze twee bronnen van informatie 
gecombineerd? En waar in de hersenen gebeurt dit? Wordt de informatie van je ogen 
eerst volledig verwerkt, en pas dan gecombineerd met je verwachtingen, of beïnvloeden 
je verwachtingen de verwerking van visuele informatie al vanaf het vroegste stadium? 
Over deze vragen gaat dit proefschrift. In hoofdstuk 1 geef ik een meer uitgebreide 
introductie van dit thema.

Figure 1  Je kennis van de wereld beïnvloedt je waarneming. A) Gezichten lijken altijd bol, zelfs al 
weten we dat we naar de (holle) binnenkant van een masker kijken, zoals in het plaatje rechtsonder. 
Zie http://www.youtube.com/watch?v=OHuStlT1RM8 voor een filmpje van dit fenomeen. B) Omdat 
we weten dat licht normaal gesproken van boven komt, lijken cirkels met een schaduw aan de 
onderkant (linker en rechter kolom) bol, en cirkels met een schaduw aan de bovenkant (middelste 
kolom) hol. Om het effect te testen, houd dit boekje maar eens ondersteboven vast.

A B
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 Omdat we met name geïnteresseerd waren in de hersenprocessen die betrokken zijn 
bij het combineren van visuele informatie en verwachtingen, hebben we functional 
magnetic resonance imaging (fMRI) gebruikt om de hersenactiviteit van proefpersonen 
te meten. fMRI is een techniek die ongeveer elke twee seconden de hersenactiviteit in het 
hele brein meet. Daarbij worden de hersenen opgedeeld in driedimensionale ‘pixels’ 
(‘voxels’), zodat we heel precies kunnen zeggen wáár in de hersenen de activiteit 
plaatsvindt. We waren bij ons onderzoek met name geïnteresseerd in de activiteit in het 
deel van de hersenen dat visuele informatie verwerkt, de zogenaamde visuele schors. De 
visuele schors bestaat uit meerdere gebieden, waarvan voornamelijk de primaire visuele 
schors onze interesse had, aangezien dit het gebied is waar informatie van de ogen voor 
het eerst de hersenschors binnenkomt. Een van onze hoofdvragen was of er zelfs in dit 
vroege stadium van visuele informatieverwerking al beïnvloeding door verwachting 
plaatsvindt.
 In hoofdstuk 2 beschrijf ik een onderzoek waarin we mensen plaatjes lieten zien die 
of overeenkwamen met hun verwachting, of die verwachting schonden. Uit de fMRI- 
metingen bleek dat verwachte plaatjes minder hersenactiviteit opwekten in de primaire 
visuele schors dan onverwachte plaatjes. Tegelijkertijd bevatte de hersenactiviteit die 
opgewekt werd door verwachte plaatjes meer informatie over het plaatje: we konden 
beter “decoderen” naar welk plaatje mensen keken wanneer het plaatje verwacht was, 
dan wanneer het onverwacht was. Verwachte plaatjes wekken dus minder activiteit op in 
de visuele schors dan onverwachte plaatjes, maar deze activiteit bevat wel meer 
informatie. Dit wijst erop dat verwachting helpt de informatieverwerking efficiënter en 
preciezer te maken. Het feit dat dit in de primaire visuele hersenschors gebeurt, wijst erop 
dat verwachtingen de informatieverwerking al in een heel vroeg stadium beïnvloeden.
 We weten nu wat er gebeurt als je een plaatje te zien krijgt dat duidelijk je 
verwachtingen bevestigt of schendt. Maar wat als je een plaatje te zien krijgt dat heel veel 
op het verwachte plaatje lijkt, maar net niet helemaal hetzelfde is? Wat zie je dan, het 
plaatje zoals het voor je op het computerscherm staat, of iets dat tussen het echte plaatje 
en je verwachting in ligt? In hoofdstuk 3 beschrijf ik een onderzoek dat deze vraag 
probeert te beantwoorden. We vonden daar inderdaad dat de waarneming van mensen 
beïnvloed werd door hun verwachting: ze zagen iets wat tussen hun verwachting en het 
echte plaatje in lag. Uit de fMRI-metingen bleek bovendien dat dit ook voor de hersenen 
gold: als we uit de activiteit in de visuele cortex decodeerden welk plaatje mensen zagen, 
lag dit gedecodeerde plaatje tussen het verwachte plaatje en het daadwerkelijke 
gepresenteerde plaatje in. Verwachting maakt je waarneming dus niet simpelweg beter 
of slechter, maar beïnvloedt daadwerkelijk wát je ziet.
 Aangezien verwachtingen de activiteit in de visuele schors zo sterk beïnvloeden, kun 
je je afvragen of een verwachting zelfs activiteit in de visuele schors kan opwekken zonder 
dat er daadwerkelijk een plaatje gepresenteerd wordt. In hoofdstuk 4 beschrijf ik een 
onderzoek waarbij we mensen lieten verwachten dat er een plaatje zou verschijnen, maar 
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soms lieten we het plaatje weg. In dat geval is er dus wel een (visuele) verwachting, maar 
geen plaatje. Uit het onderzoek bleek dat er dan toch activiteit in de primaire visuele 
schors was, en dat deze activiteit informatie bevatte over welk plaatje mensen precies 
verwachtten te gaan zien. De visuele schors kan dus actief worden, zonder dat er 
informatie van je ogen binnenkomt. In bepaalde gevallen zou je op deze manier zelfs 
dingen kunnen zien die er niet zijn, zoals visuele illusies en hallucinaties.

Zoals ik hierboven al besproken heb, spelen verwachtingen ook een grote rol bij visuele 
illusies, zoals in figuur 1A. In het onderzoek dat in hoofdstuk 5 wordt besproken hebben 
we een specifieke illusie bestudeerd, de zogenaamde ‘Kanizsa-illusie’ (zie figuur 2). In deze 
figuur zijn vier ‘Pac-Man’-achtige figuurtjes zo getekend dat het lijkt alsof er een wit 
vierkant bovenop vier zwarte cirkels ligt. Je zou kunnen zeggen dat je hersenen 
‘verwachten’ dat er een wit vierkant is, omdat dit zou verklaren waarom de Pac-Man- 
figuurtjes ‘monden’ hebben die precies zo gericht zijn dat ze op de hoeken van een 
vierkant vallen. In het onderzoek dat in hoofdstuk 5 besproken wordt, vonden we onder 
andere dat de illusie tot verhoogde activiteit in de primaire visuele schors leidde. Net als in 
hoofdstuk 4 was er hier dus sprake van activiteit die puur door een verwachting 
veroorzaakt werd, want er was geen echt vierkant.
 Wat je waarneemt wordt niet alleen bepaald door wat je verwacht, maar ook door 
waar je je aandacht op richt. Over het algemeen is het zo dat je iets beter ziet wanneer je 
je aandacht erop richt. In hoofdstuk 6 bespreek ik een onderzoek waarin we het verband 
tussen aandacht en verwachting hebben onderzocht. We vonden daar dat aandacht en 
verwachting ‘samenwerken’: wanneer mensen hun aandacht op een bepaald deel van 

Figure 2  De Kanizsa-illusie. Wat zie je, vier Pac-Man-figuurtjes die toevallig met hun monden naar 
het midden van de figuur gericht staan, of een wit vierkant dat bovenop vier zwarte cirkels ligt? 
Omdat je brein de laatste de meest waarschijnlijke interpretatie vindt, lijkt het alsof je echt een wit 
vierkant ziet, terwijl het er niet is.
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een computerscherm richtten, veroorzaakte een verwacht plaatje in dat deel van het 
scherm meer hersenactiviteit in de primaire visuele schors dan een onverwacht plaatje. 
Verscheen er echter een plaatje op een deel van het scherm waar men niet op lette,  
dan veroorzaakte een verwacht plaatje minder activiteit dan een onverwacht plaatje. 
Aandacht draaide het effect van verwachting dus om. Dit laat zien dat aandacht en 
verwachting samenwerken, met als gevolg dat verwachte en relevante plaatjes heel veel 
hersenactiviteit opwekken, en verwachte irrelevante plaatjes juist heel weinig.
 Onze onderzoeken hebben laten zien dat verwachtingen een belangrijke rol spelen 
bij waarneming. In hoofdstuk 7 beschrijf ik de hersenprocessen die hier mogelijk bij 
betrokken zijn meer in detail. Tenslotte bevat hoofdstuk 8 een meer algemene discussie 
van onze bevindingen, alsmede een bredere bespreking van de rol van verwachtingen in 
waarneming en cognitie.
 In dit proefschrift heb ik willen aantonen dat verwachting een fundamenteel deel 
uitmaakt van de verwerking van informatie door ons brein. We krijgen continu signalen 
binnen via onze zintuigen, en deze signalen zitten ook nog eens vol ruis en ambiguïteit. 
Dankzij onze kennis van de wereld weten we wat voor informatie we kunnen verwachten 
(“Gezichten zijn bol, niet hol”) en dit helpt ons deze signalen gemakkelijker te interpreteren.  
In de meeste gevallen maakt dit onze waarneming preciezer, en soms leidt het tot  
illusies (zie figuren 1B en 2). Zo bekeken zijn illusies geen fouten in het systeem, maar de 
 bijkomstigheden van een optimaal informatieverwerkingssysteem.
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